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Preface to first edition

Nearly all statistical packages, and many scientific computing libraries, con-
tain facilities for the empirical choice of a model, given a set of data and many
variables or alternative models from which to select. There is an abundance of
advice on how to perform the mechanics of choosing a model, much of which
can only be described as folklore and some of which is quite contradictory.
There is a dearth of respectable theory, or even of trustworthy advice, such
as recommendations based upon adequate simulations. This monograph col-
lects what is known about estimation and presents some new material. This
relates almost entirely to multiple linear regression. The same problems apply
to nonlinear regression, such as to the fitting of logistic regressions, to the
fitting of autoregressive moving average models, or to any situation in which
the same data are to be used both to choose a model and to fit it.

This monograph is not a cookbook of recommendations on how to carry
out stepwise regression; anyone searching for such advice in its pages will
be disappointed. I hope that it will disturb many readers and awaken them
to the dangers of using automatic packages that pick a model and then use
least squares to estimate regression coefficients using the same data. My own
awareness of these problems was brought home to me dramatically when fit-
ting models for the prediction of meteorological variables such as temperature
or rainfall. Many years of daily data were available, so we had very large sam-
ple sizes. We had the luxury of being able to fit different models for different
seasons and using different parts of the data, chosen at random, not systemat-
ically, for model selection, for estimation, and for testing the adequacy of the
predictions. Selecting only those variables which were very highly ‘significant’,
using ‘F-to-enter’ values of 8.0 or greater, it was found that some variables
with ‘t-values’ as large as 6 or even greater had their regression coefficients
reversed in sign from the data subset used for selection to that used for esti-
mation. We were typically picking about 5 variables out of 150 available for
selection.

Many statisticians and other scientists have long been aware that the so-
called significance levels reported by subset selection packages are totally with-
out foundation, but far fewer are aware of the substantial biases in the (least-
squares or other) regression coefficients. This is one aspect of subset selection
that is emphasized in this monograph.

ix
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The topic of subset selection in regression is one that is viewed by many
statisticians as ‘unclean’ or ‘distasteful’. Terms such as ‘fishing expeditions’,
‘torturing the data until they confess’, ‘data mining’, and others are used as
descriptions of these practices. However, there are many situations in which
it is difficult to recommend any alternative method and in which it is plainly
not possible to collect further data to provide an independent estimate of
regression coefficients, or to test the adequacy of fit of a prediction formula,
yet there is very little theory to handle this very common problem. It is hoped
that this monograph will provide the impetus for badly needed research in this
area.

It is a regret of mine that I have had to use textbook examples rather than
those from my own consulting work within CSTRO. My experience from many
seminars at conferences in Australia, North America and the UK, has been
that as soon as one attempts to use ‘real’ examples, the audience complains
that they are not ‘typical’, and secondly, there are always practical problems
that are specific to each particular data set and distract attention from the
main topic. I am sure that this applies particularly to the textbook examples
which I have used, and T am grateful that I do not know of these problems!

This is not in any sense a complete text on regression; there is no attempt
to compete with the many hundreds of regression books. For instance, there is
almost no mention of methods of examining residuals, of testing for outliers, or
of the various diagnostic tests for independence, linearity, normality, etc. Very
little is known of the properties of residuals and of other diagnostic statistics
after model selection.

Many people must be thanked for their help in producing this monograph,
which has taken more than a decade. The original impetus to develop com-
putational algorithms came from John Maindonald and Bill Venables. John
Best, John Connell (who provided a real problem with 757 variables and 42
cases), Doug Shaw and Shane Youll tried the software I developed and found
the bugs for me. It soon became obvious that the problems of inference and
estimation were far more important than the computational ones. Joe Gani,
then Chief of CSIRO Division of Mathematics and Statistics, arranged for me
to spend a 6-month sabbatical period at the University of Waterloo over the
northern hemisphere winter of 1979/1980. I am grateful to Jerry Lawless and
others at Waterloo for the help and encouragement they gave me. Hari Iyer
is to be thanked for organizing a series of lectures I gave at Colorado State
University in early 1984, just prior to reading a paper on this subject to the
Royal Statistical Society of London.

The monograph was then almost completed at Griffith University (Brisbane,
Queensland) during a further sabbatical spell, which Terry Speed generously
allowed me from late 1985 to early 1987. The most important person to thank
is Doug Ratcliff, who has been a constant source of encouragement, and has
read all but the last version of the manuscript, and who still finds bugs in my
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software. I of course accept full responsibility for the errors remaining. I would
also like to thank Sir David Cox for his support in bringing this monograph
to publication.

Alan Miller
Melbourne
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Preface to second edition

What has happened in this field since the first edition was published in
19907

The short answer is that there has been very little real progress. The increase
in the speed of computers has been used to apply subset selection to an
increasing range of models, linear, nonlinear, generalized linear models, to
regression methods which are more robust against outliers than least squares,
but we still know very little about the properties of the parameters of the
best-fitting models chosen by these methods. From time-to-time simulation
studies have been published, e.g. Adams (1990), Hurvich and Tsai (1990),
and Roecker (1991), which have shown, for instance, that prediction errors
using ordinary least squares are far too small, or that nominal 95% confidence
regions only include the true parameter values in perhaps 50% of cases.

Perhaps the most active area of development during the 1990s has been
into Bayesian methods of model selection. Bayesian methods require the as-
sumption of prior probabilities for either individual models or variables, as
well as prior distributions for the parameters, that is, the regression coeffi-
cients and the residual variance, in addition to the assumptions required by
the frequentist approach; these may be that the model is linear with indepen-
dent residuals sampled from a normal distribution with constant variance. In
return, the Bayesian methods give posterior probabilities for the models and
their parameters. Rather than make Chapter 5 (the previous Chapter 6) even
larger, a new chapter has been added on Bayesian methods.

There is a major divergence between the Bayesian methods that have been
developed and those described in the first edition. Most authors in this field
have chosen not to select a single model. The underlying Bayesian structure
is that of a mixture of models, perhaps many millions of them, each with
an associated probability. The result, the posterior model, is not to take a
gamble by selecting just one model involving a subset of variables that by
chance has come out best using the data at hand and the procedures which
we have chosen to use, but it is a weighted average of all of the models with
moderately large weights (posterior probabilities) given to some models and
very small weights given to most of them. Most authors have then taken the
lesser gamble of using a Bayesian Model Average (BMA) of perhaps the top
5% or 10% of these models.

A disadvantage of using a BMA of, say the top 5% of models, is that if

xiii
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we started with 50 candidate predictor models, this BMA may still use 40 of
them. An objective of subset selection in many applications is to substantially
reduce the number of variables that need be measured in the future.

For those Bayesians who are brave enough to grab hold of the single model
with the highest posterior, there is very little advice in the literature. The
problems are basically the same as with the frequentist approach. Very little
work has been done on the properties of the extreme best-fit model. Some
new ideas are given in the last section of Chapter 7.

The bootstrap aggregation (bagging) method of Breiman (1996) bears a
similarity to Bayesian model averaging. It uses bootstrapping of the original
data set. Instead of picking just one model, the models are averaged. It does
not use posterior probabilities to weight the different models found. How-
ever, if one model is found several times from different replicates, it is given
weight according to the number of times that the same model is selected. This
method came to the author’s attention too late to be covered adequately in
this monograph.

There has been little progress on algorithms to search for the globally opti-
mum subsets of regressors. Problems in global optimization are very difficult.
There has been substantial progress in recent years in finding global optima
of continuous functions. There is an excellent web site maintained by Arnold
Neumaier on this subject at the University of Vienna:

http:\\www.mat.univie.ac.at/ neum/glopt.html

However, the problem here is one of combinatorial optimization. In this field,
the algorithms seem to be for specific problems such as the travelling salesman
problem, or packing problems in one, two, or three dimensions, such as the
knapsack problem.

In the statistical literature, the new methods have been Monte Carlo meth-
ods, particularly those that have been used by people developing software for
Bayesian subset selection. So far, these methods have all been local optimiza-
tion methods, but with a stochastic element, which gives a chance of breaking
away and finding a better local optimum. So far, only an exhaustive search
incorporating branch-and-bound (also known as leaps-and-bounds) is avail-
able, giving a guarantee that the global optimum has been found. This is only
feasible for up to about 30 or so predictors. Despite claims to the contrary, the
Monte Carlo methods give absolutely no guarantee that the optimum that has
been found is any more than a local optimum. The two-at-a-time algorithms
from a random start, which are described in Chapter 3, appear to be the best
available at the moment.

The flood of theoretical papers on the asymptotic properties of stopping
rules continues unabated. Scant recognition is given to this literature in this
monograph, even though an issue of Statistica Sinica was almost entirely de-
voted to this subject. See Shao (1997) for a survey of this vast literature.

The problems in this field are essentially small sample problems. In this re-
gard, there have been a number of advances. Several modifications to Mallows’
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Cp have been proposed. These are described in Chapter 5. Also a modifica-
tion to Akaike’s AIC by Hurvich and Tsai (1989) seems to give good results.
Perhaps the most important development in this area is the Risk Inflation
Criterion (RIC) of Foster and George (1994). In those applications in which
there are typically large numbers of available predictor variables, such as me-
teorology and near-infrared spectroscopy, users of subset selection procedures
have typically used F-to-enter values of the order of 10 rather than the default
value of 4 used in the stepwise regression algorithm of Efroymson or the value
of approximately 2 which is implicit in the AIC or Mallows’ C,. The RIC
appeals to extreme-value theory to argue that when the number of available
predictors, k, increases then the largest value of the F-to-enter statistic from
variables that are not in the true model will increase as well. In a way, this is
looking at the asymptotics in k rather than those in n.

As far as estimation of regression coefficients is concerned, there has been
essentially no progress. Chapter 6 outlines some progress that has been made
with a similar problem, that of estimating the mean of the population that
yielded the largest sample mean. For instance, suppose we plant 40 different
varieties of potatoes, and choose the one which produced the largest yield per
hectare in our experiment. It is probably fortuitous that this variety came
out best, and it is likely that its true yield is lower than in our experiment,
but how much lower? (Note: There is a huge literature in this field on the
design of such experiments, and on maximizing the PCS, the probability of
correct selection, but very little literature on the estimation problem.) The
most important contributions in this field known to the author are those of
Venter and Steel (1991), and Cohen and Sackrowitz (1989).

For the moment, the best method of estimation that can be recommended
for estimating regression coefficients when the same data are used for both
model selection and estimation, is to bootstrap the standardized residuals.
The model selection procedure is then applied to the bootstrap replicates.
The regression coefficients are estimated for the model that has been chosen
with the original data, but the difference is noted between the bootstrap
replicates in which the same model is selected, and for all cases. The regression
coefficients from the original data set are then adjusted by this difference. This
method is described in the bootstrap section in Chapter 5. There is no current
theory to back up this method. This is not a satisfactory situation, but nobody
seems to have found anything better.

In the mathematical derivations in this edition, there is even more empha-
sis upon @ R-orthogonalization than in the first edition. Most statisticians
learn about principal components (PC), which are closely related to the sin-
gular value decomposition (SVD) that is much better known to numerical
analysts. These methods (PC and SVD) yield orthogonal directions that usu-
ally involve all the predictor variables. The orthogonal directions of the QR-
orthogonalization involve an increasing number of the predictors. The first
column of the Q-matrix is in the direction of the first column of the X-
matrix. The second column is that part of the second column of X that is
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orthogonal to the first column, after scaling. The third column is that part of
the third column of X that is orthogonal to the first two columns, again after
scaling. This orthogonalization makes far more sense in the context of subset
selection than the PC/SVD decompositions.

@ R-factorizations are not only accurate methods for least-squares calcula-
tions, but they also lead to simple statistical interpretations.

An important property of the Q) R-orthogonalization is that the projections
of the dependent variable on these directions all have the same standard devi-
ation, equal to the residual standard deviation for the full model. This means
that the projections, which have the same units as the dependent variable
whether that be pounds or kilometres per hour or whatever units have a sim-
ple interpretation to the layman. In contrast, the analysis of variance, which is
often applied to examine the fit of nested models, has units of, say (pounds)?
or (kph)2. How often are the units shown in an analysis of variance?

A little time spent understanding these least-squares projections could be
very rewarding. Summing squares of projections leads to much simpler math-
ematical derivations than the grotesque expressions involving the inverses of
parts of X’X-matrices multiplied by parts of X’y products. On the nega-
tive side, the order of the predictor variables is of vital importance, when the
predictors are not orthogonal.

The basic planar rotation algorithm is important as the fast way to change
from one subset model to another, simply by changing the order of variables
and then omitting the later variables. A deficiency of most of the attempts
to use Bayesian methods has been that most of them have used very slow
methods to change from one model to another. A notable exception in this
regard is the paper by Smith and Kohn (1996).

Much of the fear of ill-conditioning or collinearity seems to stem from a
lack of knowledge of the methods of least-squares calculation, such as the
Householder reduction, or of Gram-Schmidt-Laplace orthogonalization, or of
Jacobi-Givens planar rotation algorithms. Those who are tempted to leave
out predictors with correlations of, say 0.8 or 0.9, with other predictors, or
to average them or use principal components of the moderately highly corre-
lated variables, may want to consider Bayesian Model Averaging as another
alternative. Those who are just nervous because of accuracy problems are
probably still using methods based upon the normal equations, and should
switch to better computational methods. If high correlations worry you, try
looking at near-infrared spectroscopy. I had one set of data for which the
majority of correlations between predictors exceeded 0.999; many exceeded
0.9999. Correlations less than 0.999 were sometimes a warning of an error in
the data.

I have retained my speed timings performed in the 1980s using an old
Cromemco computer. Though ordinary personal computers now run these
tests perhaps a thousand times faster, it is the relative times that are of
importance.
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Software in Fortran for some of the selection procedures in this book can
be downloaded from my web site at:

http://www.ozemail.com.au/"milleraj/

Finally, I would like to acknowledge my gratitude to CSIRO, which has
continued to allow me to use its facilities as an Honorary Research Fellow
after my retirement in 1994. I would like to thank Ed George for reading the
first draft of Chapter 7, even though he was in the process of getting married
and moving home at the time. I would also like to thank Mark Steel for his
comments on the same chapter; I have used some of them and disagree with
others. Rob Tibshirani persuaded me to pay more attention to bootstrapping
and the lasso, and I am grateful to him.

Alan Miller
Melbourne
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CHAPTER 1

Objectives

1.1 Prediction, explanation, elimination or what?

There are several fundamentally different situations in which it may be desired
to select a subset from a larger number of variables. The situation with which
this monograph is concerned is that of predicting the value of one variable,
which will be denoted by Y, from a number of other variables, which will usu-
ally be denoted by X’s. It may be necessaryto do this because it is expensive
to measure the variable Y and it is hoped to be able to predict it with suffi-
cient accuracy from other variables which can be measured cheaply. A more
common situation is that in which the X-variables measured at one time can
be used to predict Y at some future time. In either case, unless the true form
of the relationship between the X- and Y-variables is known, it will be neces-
sary for the data used to select the variables and to calibrate the relationship
to be representative of the conditions in which the relationship will be used
for prediction. This last remark particularly applies when the prediction re-
quires extrapolation, e.g. in time, beyond the range over which a relationship
between the variables is believed to be an adequate approximation.
Some examples of applications are:

1. The estimation of wool quality, which can be measured accurately us-
ing chemical techniques requiring considerable time and expense, from re-
flectances in the near-infrared region, which can be obtained quickly and
relatively inexpensively.

2. The prediction of meteorological variables, e.g. rainfall or temperature, say
24 hours in advance, from current meteorological variables and variables
predicted from mathematical models.

3. The prediction of tree heights at some future time from variables such as
soil type, topography, tree spacing, rainfall, etc.

4. The fitting of splines or polynomials, often in two or more dimensions, to
functions or surfaces.

The emphasis here is upon the task of prediction, not upon the explanation
of the effects of the X-variables on the Y -variable, though the second problem
will not be entirely ignored. The distinction between these two tasks is well
spelt out by Cox and Snell (1974). However, for those whose objective is not
prediction, Chapter 4 is devoted to testing inferences with respect to subsets
of regression variables in the situation in which the alternative hypotheses to
be tested have not been chosen a priori.

Also, we will not be considering what is sometimes called the ‘screening’

1
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2 OBJECTIVES

problem; that is the problem of eliminating some variables (e.g. treatments or
doses of drugs) so that effort can be concentrated upon the comparison of the
effects of a smaller number of variables in future experimentation. The term
‘screening’ has been used for a variety of different meanings and, to avoid
confusion, will not be used again in this monograph.

In prediction, we are usually looking for a small subset of variables which
gives adequate prediction accuracy for a reasonable cost of measurement. On
the other hand, in trying to understand the effect of one variable on another,
particularly when the only data available are observational or survey data
rather than experimental data, it may be desirable to include many variables
which are either known or believed to have an effect.

Sometimes the data for the predictor variables will be collected for other
purposes and there will be no extra cost to include more predictors in the
model. This is often the case with meteorological data, or with government-
collected statistics in economic predictions. In other situations, there may be
substantial extra cost so that the cost of data collection will need to be traded
off against improved accuracy of prediction.

In general, we will assume that all predictors are available for inclusion or ex-
clusion from the model, though this is not always the case in practice. In many
cases, the original set of measured variables will be augmented with other
variables constructed from them. Such variables could include the squares of
variables, to allow for curvature in the relationship, or simple products of
variables, to allow the gradient of Y on one regressor, say X;, to vary linearly
with the value of another variable, say X5,. Usually a quadratic term is only
included in the model if the corresponding linear term is also included. Simi-
larly, a product (interaction) of two variables is only included if at least one
of the separate variables is included. The computational methods which will
be discussed in Chapter 3 for finding best-fitting subsets assume that there
are no restrictions such as these for the inclusion or exclusion of variables.

In some practical situations we will want to obtain a “point estimate” of
the Y-variable, that is, a single value for it, given the values of the predictor
variables. In other situations we will want to predict a probability distribution
for the response variable Y. For instance, rather than just predicting that
tomorrow’s rainfall will be 5 mm we may want to try to assign one probability
that it will not rain at all and another probability that the rainfall will exceed
say 20 mm. This kind of prediction requires a model for the distribution of
the Y-variable about the regression line. In the case of rainfall, a log-normal
or a gamma distribution is often assumed with parameters which are simple
functions of the point estimate for the rainfall, though the distribution could
be modelled in more detail. Attention in this monograph will be focussed
mainly on the point estimate problem.

All of the models which will be considered in this monograph will be lin-
ear; that is they will be linear in the regression coefficients. Though most of
the ideas and problems carry over to the fitting of nonlinear models and gen-
eralized linear models (particularly the fitting of logistic relationships), the
complexity is greatly increased. Also, though there are many ways of fitting
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HOW MANY VARIABLES IN THE PREDICTION FORMULA? 3

regression lines, least squares will be almost exclusively used. Other types of
model have been considered by Linhart and Zucchini (1986), while Boyce,
Farhi and Weischedel (1974) consider the use of subset selection methods in
optimal network algorithms.

There has been some work done on multivariate subset selection. The reader
is referred to Seber (1984) and Sparks (1985) for an introduction to this sub-
ject. For more recent references, see the paper by Brown et al. (2000).

An entirely different form of empirical modelling is that of classification
and regression trees (CART). In this the data are split into two parts based
upon the value of one variable, say X;. This variable is chosen as that which
minimizes the variation of the Y-variable within each part while maximizing
the difference between the parts. Various measures of distance or similarity
are used in different algorithms. After splitting on one variable, the separate
parts of the data are then split again. Variable X5 may be used to split one
part, and perhaps X3, or X, or even X again, may be used to split the other
part. Such methods are usually employed when the dependent variable is a
categorical variable rather than a continuous one. This kind of modelling will
not be considered here, but it suffers from the same problems of overfitting and
biases in estimation as subset selection in multiple regression. For discussion
of some of these clustering methods, see e.g. Everitt (1974), Hartigan (1975),
or Breiman, Friedman, Olshen and Stone (1984).

When the noise in the data is sufficiently small, or the quantity of data
is sufficiently large, that the detailed shape of the relationship between the
dependent variable and the predictors can be explored, the techniques known
as projection pursuit may be appropriate. See e.g. Huber (1985), Friedman
(1987), Jones and Sibson (1987), or Hall (1989).

1.2 How many variables in the prediction formula?

It is tempting to include in a prediction formula all of those variables which
are known to affect or are believed to affect the variable to be predicted. Let
us look closer at this idea. Suppose that the predictor variable, Y, is linearly

related to the k predictor variables, X7 , X5 , ... , X}; that is
k
Y = fo + ZﬁiXi + € (1.1)
i=1

where the residuals, €, have zero mean and are independently sampled from
the same distribution which has a finite variance o2. The coefficients 3y, B1,
..y B will usually be unknown, so let us estimate them using least squares.
The least-squares estimates of the regression coefficients, to be denoted by b’s,
are given in matrix notation by

b= (X'X)' X"y,

where

b = (bo, b1, ..., br),
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X is an n x (k + 1) matrix in which row 4 consists of a 1 followed by the
values of variables X7, X5, ..., Xy for the i-th observation, and y is a vector
of length n containing the observed values of the variable to be predicted.

Now let us predict Y for a given vector @’ = (1, x1, ..., 1) of the predictor
variables, using

Y = 2'b
= by + biz1 + ... + brxy .

Then, from standard least-squares theory (see e.g. Seber (1977) page 364), we
have that

var(z'd) = o’x!(X'X) 'z .
If we form the Cholesky factorization of X’X, i.e. we find a (k+1) x (k+1)
upper-triangular matrix R such that

(X/X)—l — R—l 1_2—T7

where the superscript ~T denotes the inverse of the transpose, then it follows
that
var(z'b) = o*(z’R™Y) ('R, (1.2)
Now z’ R~ is a vector of length (k + 1) so that the variance of the predicted
value of Y is the sum of squares of its elements. This is a suitable way in
which to compute the variance of )A/, though we will recommend later that
the Cholesky factorization, or a similar triangular factorization, should be
obtained directly from the X-matrix without the intermediate step of forming
the ‘sum of squares and products’ matrix X’X.
Now let us consider predicting Y using only the first p of the X-variables
where p < k. Write
X = (Xa, XB),

where X 4 consists of the first (p + 1) columns of X, and Xp consists of
the remaining (kK — p) columns. It is well known that if we form the Cholesky
factorization
X" Xa = R,R4,

then R4 consists of the first (p + 1) rows and columns of R, and also that
the inverse RZI is identical with the same rows and columns of R~1. The
reader who is unfamiliar with these results can find them in such references
as Rushton (1951) or Stewart (1973), though it is obvious to anyone who tries
forming a Cholesky factorization and inverting it so that the factorization
down to row p and the inverse down to row p are independent of the following
rows. The Cholesky factorization of X’X can be shown to exist and to be
unique except for signs provided that X’X is a positive-definite matrix.

Then if x4 consists of the first (p + 1) elements of x and ba is the cor-
responding vector of least-squares regression coefficients for the model with
only p variables, we have similarly to (1.2) that

var(z’yba) = o?(z'yR5")(x',R") ; (1.3)
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that is, the variance of the predicted values of Y is the sum of squares of the
first (p + 1) elements that were summed to obtain the variance of z’b, and
hence

var(z'b) > var(ax’,ba).

Thus the variance of the predicted values increases monotonically with the
number of variables used in the prediction - or at least it does for linear models
with the parameters fitted using least squares. This fairly well-known result is
at first difficult to understand. Taken to its extremes, it could appear that we
get the best predictions with no variables in the model. If we always predict
Y = 7 say, irrespective of the values of the X-variables, then our predictions
have zero variance but probably have a very large bias.

If the true model is as given in (1.1), then

ba = (X4 Xa) ' XLy
and hence
E(ba) = (X,Xa) ' X,XP
(X3 Xa)"' X, (Xa, Xp)B
(X4Xa) " (X4Xa, X, X5)8
= Ba + (X4 Xa) 'X, XBPE,

where B4, Bp consist of the first (p+1) and last (k—p) elements respectively
of 3. The second term above is therefore the bias in the first (p+ 1) regression
coefficients arising from the omission of the last (k — p) variables. The bias in
estimating Y for a given x is then
z'B - E(xyba) = z,Ba + 0B
— ayfa — (X4 Xa)" X4 XBPB
= {af - @ (X4XA) X, XEYBE  (14)

As more variables are added to a model we are ‘trading off’ reduced bias
against an increased variance. If a variable has no predictive value, then adding
that variable merely increases the variance. If the addition of a variable makes
little difference to the biases, then the increase in prediction variance may
exceed the benefit from bias reduction. The question of how this trade-off
should be handled is a central problem in this field, but its answer will not be
attempted until Chapter 5 because of the very substantial problems of bias
when the model has not been selected independently of the data. Note that
the addition of extra variables does not generally reduce the bias for every
vector ®. Also, the best subset for prediction is a function of the range of
vectors @ for which we want to make predictions.

If the number of observations in the calibrating sample can be increased,
then the prediction variance given by (1.3) will usually be reduced. In most
practical cases the prediction variance will be of the order n~! while the biases
from omitting variables will be of order 1 (that is, independent of n). Hence,
the number of variables in the best prediction subset will tend to increase
with the size of the sample used to calibrate the model.
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We note here that Thompson (1978) has discriminated between two predic-
tion situations, one in which the X-variables are controllable, as for instance
in an experimental situation, and the other in which the X-variables are ran-
dom variables over which there is no control. In the latter case the biases
caused by omitting variables can be considered as forming part of the residual
variation and then the magnitude of the residual variance, o2, changes with
the size of subset.

At this stage we should mention another kind of bias which is usually ig-
nored. The mathematics given above is all for the case in which the subset of
variables has been chosen independently of the data being used to estimate
the regression coefficients. In practice the subset of variables is usually chosen
from the same data as are used to estimate the regression coefficients. This
introduces another kind of bias which we will call selection bias; the first
kind of bias discussed above will be called omission bias. It is far more dif-
ficult to handle selection bias than omission bias, and for this reason, all of
Chapter 6 is devoted to this subject. Apart from a few notable exceptions, e.g.
Kennedy and Bancroft (1971), this topic has been almost entirely neglected
in the literature.

The question of how many variables to include in the prediction equation,
that is of deciding the “stopping rule” in selection, is one which has developed
along different lines in the multiple-regression context and in the context of
fitting time series, though it is the same problem. In neither case can an
answer be given until selection bias is understood, except for the rare situation
in which independent data sets are used for the selection of variables (or of
the order of the model in fitting time series) and for the estimation of the
regression coefficients. This will be attempted in Chapter 5.

1.3 Alternatives to using subsets

The main reasons for not using all of the available predictor variables are that,
unless we have sufficiently large data sets, some of the regression coefficients
will be poorly determined and the predictions may be poor as a consequence,
or that we want to reduce the cost of measuring or acquiring the data on
many variables in future. Three alternatives that use all of the variables are
(i) using ‘shrunken’ estimators as in ridge regression, (ii) using orthogonal (or
nonorthogonal) linear combinations of the predictor variables, and (iii) using
Bayesian model averaging.

The usual form in which the expression for the ridge regression coefficients
is written is

b(h) = (X'X + 0I) ' X'y
where I is a k X k identity matrix, and 6 is a scalar. In practice this is usually
applied to predictor variables which have first been centered by subtracting
the sample average and then scaled so that the diagonal elements of X’X

are all equal to one. In this form the X’X-matrix is the sample correlation
matrix of the original predictor variables. There is a very large literature on
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ridge regression and on the choice of the value for the ridge parameter 6,
including several reviews; see e.g. Draper and van Nostrand (1979), Smith
and Campbell (1980) and the discussion which follows this paper, and Draper
and Smith (1981, pages 313-325).

The simplest shrunken estimator is that obtained by simply multiplying
all of the least-squares regression coeflicients by a constant between 0 and 1.
Usually this shrinkage is not applied to the constant or intercept in the model
(if there is one), and the fitted line is forced to pass through the centroid of the
X- and Y-variables. The best-known of these shrunken estimators is the so-
called James-Stein estimator (see Sclove (1968)). There have also been many
other types of shrunken estimator proposed, see for instance the 57-varieties
considered by Dempster et al. (1977).

Since the publication of the first edition of this book, two new methods
have been proposed which essentially give shrunken estimates. These are the
garrote and lasso which will be discussed in Chapter 3.

All of these shrunken estimators yield biased estimates of the regression
coefficients and hence usually of Y but, with a suitable choice of the parame-
ter(s) controlling the amount of shrinkage, can produce estimates with smaller
mean square errors of prediction than the least-squares estimator using all the
predictor variables, over a range of the X -variables.

Broadly speaking, the shrinkage methods err in the direction of caution by
leaving in the model too many variables, to make sure that one which should
be there is not dropped. At the same time, they give regression coefficients
which have been shrunk. Bayesian model averaging (see Chapter 7) gives a
similar outcome.

The use of orthogonal linear combinations of some or all of the predictor
variables (called principal components in the statistical literature and empir-
ical orthogonal functions in the geophysical sciences) is a way of reducing the
number of variables. Usually only the combinations which correspond to the
largest eigenvalues of X’ X (or, equivalently the largest singular values of X)
are used. If there are 100 predictor variables there will be 100 eigenvalues,
but perhaps only the linear combinations corresponding to the first 5 or 10
eigenvalues will be used. Often the selection of the subset of the new variables,
i.e. the linear combinations, is done without reference to the values of the Y-
variable, thus avoiding the problem of selection bias. It is a common practice
to centre and scale the X-variables before calculating the eigenvalues or sin-
gular values, particularly if the predictor variables are of different orders of
magnitude or have different dimensions. In some practical situations the first
few eigenvectors may have some sensible interpretation, for instance, if the
X-variables are the same variable (such as pressure or rainfall) measured at
different locations, the first eigenvector may represent a weighted average, the
second may be an east-west gradient, and the third a north-south gradient.

The derivation of principal components uses only the values of the predictor
variables, not those of the variable to be predicted. In general there is no reason
why the predictand should be highly correlated with the vectors corresponding
to the largest eigenvalues, and it is quite common in practice to find that the

© 2002 by Chapman & Hall/CRC



8 OBJECTIVES

vector which is the most highly correlated is one corresponding to one of the
smaller eigenvalues. A valuable example has been given by Fearn (1983).

There is no need for the linear combinations to be orthogonal; any linear
combinations could be used to reduce the dimensionality. The advantages are
that the coefficients within the linear combinations are taken as known so that
only a small number of parameters, that is the regression coefficients, have to
be estimated from the data, and that if there is no selection from among the
linear combinations based upon the Y-values then there is no selection bias.
The principal disadvantages are that the linear combinations involve all the
predictor variables so that they must still all be measured, and the Y-variable
may not be well predicted by the chosen linear combinations, though there
may be some other linear combination that has been rejected but yields good
predictions.

1.4 ‘Black box’ use of best-subsets techniques

The ready availability of computer software encourages the blind use of best-
subsets methods. The high speed of computers coupled with the use of efficient
algorithms means that it may be feasible to find, say the subset of 10 variables
out of 150, which gives the closest fit in the least-squares sense to a set of
observed Y-values. This does not necessarily mean that the subset thus chosen
will provide good predictions. Throwing in a few more variables produced
using a random number generator or from the pages of a telephone directory
could have a very salutary effect!

One of the possible attractions of a subset regression package, or facility in
a larger package, is that it relieves the user of the need to think about a sensi-
ble model; it comes with a built-in family of linear models; that is, there is an
underlying assumption that the family of additive linear models contains one
or more models which will fit the user’s data adequately. Sometimes this is
true. Quite often though there is scientific knowledge already available which
will suggest a more sensible family of models to be searched. Quite often this
will suggest nonlinear models. These models may have thresholds or asymp-
totes. There may also be reasons for believing that the rate threshold or slope
with respect to one predictor, say Xi, will change with the level of another
predictor, say Xs; that is, there is a need for some kind of interaction term or
terms in both X; and Xs.

A number of derogatory phrases have been used in the past to describe the
practices of subset selection, such as data grubbing, fishing expeditions, data
mining (see Lovell (1983)), and torturing the data until it confesses. Given
a sufficiently exhaustive search, some apparent pattern can always be found,
even if all the predictors have come from a random number generator. To the
author’s knowledge, none of the readily available computer packages at the
time of writing makes any allowance for the overfitting which undoubtedly
occurs in these exercises.

Given a large number of variables and hence a very large number of possible
subsets from which to choose, the best subset for prediction may not be the
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one which gives the best fit to the sample data. In general, a number of the
better fitting subsets should be retained and examined in detail. If possible,
an independent sample should be obtained to test the adequacy of the pre-
diction equation. If this is not possible, then cross-validation provides a poor
substitute which can be used instead. These techniques will be discussed in
Chapter 5.

The ‘traditional’ approach to empirical model building has been a progres-
sive one of plotting and/or correlating the Y-variable against the predictor
variables one at a time, possibly taking logarithms or using other transfor-
mations to obtain approximate linearity and homogeneity of variance, then
selecting one variable on some basis, fitting it and repeating the process using
the residuals. This type of approach may be feasible when the data are from a
well-designed experiment, but can be difficult to apply to observational data
when the predictor variables are highly correlated. This type of approach is
essentially a form of forward selection, one of the procedures to be discussed
in Chapter 3. Forward selection procedures are relatively cheap to apply and
easy to use. While forward selection and similar procedures often uncover sub-
sets which fit well, they can fail very badly. The Detroit homicide data used in
Chapter 3 provides such a case (see Table 3.15) in which the best-fitting sub-
set of three variables gives a residual sum of squares that is less than a third of
that for the subset of three variables found by forward selection. The author
has one set of data, not presented here, for which the same ratio is about 90:1.
In general, it is gross optimism to hope that an ad hoc procedure of adding
one variable, and perhaps plotting residuals against everything which comes
to mind, will find the best-fitting subsets.

A sensible compromise between forward selection and the costly extreme of
an exhaustive search is often required. If it feasible to carry out an exhaustive
search for the best-fitting subsets of, say five variables, then an examination
of, say the best 10 subsets each of three, four and five variables may show two
variables that appear in all of them. Those two variables can then be forced
into all future subsets and an exhaustive search carried out for the best-fitting
subsets of up to seven variables including these two.

It will often not be possible to specify in advance a complete set of variables
to be searched for best-fitting subsets, though large numbers of polynomial
and interaction terms may be included in the initial set. For instance, if pos-
sible trends in time have to be considered, then it may be sensible to include
interactions between some of the variables and time as a way of allowing
for regression coefficients to vary with time. Graphical examination may, for
example, show that polynomial terms and interactions are being included in
most of the better-fitting subsets because the response variable has an asymp-
totic level, or a threshold level. In such cases a simple nonlinear model may
provide a much better predictor, and by explaining a considerable amount of
the noise in the data may demonstrate the relationship with other variables
more clearly.

When a small number of promising subsets of variables has been found, the
fit of these subsets should be examined in detail. Such methods of examination
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are often graphical. This may show that there are outliers in the data, that
some of the observations have far more influence than others, or that the
residuals are highly autocorrelated in time. These methods are not described
in detail in this monograph. Useful references on this subject are Barnett
and Lewis (1978), Baskerville and Toogood (1982), Belsley, Kuh and Welsch
(1980), Cook and Weisberg (1982), Gunst and Mason (1980), Hawkins (1980)
and Weisberg (1980).

Because the techniques of empirical data analysis described in these refer-
ences are for the case in which the model has been chosen independently of
the data, the user should be cautious. Nothing appears to be known about
the properties of least-squares residuals of best-fitting subsets.
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CHAPTER 2

Least-squares computations

2.1 Using sums of squares and products (SSP) matrices

Given a set of n observations of k variables, z;;, =1, 2, ..., n, j=1, 2, ..., k,
the least-squares coefficients, b;, j=1, 2, ..., k and intercept by, in fitting a
linear model can be found by solving the set of (k + 1) ‘normal’ equations:-

Zyi = nby + 5125101'1 + ...+ bkzxik
Z«Tﬂyi = bozxu + 512510121 + ...+ bkzwil%‘k
Zxﬂyi = bozfl?iz + blzfl?izfl?ﬂ + ...+ bkzxizxik

inkyi = boZ.’L’ik + b1inkxi1 + ... + bkz.%'?k (2.1)

where the summations are over ¢; that is over the observations.

The oldest method for solving the normal equations is that of Gaussian elim-
ination. The method is well known and is described in many elementary texts
on numerical methods or on linear regression. If the normal equations must
be solved, it is an efficient method provided that the number of equations,
k + 1, is not large. For k greater than about 15 to 20, an iterative procedure
of the Gauss-Seidel or overrelaxation type will usually be faster. Most mod-
ern least-squares algorithms do not use the normal equations because of poor
accuracy.

It is instructive to look at the first stage of Gaussian elimination. Suppose
that we start by eliminating the constant term by from all except the first
equation. For the (j + 1)-st equation, we do this by subtracting (> x;;/n)
times the first equation from it. This leaves the equation as

injyi - Zizgyz/ﬂ = b (Z TijTi1 — Z%‘j Z%l/n) + ...
+by (Z TijTik — inj lek/n) ,  (2.2)

Now it can be readily shown that

injxil — inj lel/n = Z(x” — fj)(Iil — ), (2.3)

where Z;, Z; are the means of the variables X; and X;. Hence (2.2) can be

11
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written as
Yy —2)yi—9) = by (@ —F)(wa —F1) + ...
+ b Y (@i — 35) @ik — Th), (2.4)

The set of k equations of the form (2.4) for j = 1, 2, ..., k constitute what are
known as the ‘centered’ or ‘corrected’ normal equations.

We note that regression programs have sometimes contained code to per-
form the centering operation on the left-hand side of (2.3) and then called
a Gaussian elimination routine to solve the remaining k centered equations
when the routine operating on the original (k + 1) equations would have per-
formed the same centering operations anyway!

The use of the right-hand side of (2.3) as the computational method for
centering requires two passes through the data, the first to calculate the means
and the second to calculate the cross-products. An alternative method uses
progressively updated means as each new observation is added. If we let S, be
a partial cross-product calculated using the first r observations, then it can
be shown that

r+1
Sr41 = Z(wz — Try1)(Yi — Ur41)
i—1
= Sy + 0.0,.7/(r+1), (2.5)
where
5x = Tr41 — j’r»
6y = Yr4+1 — gTﬂ

and Ty, Yr, Tri1, Yr+1 are the means of z and y from the first r or r + 1
observations. The means are updated using

g1 = Tp+6,/(r+1).

In the form (2.5), two multiplications are required for each observation for
each pair of variables. This can be halved by using the deviation from the new
mean for one of the two variables and the deviation from the old mean for the
other. Thus if

5; = Tr41 *jr+17
then
Sr41 = Sr +050y.
This ‘trick’ seems to have been first discovered by Jennrich (1977).

The use of the right-hand side of (2.3) or of progressive updating (2.5) for
calculating the centered equations can give very substantial improvements
in accuracy, but only when fitting regressions which include an intercept. A
classic example is that given by Longley (1967). He examines the regression of
employment against six other variables for the years 1947 to 1962. The table
below gives the numbers of accurate digits in the coefficients of the centered
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Table 2.1 Accuracy of formulae for standard deviation calculations

Formula used Range of accurate digits

Left-hand side of (2.3) 3.1to07.2
Right-hand side of (2.3) 6.7 to 7.2
Progressive updating (2.5) 6.0 to 7.2

normal equations as calculated in single precision using a computer which
allocates 32 binary bits to floating-point numbers, which are thus stored to
an accuracy of about 7 decimal digits. The numbers of accurate digits were
taken as —logy, |(e/x)|, where z is the true value and e is the error. The
number of accurate digits was taken as 7.2 when the error was zero or when
the logarithm exceeded 7.2.

In this case, the use of either the right-hand side of (2.3) or of progressive
updating of the means (2.4) has resulted in a centered SSP-matrix with very
little loss of accuracy. Regression coefficients calculated using the left-hand
side of (2.3) yielded no accurate digits in any of the seven coeflicients using
Gaussian elimination; in fact, five of the seven had the wrong signs. Using
either of the other centering methods gave between 2.6 and 4.7 accurate digits
for the different coefficients.

Writing the equations (2.1) in matrix form gives

X'y = X'Xb, (2.6)

where X is an n x (k 4+ 1) matrix with a column of 1’s as its first column
and such that the element in row ¢ and column (j + 1) is the i-th value of
the variable X;; y is a vector of length n containing the observed values of
the variable Y, and b is the vector of (k + 1) regression coefficients with the
intercept by as its first element. The matrix X’X is then the SSP-matrix.
This formulation tempts the use of matrix inversion to obtain b using

b = (X'X) 'X'y. (2.7)

If only the regression coefficients are required, this involves considerably more
computation than using Gaussian elimination. However, the covariance matrix
of b is given by 02(X’X)~! so that the inverse is usually needed.

The SSP-matrix is symmetric and positive definite, or at worst positive
semidefinite, and there are extremely efficient ways to invert such matrices.
Two of the popular methods are the so-called Gauss-Jordan method (though
it was probably unknown to either Gauss or Jordan; it first appeared in a
posthumous edition of a book by Jordan), and the Cholesky factorization
method. The Cholesky factorization can also be used in a similar way to
Gaussian elimination to obtain the regression coefficients by backsubstitution.
Both of these methods can be executed using the space required for either the
upper or lower triangle of the matrix, with the inverse overwriting the original
matrix if desired. Code for the Gauss-Jordan method is given in Wilkinson
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14 LEAST-SQUARES COMPUTATIONS

and Reinsch (1971, pages 45-49), Garside (1971a), and Nash (1979, pages 82-
85). Code for the Cholesky factorization is given in Wilkinson and Reinsch
(1971, pages 17-21) and Healy (1968a,b), though it can easily be coded from
Stewart (1973, algorithm 3.9, page 142). From error analyses, the Cholesky
method should be slightly more accurate (see e.g. Wilkinson (1965), pages
244-245), but in an experiment to compare the Gauss-Jordan and Cholesky
methods by Berk (1978a), the difference was barely detectable.

The Cholesky method requires the calculation of square roots. Square roots
can be calculated very quickly in binary arithmetic using a method that is
often taught in schools for calculating square roots in the scale of ten. If we are
trying to find the square root of a number y and have so far found a number
x containing the first few digits or binary bits, then we attempt to find a
such that

(x + 6)* =~ y;
hence
5~ (y—12%)/(2x +9).

That is, we divide the current remainder (y — 22) by twice « plus the next bi-
nary bit . The particular advantages in the scale of two are that the doubling
operation simply requires a shift, and the next bit, §, can only be 0 or 1 so
that the division operation is simply a test of whether (22 + ¢), when shifted
the correct number of places, is greater than or equal to the remainder. As
the divisor, 2x + ¢, starts with only one binary bit and averages only half the
number in the mantissa, the method is about twice as fast as a floating-point
division. Unfortunately most computers use a different method to take advan-
tage of hardware for division. This method usually uses two Newton-Raphson
iterations and often gives errors in the last binary bit. This could explain
Berk’s findings on the relative accuracy of the Gauss-Jordan and Cholesky
methods.

The Cholesky method uses the factorization

X'X = LI/

)

where L is a lower-triangular matrix. An alternative factorization, which is
sometimes credited to Banachiewicz (1938), which avoids the calculation of
square roots, is

X'X = LDL', (2.8)

where L is lower-triangular with 1’s on its diagonal, and D is a diagonal
matrix. In computations, the elements on the diagonal of D can be stored
overwriting the diagonal elements of L. This can be expected to be slightly
more accurate than the Gauss-Jordan method and as efficient in terms of both
speed and storage requirements. Code for forming the factorization (2.8) is
given in Wilkinson and Reinsch (1971, pages 21-24).

An advantage of the Cholesky or Banachiewicz methods over the Gauss-
Jordan method in some situations is that the triangular factorizations can
easily be updated when more data become available. A method for doing this
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will be presented in section 2.2. If the Gauss-Jordan method has been used,
the inverse matrix (X’X)~! can be updated using

A* = A — (Aza’A)/(1 + z'Az), (2.9)

where A is the old inverse and A* is the updated inverse after an extra ob-
servation, x, has been added. Unless the inverse matrix is required after every
new observation is added, this method is slow and can yield inaccurate results.
If only the regression coefficients are required after each observation is added,
then the regression coeflicients can be obtained quickly from a triangular fac-
torization using back-substitution without the need for matrix inversion. The
update formula (2.9) is usually credited to Plackett (1950) or Bartlett (1951),
though it has been suggested by Kailath (1974) that the method was known
to Gauss.

So far we have looked at some aspects of least-squares computations when
all of the variables are to be included in the model. In selecting a subset of
variables, we will want to perform calculations for a number of different sub-
sets, sometimes a very large number of them, to find those which give good
fits to the data. Several ways of doing this are described in Chapter 3. In
choosing the computational procedure, we will need both speed and accu-
racy. Accuracy is particularly important for two reasons: (i) subset selection
procedures are often used when there is a choice among several fairly highly
correlated variables that are attempting to measure the same attribute, and
in such cases the normal equations can be badly ill-conditioned, and (ii) some
of the procedures for searching for best-fitting subsets require a very large
number of arithmetic operations, and we need to be sure that rounding errors
accumulate as slowly as possible. The emphasis will be upon calculating the
residual sum of squares for each subset investigated, not upon regression co-
efficients which can be found later for the small number of subsets singled out
for closer scrutiny. We will want to obtain the residual sum of squares for a
subset with the smallest amount of additional computation from calculations
already carried out for previous subsets. We shall see later that methods op-
erating on the SSP-matrix (or equivalently on the correlation matrix) and its
inverse are sometimes slightly faster than methods based around triangular
factorizations, which will be described in section 2.2.

However, these latter methods have a very definite advantage in accuracy,
particularly if the starting triangularization is computed accurately using ei-
ther orthogonal reduction or extra precision. On many computers, two levels of
precision are available, a single precision which often represents floating-point
numbers to about 7 significant decimal digits, and a double precision which
represents them to about 16 decimal digits. The accuracy advantage is such
that it is often feasible to perform the search for best-fitting subsets in sin-
gle precision using the methods based around triangular factorizations when
double precision is necessary using SSP-matrices and Gauss-Jordan methods.
When a floating-point processor is not available, double-precision calculations
are usually several times slower.
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16 LEAST-SQUARES COMPUTATIONS

2.2 Orthogonal reduction methods

The basic idea here is to find an orthogonal basis on which to express both
the X- and Y-variables, to perform regression calculations on this basis, and
then to transform back to obtain regression coefficients in the dimensions of
the real problem. In most of the orthogonal reduction methods, the matrix X

of n observations of each of k variables, X7, Xo, ..., Xj (where X; will be
identically equal to one in most practical cases), is factored as
X = QR (2.10)

where either
e (Qis an n X k matrix and R is a k X k upper-triangular matrix, or

e (Qis an nxn matrix and R is an nxk matrix containing an upper-triangular
matrix in its first k£ rows and zeroes elsewhere.

In either case, the columns of @ are orthogonal and usually normalized so
that
QQ =1

where I is either a k X k or an n X n identity matrix. The principal methods
which use the factorization (2.10) are the modified Gram-Schmidt, House-
holder reduction, and various methods using planar rotations (also known as
Jacobi or Givens rotations). General introductions to these alternative meth-
ods are contained in Seber (1977, Chapter 11) and Spéth (1992). For a more
detailed analysis of least-squares methods, Bjorck’s (1996) book has become
the standard reference.

Code for the modified Gram-Schmidt method has been given by Farebrother
(1974), Wampler (1979a,b), and Longley (1981), and for the Householder
method by Lawson and Hanson (1974, algorithm HFTI, pages 290-291), Law-
son et al. (1979) and in the LINPACK package (Dongarra et al., 1979).

An alternative type of orthogonal reduction method uses the singular-value
decomposition (SVD) in which X is factored as

X = UAV’ (2.11)

where U is n x k, A is a k x k diagonal matrix with the singular values along
its diagonal, V is k x k, and U'U = V'V = V'V’ = I. Then

X'X = VA2V,

which provides a quick and accurate way of calculating principal components
without first forming the SSP-matrix. In most statistical work the matrix U
is not required, and in such cases A and V' can conveniently be obtained
starting from the factorization (2.10).

Principal components are usually formed after subtracting the means from
each variable. If the orthogonal reduction (2.10) has been formed from a ma-
trix X, which had a column of 1’s as its first column, then the means are
conveniently removed simply by omitting the top row of R. Similarly, the
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X -variables can be scaled to have unit sum of squares about the mean by
scaling each column of R, after removing the top row, so that the sum of
squares of elements in each column is one. The modified version of R is then
used in place of X in (2.11) to obtain the same principal components which
are usually obtained (with poor accuracy) from the correlation matrix. As the
matrix R has only (k — 1) rows, which is usually far fewer than the n rows
of X the SVD calculation is fairly fast; the bulk of the computational effort
goes into calculating the orthogonal reduction (2.10).

The SVD can be used for multiple regression work but is usually somewhat
slower than the other orthogonal reductions. It is often used for determining
the rank of X, though the matrix X must be scaled first. Code for the SVD is
given in Lawson and Hanson (1974, pages 295-297), Nash (1979, pages 30-31),
Wilkinson and Reinsch (1971, pages 134-151), Spéth (1992), and the popular
Numerical Recipes books (Press et al., 1986).

If we write R = {r;;}, then from (2.10) we have

X = T11Q1
X2 = 7112Q1 + 122Q2
X3 = 7ri3Q1 + re3Q2 + 7r33Qs3, etc.

Thus Q1 spans the space of X1; @1 and Q2 span the space of X5, where
r22Q2 is that component of X which is orthogonal to X5, etc. We notice
also that

X'X = R'R,

that is, that R is the upper triangle of the Cholesky factorization. SSP-
matrices can thus be constructed from the R-matrix if needed. If we omit
the first row and column of R, the remaining coefficients give the compo-
nents of X5, X3, etc., which are orthogonal to X7, in terms of the direction
vectors Qz, Qs, etc. If X is a column of 1’s, then R’ | R_; gives the cen-
tered SSP-matrix, where R_7 is R after removal of the first row and column.
Correlations between variables can then be calculated from the SSP-matrix.
Similarly, by removing, say the first three rows and columns of R, the matrix
of partial correlations among X4, X5, ..., X§ can be obtained after regressing
out X1, X9, and X3.

The orthogonal reduction (2.10) can be achieved by multiplying X on the
left by a series of orthonormal matrices, each one chosen to reduce one or
more elements of X to zero. One such type of matrix is the planar rotation

matrix
c s
—-s ¢ )’

where ¢ and s can be thought of as cosine and sine, and for the matrix to be
orthonormal we require that ¢ + s = 1. For instance, if we want to reduce
the element y to zero by operating on the two rows of the matrix below, we
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18 LEAST-SQUARES COMPUTATIONS

choose ¢ = w/(w? +4?)7 and s = y/(w? 4+ y?)2, then

c s w oz .\ [ Wrty)E cx+sz o ..
—s ¢ Yy oz .. ) 0 —sr+cz ... )

The full planar rotation matrix looks like

where the blanks denote zero values, for the rotation of rows 3 and 5 of a 6 X 6
matrix.

By applying planar rotations to one additional row of X at a time, the
factorization (2.10) can be achieved requiring the storage of only one row of
X and the k rows of R at any time. It is possible to eliminate the calculation
of square roots by producing the Banachiewicz factorization instead of the
Cholesky factorization. Efficient algorithms for this have been given by Gen-
tleman (1973, 1974), Hammarling (1974), Buckley (1981), Reichel and Gragg
(1990), and Miller (1992). Using this type of method, Q’ is the product of the
planar rotations as the product is such that Q’X = R. The matrix Q is not
usually formed explicitly, though the ¢’s and s’s can be stored if needed.

The linear transformations applied to the X-variables are simultaneously
applied to the Y-variable giving a vector Q’y. The vector of values of Y can
be added to X as an extra column if desired, though that method will not be
used here. If the orthogonal reduction is of the kind for which @ is an n x k
matrix, e.g. the modified Gram-Schmidt method, then Q’y is of length k, and
there is an associated residual vector which is orthogonal to the columns of @
and hence orthogonal to the X-space. If the reduction method is of the kind
for which @ is an n x n matrix, e.g. Householder reduction or planar rotation
methods, then Q’y is of length n. In either case, the first k elements of Q’y
are the projections of y in the directions @1, Qa, ..., Q.

The residuals in the last (n — k) elements of Q’y from either the House-
holder reduction method or the planar rotation method can be shown to be
uncorrelated and to be homogeneous, i.e. to have the same variance, if the
true but unknown residuals from the model also have these properties. This is
a property which least-squares residuals do not have, and it can be useful in
model testing. The residuals from using Householder reduction are known as
LUSH (linear unbiased with scalar covariance Householder) and are discussed
by Grossman and Styan (1972), Ward (1973) and Savin and White (1978).
The residuals from using planar rotations have been shown by Farebrother
(1976) to be identical to the ‘recursive’ residuals of Brown, Durbin and Evans
(1975) and are much more readily calculated using planar rotations than by
using the elaborate method given by them.
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If we let r;, denote the i*" element of Q"y, then

y = riyQ1 + r3yQ2 + ... + 11y Qi + e, (2.12)

where e is the vector of residuals orthogonal to the directions Q1, Q2, ..., Qk.
The 7;,,’s are therefore the least-squares regression coeflicients of y upon the
Q’s. Using (2.10), we can substitute for the @’s in terms of the variables of
interest, that is, the X’s. In matrix notation (2.12) is

Y = QQ'y) + e
when @ is an n x k matrix. Substituting for @ from (2.10) then gives
Y = XRQy + e
= Xb + e,

where b is the vector of regression coefficients of Y upon X. Hence b can be
calculated from

b= R'Qy
or more usually by back-substitution in
Rb = Q'y. (2.13)

The formula (2.13) can also be obtained by substitution in the ‘usual’ formula
(2.7). By using only the first p equations, we can quickly obtain the regression
coefficients of ¥ upon the subset X, X, ..., X,,.

The breakup of the sum of squares is readily obtained from (2.12). The
total sum of squares of Y is

vy =1l + g, o+, + e

If the first variable, X7, is just a column of 1’s then the total sum of squares
of Y about its mean is

rgy + r§y + .+ r,%y + ee.
The residual sum of squares after regressing Y against X, Xo, ..., X, is
2 2 ’
Tptly T - T Tk + €e

Thus, from the factorization (2.10), and the associated vector Q’y, the set
of k sequential regressions Y upon X;i; Y upon X; and Xs; ...; Y upon Xj,
Xo, ..., X§ can be carried out very quickly. In the situation in which there
is a hierarchical order for carrying out a set of regressions, such as when
fitting polynomials, the various methods of orthogonal reduction provide a
fast computational method.

Now suppose that we want to regress Y against a subset of the predictor
variables such as X;, X3 and X4 but excluding Xs. We can rearrange the
columns of X and @ in (2.10), and both the rows and columns of R. Unfor-
tunately the rearranged matrix R, let us call it Ry, is no longer triangular.
We have then

X1 X3X4 X2 = Q1Q3Q4Q2Rr,
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where Rt looks like

X X X X
X X
X

X X X

where an ‘x’ denotes a nonzero element. A more serious problem is that the
orthogonal directions @1, Q3 and Q4 do not form a basis for X7, X3 and X4
as both X3 and X4 have components in the direction Q2, which is orthogonal
to this basis. A solution to this problem is to use planar rotations to restore
R to upper-triangular form. By operating upon rows 2 and 4, the element in
position (4,2) can be reduced to zero. Other elements in these two rows will
be changed, in particular a nonzero element will be introduced into position
(2,4). Another planar rotation applied to rows 3 and 4 removes the element
in position (4,3) and the matrix is in upper-triangular form. Let P be the
product of these two planar rotations, so that PRy is the new triangular
matrix. Then

X1X3X4 X2 = (Q1Q3Q4Q2P’)(PRy),

so that the first three columns of (Q1Q3Q4Q2P’) form the new orthogonal
basis. This method appears to have been used first by Elden (1972); it is
described in more detail by Clarke (1980). The first publication of the method
appears to be in Osborne (1976).

Software for changing the order of variables can be found in Osborne (1976)
in the LINPACK package (Dongarra et al., 1979), in Reichel and Gragg (1990),
and Miller (1992).

It is possible to generate subset regressions from the SVD as well as from tri-
angular factorizations, but the process of adding or deleting a variable changes
the entire factorization, not just one or two rows.

2.3 Gauss-Jordan v. orthogonal reduction methods

We have said that the orthogonal reduction methods, which lead to operations
on triangular matrices, are much more accurate than methods which require
the inversion of parts of an SSP-matrix. Why is this? Let e; be used to denote
the it" least-squares residual, then

e = (i—9) — by (wy — ), (2.14)
j=1

where the b;’s are the least-squares estimates of the regression coefficients
and it is assumed that we are fitting models containing a constant. z;, ¥
denote the sample means of the appropriate variables. Suppose that the e;’s
are calculated using (2.14) with each quantity correctly rounded to ¢ decimal
digits. Now let us suppose that the e;’s are of a smaller order of magnitude than
the (y; —7)’s, which will be the case if the model fits the data closely. The order
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of magnitude could be defined as the average absolute value of the quantities,
or as their root-mean square, or as some such measure of their spread. Then
if the e;’s are of order 10~ times the order of the (y; — ¥)’s, the e;’s will be
accurate to about (¢ —d) decimal digits, and the sum Y e? will have a similar
accuracy. This loss of d decimal digits is because of the cancellation errors
which occur in performing the subtraction in (2.14). Suppose, for instance,
that we are working to 7 decimal digits, then the right-hand side of (2.14) for
one observation might be

3333333. — 3311111.

giving a difference e; = 22222. If the two quantities were correctly rounded,
then the maximum error in each is 0.5. Hence the maximum error in e; is 1.0
or a possible error of one in the fifth decimal digit. This is the principal source
of error in orthogonal reduction methods in which we work in the scale of the
original variables not in the scale of their squares as with SSP-matrices.

In using SSP-matrices, residual sums of squares are usually calculated as

n n

Zef = > Wwi-9?° - Z%Z(fﬂij—@)(yi—g)- (2.15)

(2

Now if Y e? is of the order of 1072¢ times the order of > (y; — #)?, and all of
the terms on the right-hand side of (2.15) are correctly rounded to ¢ decimal
digits, then 2d digits in each of the terms on the right-hand side must cancel
giving an accuracy of (t — 2d) digits for the residual sum of squares. Thus
we can expect to lose about twice as many digits of accuracy using methods
based upon SSP-matrices as we lose using orthogonal reduction methods.

The notation (1—7?) is commonly used for the ratio of >~ e? to > (y; — 9)?,
that is, of the residual sum of squares to the total sum of squares about
the mean. Then if 2 = 0.9 we can expect to lose one decimal digit due to
cancellation errors when using SSP-matrices. We can expect to lose two digits
if 2 = 0.99, three if r? = 0.999, etc. This assumes that > (y; — ¢)? was
calculated accurately in the first place and, as was shown in section 2.1, this
can also be a source of serious error. These are lower limits to the loss in
accuracy as they ignore errors in the b;’s, which can be substantial if there
are high correlations among the X-variables.

Now let us look at how this applies to regressions involving subsets of vari-
ables. Let us denote by a;; the element in row ¢ and column j of the SSP-
matrix. In adding variable number r into the regression, we calculate new

elements, a;;, usually overwriting the old ones, using

* e . .

aj; = aiy — aarj/ay  foralli,j # 7
* P— .

ai, = —air/ar, fori # r, and
* J—

ar'r‘ - l/aTT"

*

The elements, a;, along the diagonal are of particular interest. Initially a;;
is the sum of squares for variable X;, which may have been centered if a
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constant is being fitted. (a;/a,) is the regression coefficient for the regression
of variable X; on variable X, which we will denote by b;.. Then

a*. = a“——b”air fOI"L’ # T. (216)

(3

This has the same form as (2.15) as b;,- and a;, have the same sign. Hence if the
correlation coefficient between X; and X, is £0.95 (i.e. 72 = 0.9), one decimal
digit will be lost in cancellation errors in calculating a};, two digits will be
lost if the correlation is £0.995, etc. This means that high correlations among
the predictor variables can lead to losses of one or more digits in calculating
the second term on the right-hand side of (2.15), so that the residual sum of
squares may be of low accuracy even when the Y-variable is not well predicted
by the X-variables. Again, these losses are roughly halved when working in
the scale of the X-variables, e.g. with triangular factorizations, rather than
with sums of squares and products.

Planar rotations are stable transformations which lead to little buildup in
error when used repeatedly. Suppose, for instance, that we need to calculate

r = uc + vS,

where ¢, s are such that ¢ + s = 1, and that the values of v and v have
been calculated with errors du and dv, respectively. Then, neglecting errors in
c and s, the error in the calculated z is

or = c.du+ s.0v,

plus any new rounding error in this calculation. The maximum value of dz is
then {(6u)? + (0v)2}2 and occurs when ¢ = +6u/{(6u)? + (6v)2}2, though
in most cases it will be much smaller and often the two components of dx
will have opposite signs and partially cancel each other. Thus the absolute
size of the errors will remain small, though the relative errors may be large
when the x resulting from calculations such as this is very small. Thus we
can anticipate only little buildup of error when planar rotations are used
repeatedly to change the order of variables in triangular factorizations. There
is no such result limiting the size of buildup of errors in the inversion and
reinversion of parts of matrices in the Gauss-Jordan method.

The above is a heuristic discussion of the errors in least-squares calculations.
Detailed error analyses have been given for one-off least-squares calculations
by Golub (1969, particularly pages 382-385), Jennings and Osborne (1974),
Gentleman (1975), Stewart (1977), and Bjorck (1996) among others. The basic
building blocks for these analyses were given by Wilkinson (1965) on pages
209-217 for Gaussian elimination, and on pages 131-139 for planar rotations.

To investigate the buildup of errors in a subset selection procedure, the
Garside (1971b,c) algorithm for generating all subsets of variables using a
Gauss-Jordan method, and an equivalent routine using planar rotations were
compared with respect to both speed and accuracy in single precision on ma-
chines which use 32 binary bits for floating-point numbers and hence store
numbers with about seven significant decimal digits. In each case the appro-
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priate starting matrix, the upper triangle of the SSP-matrix for the Garside
algorithm, and the upper triangular matrix from an orthogonal reduction
for the planar rotation algorithm, were calculated in double precision then
rounded to single precision. Generating all possible subsets is usually not very
sensible in practice; it was chosen here as an extreme example of a subset
selection procedure requiring the maximum amount of computational effort
and hence giving the slowest speeds and poorest accuracy.

The Garside algorithm was programmed in Fortran with the upper triangle
of the SSP-matrix stored as a one-dimensioned array to minimize the effort
required in evaluating storage addresses. The tests for singularities and the
facility for the grouping of variables were omitted.

Many alternative ways of coding the planar rotation algorithm were consid-
ered. Two alternative orders for producing the subsets were examined, namely
the Hamiltonian cycle, as used by Garside (1965) and Schatzoff et al. (1968),
and the binary sequence as used by Garside (1971b,c). Unless otherwise stated,
the ‘Garside algorithm’ will be used to refer to his 1971 algorithm.

The Hamiltonian cycle can be thought of as a path linking the corners of
a hypercube so that each step is to a neighbouring corner. If the corners of
a three-dimensional cube with side of unit length are at (0,0,0), (0,0,1), ...,
(1,1,1), then there are many Hamiltonian cycles, of which one is

000 001 011 010 110 111 101 100.

In applying this to subset selection, a ‘1’ or ‘0’ indicates whether a variable
is in or out of the subset. The attractive feature of the Hamiltonian cycle is
that only one variable is operated upon at each step. In the binary sequence,
the string of 0’s and 1’s is treated as a binary number to which one is added
at each step. Thus a sequence for three variables is

000 001 010 011 100 101 110 111.

This sequence often requires several variables to be added or removed from
the subset in one step. However, as the right-hand end digits change rapidly,
these can be made to correspond to the bottom corner of the triangular ma-
trix, in either the Garside or the planar rotation algorithm, where there are
fewer elements to be operated on than in the upper rows. More details of these
alternatives are contained in Appendix 2A, where it is shown that for a mod-
erate number, k, of X-variables, the number of multiplications or divisions
per subset is about (10 + k) for the Hamiltonian cycle and 15.75 per subset
for the binary sequence. In contrast, Garside’s algorithm requires 14 opera-
tions (multiplications or divisions) per subset (not 8 as stated by Garside).
Both the Hamiltonian cycle and the binary sequence have been used with the
planar rotation algorithm in the comparisons which follow.

The other major alternative considered was in the treatment of the response
variable Y. It could either be left as the last variable or it could be allowed to
move in the triangular matrix being placed immediately after the last variable
included in the current subset. It was found to be faster to leave its position as
the last variable fixed using the Hamiltonian cycle, otherwise two rows of the
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Table 2.2 Summary of data sets used

Data set Source k n
name predictors  cases
WAMPLER  Wampler (1970) using his Y3 5 21
LONGLEY Longley (1967), Y = 6 16
total derived employment
STEAM Draper and Smith (1981) page 616 9 25
DETROIT  Gunst and Mason (1980) 11 13

Set A3 on page 360
Origin, Fisher (1976)
POLLUTE  Gunst and Mason (1980) 15 60
Set bl on pages 370-371
Origin, McDonald and Schwing (1973)

triangular matrix had to be swapped at each step instead of one. The column
corresponding to the Y-variable, @’y in our earlier notation, was stored as a
separate vector as were the progressive residual sums of squares, that is, the
quantities e’e, e’e + 17, , e’e + 17, + 17, etc.

Another alternative considered was whether to use the Gentleman (1973)
algorithm or the Hammarling (1974) algorithm for the planar rotations. The
Gentleman algorithm is usually slower but can be applied so that only small
subtriangles within the main triangular matrix need to be operated upon
when a binary sequence is used to generate the subsets. The Hammarling
algorithm has a disadvantage in that it requires occasional rescaling to prevent
its row multipliers becoming too small. In the following comparisons, both
the Hammarling and Gentleman algorithms have been used, the first with the
Hamiltonian cycle and the second with the binary sequence.

For the comparisons of accuracy, five data sets were used. These are briefly
summarized in Table 2.2. The WAMPLER data set is an artificial set that
was deliberately constructed to be very ill-conditioned; the other data sets are
all real and were chosen to give a range of numbers of variables and to give a
range of ill-conditioning such as is often experienced in real problems.

Table 2.3 shows measures of the ill-conditioning of the SSP-matrices. If we
denote the eigenvalues of the correlation matrix by A;’s, then the ratio of
the largest to the smallest, Apaxz/Amin, 1S often used as a measure of the ill-
conditioning of the SSP-matrix. Berk (1978) compared a number of measures
of ill-conditioning and found that for matrix inversion the accuracy of the
inverse matrix was most highly correlated with the trace of the inverse matrix,
which is > (1/);). Both of these measures are shown in the table, first for
the matrix of correlations among the X-variables only and then with the
Y -variable added.

Table 2.4 shows the lowest and average numbers of accurate decimal digits
in the residual sums of squares for all subsets of variables for the Gauss-Jordan
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Table 2.3 Measures of ill-conditioning of the test data sets

Data set Amaz [ Amin >o(1/N)
Xonly XandY Xonly XandyY

WAMPLER 600,000 700,000 130,000 130,000

LONGLEY 12,000 6,000 3,100 2,200

STEAM 800 1,100 290 350
DETROIT 7,000 4,200 1,500 1,500
POLLUTE 900 1,000 260 280

Table 2.4 Lowest and average numbers of accurate decimal digits in the calculation
of residual sums of squares for all subsets

Data Gauss-Jordan Hamiltonian cycle  Binary sequence
set Lowest Average Lowest Average Lowest Average
WAMPLER 1.6 3.5 4.9 6.6 5.0 6.4
LONGLEY 3.6 5.5 6.1 6.9 6.3 7.2
STEAM 44 5.5 5.4 6.6 5.6 6.6
DETROIT 2.0 5.0 4.9 6.1 4.5 6.2
POLLUTE 3.6 4.3 5.0 6.0 4.5 5.5

(GJ) and the two planar rotation algorithms. The calculations were performed
using a Cromemco Z2-D microcomputer using Microsoft Fortran version 3.37
and the CDOS operating system. As mentioned earlier, the centered SSP-
matrix and orthogonal reduction were calculated in double precision (equiv-
alent to about 17 decimal digits) and then rounded to single precision. Some
calculations were repeated on a PDP11-34 with identical results.

The performance of the planar rotation algorithms was very impressive in
terms of accuracy. The LONGLEY data set is often used as a test of regression
programs and we see that in the worst case only about one decimal digit of
accuracy was lost; in fact the accuracy was calculated, using the logarithm
to base 10 of the relative accuracy, to be at least 7.0 for 22 out of the 63
residual sums of squares using the Hamiltonian cycle and the Hammarling
rotations, and even better for the binary sequence and Gentleman rotations.
The POLLUTE data set required a large amount of computation, yet there
was very little sign of buildup of errors using planar rotations; for the last 100
subsets generated (out of 32767), the lowest accuracy was 5.3 decimal digits
and the average was 5.9 using the Hamiltonian cycle. In contrast, the Gauss-
Jordan algorithm performed poorly on the very ill-conditioned WAMPLER
data set, and on the moderately ill-conditioned DETROIT data set, and on the
well-conditioned POLLUTE data set. On the POLLUTE data set a steady
build-up of errors was apparent. The last 100 subsets generated contained
none with an accuracy greater than 4.0 decimal digits.

How much accuracy is needed? A subset selection procedure is used to pick a
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Table 2.5 Lowest and average numbers of accurate decimal digits in the residual sums
of squares using planar rotations and an initial orthogonal reduction calculated in
single precision

Data set Lowest accuracy  Average accuracy
WAMPLER 4.6 5.4
LONGLEY 3.5 4.9
STEAM 5.2 6.0
DETROIT 4.3 6.0
POLLUTE 5.0 5.6

small number of subsets of variables that give small residual sums of squares.
Regression coefficients and other quantities can be calculated later using a
saved, accurate copy of the appropriate matrix. In most practical cases, an
accuracy of two decimal digits, equivalent to errors of 1%, will be quite ade-
quate as this is usually less than the difference needed between two or more
subsets to be statistically significant. Hence, provided that the initial SSP-
matrix is calculated accurately, the Gauss-Jordan algorithm is adequate for
all of these subsets except the artificial WAMPLER set, using a machine, such
as the Cromemco or PDP11-34, which allocates 32 binary bits to floating-point
numbers and performs correctly rounded arithmetic. However, some comput-
ers perform truncated arithmetic. Limited experience with one such computer
showed an alarming buildup of errors for the Gauss-Jordan algorithm but only
slightly worse performance for the planar rotation algorithm.

The Gauss-Jordan method will usually yield barely acceptable accuracy in
single precision using 32-bit arithmetic, provided that the initial SSP-matrix
is calculated using greater precision, and using a computer which performs
rounded arithmetic; either planar rotation method will almost always be ad-
equate in such cases. How well do the planar rotation methods perform if the
initial orthogonal reduction is also carried out in single precision? Table 2.5
shows the results obtained using a Hamiltonian cycle. Except for the LON-
GLEY data set, the accuracy is only about half a decimal digit worse than
before. The poorer performance with the LONGLEY data is associated with
one variable, the year. Subsets which included the year gave accuracies be-
tween 3.5 and 5.3 decimal digits, averaging 4.2 digits; the other subsets gave
5.1 to 6.7 accurate digits with an average of 5.6 digits. The value of this vari-
able ranged from 1947 to 1962 so that the first two decimal digits were the
same for each line of data, and there was not much variation in the third digit.
This one variable causes a loss of about 2.5 decimal digits using orthogonal
reduction and about 5 decimal digits using SSP-matrices with crude centering.

To compare the speeds of the planar rotation and Gauss-Jordan algorithms,
artificial data were generated. Table 2.6 gives times in seconds taken to cal-
culate the residual sums of squares for all subsets on a PDP11-34 in Fortran
IV under a Unix operating system. No accuracy calculations were carried out
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Table 2.6 Times in seconds, and their ratios, for calculating residual sums of squares
for all subsets using planar rotation and Gauss-Jordan algorithms

No. of Garside Hamiltonian Binary + Ratios

vars. (GJ) + Hammarling Gentleman Ham/GJ Bin/GJ
10 3.8 5.5 4.7 1.42 1.23
11 7.7 12.1 9.8 1.56 1.27
12 15.4 25.3 19.1 1.64 1.24
13 31. 54. 38. 1.75 1.23
14 63. 113. 80. 1.80 1.27
15 129. 235. 152. 1.82 1.18
16 241. 494. 300. 2.05 1.25
17 484. 1037. 602. 2.14 1.24

during these speed tests and no use was made of the residual sums of squares
which were not even stored. Averages of three runs were recorded for k& up
to 14; averages of two runs are recorded for larger k. We see that the Gauss-
Jordan algorithm is faster for all values of k in the table, though its speed
advantage over planar rotations using the binary sequence is not large. It is
possible to increase the speed of this planar rotation algorithm by not oper-
ating upon the first row when a variable is deleted. This makes the algorithm
fairly complex but increases both speed and accuracy. This has not been done
by the author.

2.4 Interpretation of projections

The projections, r;y, of the Y-variable on each of the orthogonal directions Q1,
Q2, ..., Qr are simple linear combinations of the values of the Y-variable, and
hence have the same dimensions (e.g. length, mass, time, temperature, etc.)
as the Y-variable. Similarly, the elements 7;; of matrix R in the orthogonal
reduction (2.10) have the same units as variable X}, i.e. the column variable.
;5 is simply the projection of variable X; upon direction Q;, where j > i.

The size, 4, of a projection is dependent upon the ordering of the predictor
variables, unless they are orthogonal. When the X-variables are correlated
among themselves, changing their order often produces substantial changes in
the projection of the Y-variable on the direction associated with a particular
X-variable. Usually, the earlier that a variable occurs in the ordering, the
larger will be the projection associated with it, but this is not a mathematical
law and it is possible to construct examples for which the opposite applies.
To illustrate the effect of ordering, consider the artificial data in Table 2.7.

If we construct two further variables, X5 and X3, equal to the square and
cube of X7, respectively, then the LS regression equation relating Y to Xi,
X5 and X3, including a constant, is

Y:1+X1+X2+X37
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Table 2.7 Artificial data for fitting a cubic polynomial

X1 40 41 42 43 44 45
Y 65647 70638 75889 81399 87169 93202

X1 46 47 48 49 50
Y 99503 106079 112939 120094 127557

Table 2.8 Projections in natural and reverse order for the cubic example

Natural order Reverse order
Constant 313607  Cubic 320267
Linear 64856  Quadratic 477
Quadratic 3984  Linear 0.69
Cubic 78.6  Constant 0.00087

that is, all the regression coefficients should equal 1.0 exactly. This is a useful
test of how well a regression package handles ill-conditioning. The projections
of Y in the ‘natural’ and reverse order are shown in Table 2.8.

The residual sum of squares is exactly 286. From the first ordering, we see
that if the cubic is omitted, the residual sum of squares is

286 + (78.6)% = 6464,
whereas, from the second ordering, if both the constant and linear term are
omitted, the residual sum of squares is only

286 + (0.00087)% + (0.69) = 286.48.

A useful statistical property of the projections is that if the true relationship
between Y and the X-variables is linear with uncorrelated residuals which are
normally distributed with homogeneous variance, o2, then the projections are
also uncorrelated and normally distributed with variance 2. This can be
demonstrated as follows. Let

Y = XB+e,
where the € are independent and N (0, ¢2), then the projections are given by

Qy = Q'XB + Qe
= (?)ﬁJrQ'e.

The vector R3 contains the expected values of the first k projections, where
k is the number of columns in X . The remaining (n — k) projections have zero
expected values. The stochastic part of the projections is Q’e. This vector has
covariance matrix equal to

E(Q'eeQ) = Q.E(e).Q
o Q'Q
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= o2 1.

That is, the elements of Q’e are uncorrelated and all have variance o2. This
part of the result is distribution-free. If the € are normally distributed, then
the elements of Q’e, being linear combinations of normal variables, will also
be normally distributed.

Notice that the size of the elements of Q'€ is independent of both the sample
size, n, and the number of predictors, k. As the sample size increases, if the
X-predictors and Y continue to span roughly the same ranges of values, the
elements of R will increase roughly in proportion to v/n so that the stochastic
element in the projections decreases relative to R3.

To summarize, it can be seen that the QQ R-factorization has a number of
properties that are very useful in subset selection.

1. The matrix R is the Cholesky factor of X’X, that is, X’X = R'R.

2. The first p rows and columns of R are the Cholesky factor of the first p
rows and columns of X’ X . This means that for the regression of Y against
the first p columns of X, we can use the same calculations as for the full
regression but just ‘forget’ the last (k — p) rows and columus.

3. The order of the variables in the Cholesky factor, R, can easily be changed
to derive regressions of Y upon other subsets of X-variables.

4. If the data satisfy Y = X8 + ¢, where the true residuals, €, are uncorrelated
and identically distributed with variance o2, then the elements of t = Q'y
are uncorrelated and have variance equal to 2. This result can be found in
Grossman and Styan (1972). By appealing to the Central Limit Theorem,
the elements of ¢t will usually be approximately normally distributed.

5. If only the first p elements of B are nonzero, then the expected values of
the last (n — p) elements of t are equal to zero.

6. The square of the i*" projection, t;, is the reduction in the residual sum
of squares when the variable in position ¢ is added to the linear model
containing the first (i — 1) variables.

7. In general, rearranging the order of variables, between positions 7 and 7,
will change all elements in those rows, and interchange elements in the
same columns.

8. To calculate the regression or residual sums of squares for a new model,
given those for a previous model, may require some planar rotations, fol-
lowed by the appropriate addition and subtraction of the squares of only
those projections which have changed, or are associated with variables be-
ing added to or deleted from the model.

Appendix A
Operations counts for all-subsets regression

In the following derivations for Garside’s Gauss-Jordan algorithm and for
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the planar rotations algorithms, the notation differs slightly from Garside’s
in that k is defined as the number of X-variables (excluding any variable
representing a constant in the model). In Garside (1971b), the value of k is
one larger than our value as it includes the Y-variable. The word ‘operation’
will be used to mean a multiplication or a division.

The derivations require the following two sums with various limits of sum-
mation and with o = 2.

kz_:lmr—l = {(k—1a* — ko' +1}/(1 - @)?

- (A.1)
dorr=1a"? = {—k(k-1a"" 4+ 2(k—1)(k + 1)o*
- —k(k+1)of 1+ 2}/(1 —a)? (A.2)

A.1 Garside’s Gauss-Jordan algorithm

Using a binary order for subset generation, the variable in position 1 is deleted
only once, the variable in position 2 is deleted twice and reinstated once, and
the variable in position i is deleted 2¢~! times and reinstated one less time.
That is, variable number i is pivotted in or out a total of (2! — 1) times. In
pivotting on row i, that row is left unchanged as variable i will be reinstated
before any variable in a lower numbered position is used as a pivot. Each higher
numbered row requires one operation to set up the calculations and then one
operation per element in the row on and to the right of the diagonal. The
setup operation also uses the reciprocal of the diagonal element in the pivot
row. These setup operations, which were omitted from Garside’s operations
counts, are exactly those which would be calculated in operating upon the
pivot row. In pivotting on row i, (k + 3 — j) operations are performed on row
j, including the set-up operation for that row, where j ranges from (i + 1) to
(k + 1). Thus the total number of operations required to pivot on row i is
(k+2—1)(k+ 3 —14)/2. Hence, the total operations count for the Garside
algorithm is

k
D@ -1 (k+2—i)(k+3—i)/2 = 14(2F) — (k+ 4)(k* + 8k + 21) /6.
i—1

As there are (2F — 1) subsets, the operations count is approximately 14 per
subset for moderately large k. For small &k, the numbers of operations per
subset are as shown in Table A.1.
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Table A.1 Operations per subset using Garside’s algorithm

k 2 3 5 10 20
Opns. per subset 5. 7. 10.29 13.56 13.998

Table A.2 Operations per subset using Hammarling’s algorithm

k 2 3 5 10 20
Opns. per subset 4.67 8. 12.84 19.82 29.9995

A.2 Planar rotations and a Hamiltonian cycle

The following simple algorithm generates a Hamiltonian cycle, which is suit-
able for generating all subsets of k£ variables. Each time step 3 is executed, a
new subset of p variables is generated. The subsets of variables 1, 1 2, 1 2 3,
..., 1 2 3 ... k, are obtained from the initial ordering without any row swaps;
the calculation of residual sums of squares for these subsets requires 2(k — 1)
operations.

1. For i = 1 to k — 1, set index(i) = i.
2. Setp=Fk—1.

3. Swap rows p and p + 1.

4. Add 1 to index(p).
5

. If index(p) < k — 1, set index(p + 1) = index(p), add 1 to p, go to step 3.
Otherwise, subtract 1 from p,
If p > 0, go to step 3.
Otherwise the end has been reached.

A new subset is generated each time two rows are swapped. Hence, rows i
and (i + 1) are swapped (¥C; — 1) times. Using the Hammarling algorithm, it
requires 10 + 2(k — i) operations to perform the swap. This count comprises 8
operations to set up the rotation and calculate the new elements in columns
¢ and (i + 1), 2 operations on the Q’y-vector, 2 operations to calculate the
residual sum of squares for the new subset of i variables, and 1 operation
for each remaining element in rows ¢ and (¢ + 1). Hence, the total count of
operations is

k—1
FC; — 1)(10+2F =29 + 2(k—1) = (10+k)2F — k> — 9k — 12
1

NS

or about (10 + k) operations per subset for moderately large k. For small k,
the numbers of operations per subset are as shown in Table A.2.
At the end of this algorithm, the variables are in a scrambled order.
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Table A.3 FElements which need to be recalculated when variable 5 is deleted then
reinstated

Variable represented Variable represented
in the row in the column
1 3 4 5 6 2

X X X
X X
X

[CI= NS ENNQUICIN
* 4 A

* % 4 A
RNl

A.3 Planar rotations and a binary sequence

To see how the algorithm works in this case, consider a case with six X-
variables. Let us suppose that variable number 2 has just been deleted. The
current order of the variables is 1 3 4 5 6 2. The binary code for this situation
is101111,i.e. the only variable with a zero index is number 2. Subtracting
1 from the binary value gives 1 01 1 1 0, i.e. we drop variable number 6. This
requires no change of order as the subset 1 34 5 is already in order. Subtracting
another 1 gives 1 0 1 1 0 1. This requires the interchange of rows 4 and 5 which
contain variables 5 and 6. After variable number 2 was deleted, the triangular
factorization was as in Table A.3 where X’s and *’s denote non-zero elements.
As variables are reinstated in exactly the reverse order in which they were
introduced in the binary sequence, though not in the Hamiltonian cycle, we
prefer to avoid operating on elements other than those marked with an * in
deleting variable number 5, and to omit the column swaps which are a feature
of the planar rotation algorithm. Unfortunately, if we use the Hammarling
algorithm, when variable 5 is later reinstated, its row multiplier is not the
same as it was immediately before the variable was deleted. This means that
the new row multiplier is not that which applied to the last elements in the
rows for variables 5 and 6. If the Gentleman algorithm is used, this problem
does not arise, nor does it arise with the so-called fast planar rotation given by
the updating formula (9’) in Gentleman (1973). However the latter is liable to
give severe accuracy problems, which can be far worse than those associated
with Gauss-Jordan methods.

In developing code to use the binary sequence with a planar rotation algo-
rithm, it is necessary to find the appropriate variable to add to or delete from
the current subset. Fortunately the variables in the subset are always repre-
sented in increasing order in the triangular factorization while those deleted
are always in reverse numerical order. In the algorithm which follows, nout (i)
stores the number of variables with number less than ¢ which are currently out
of the subset. This means that if variable number 7 is in the subset, its position
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is i — nout(i). As the next-to-last variable is always reinstated immediately
after being deleted, it is only necessary to calculate the value of the residual
sum of squares when it is deleted; there is no need to calculate the new values
for the three elements in the bottom corner of the triangular factorization.
The array ibin() stores the 0-1 codes indicating whether a variable is in (1)
or out (0) of the subset, k = the total number of variables, and ifirst is the
number of the first variable which may be deleted (e.g. if there is a constant
in the model which is to be in all subsets, then ifirst = 2). The algorithm is

1. Calculate the initial residual sums of squares.
Simulate the deletion of variable number (k — 1).

2. Fori =1to k — 2, set ibin(i) = 1 and nout(i) = 0.
Set last = k.

3. Subtract 1 from position k£ — 2 in the binary value of the sequence.
Set p=+Fk — 2.

4. If ibin(p) = 1, go to step 6.
Otherwise set ibin(p) = 1.
Set ipos = p — nout(p).
Raise variable from position (last + 1) to position ipos.
Set last = last + 1.

5. Set p=p—1.
If p > 0, go to step 4.
Otherwise end has been reached.

6. Delete variable number p.
Set ibin(p) = 0.
Set ipos = p — nout(p).
Lower variable from row ipos to row last.
Set last = last — 1.
Calculate new residual sums of squares for rows ipos to last.
For i =p+1 to k — 2, set nout(i) = nout(p) + 1.
Simulate the deletion of variable number (k — 1) which is in row (last —1).
Go to step 3.

As for the Garside algorithm, variable number i is operated upon (2¢ — 1)
times, except that no calculations are required when ¢ = k. In general, when
variable number ¢ is deleted, all of the higher numbered variables are in the
subset. Hence, the variable must be rotated past variables numbered i+1, i+2,
..., k. Using the Gentleman algorithm (formula (9) in Gentleman (1973)), the
number of operations required to swap variables ¢ and (i+1) is 10+3(k—1-+1).
This is made up of 5 operations to set up the rotation, 3 operations on the
Q' y-vector, 2 operations to calculate the new residual sum of squares for the
new subset of ¢ variables, and 3 operations for each pair of remaining elements
in the two rows up to and including column last. In the case of variable number
(k — 1), the residual sum of squares when it is deleted can be calculated in 7
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Table A.4 Number of operations per subset — Gentleman’s algorithm

k 2 3 5 10 20
Opns. per subset 3. 4.86 9.29 14.84 15.745

operations. Hence the total count of operations is
k=1
D@ = D{7+3(k—i)(k+1—-14)/2} + 72" -2) + 2(k—1)
i—1
= (14+7/4).2F — (K* + 6k + 27k + 22) /2.

For moderately large k, this is about 15.75 operations per subset, or one-eighth
more than for the Garside algorithm. For small k, the numbers of operations
per subset are as follows:

A.4 Fast planar rotations

As described so far, planar rotations are applied to a pair or rows at a time,
and have the form

c s w oz .\ [ Wty cwtsz ... (A.3)
—-s ¢ TR 0 —sr+cz .. ) '
For the off-diagonal elements, we must calculate the quantities (cx + sz)
and (—sx + cz) for each pair. This means that there are 4 multiplications and
2 additions for each pair.

By using row multipliers, the number of multiplications per pair can be
reduced to 3 or 2. The equations equivalent to (A.3) are

(5™ )y )
- (5 ) ().
V&izt = ediz + s\/dyz (A.4)

Vst = —sv/diz + c\/daz, (A.5)

and the condition upon s and c for the value of y to be reduced to zero is that

0 = —s\/d—lw + c\/d—gy,

where

that is
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c = —_vya¥w
\/d1w2 + d2y2
. Vday
Vdw? + day?
which means that
VEw = (dyw? + day?)? (A.6)
Vdiz* = (dywz + doyz)/(dyw? + d2y2)% (A.7)
szt = (dldz)% (—zy +wz)/(dyw? + d2y2)%, (A.8)

In Gentleman’s (1973, 1974, 1975) algorithm, the multiplier dj is chosen so
that the diagonal element w* = 1, and ds is chosen to give a ‘3-multiplication’
algorithm. This means that (as w = 1 for this algorithm)

di = di + doy?

dy = didy/(dy + doy?)
¥ = ¢r + sz

Z* = z — yx,

where ¢ = dy /(diw? + day?) and 5 = doy/(d1w? + day?).

The ‘3-multiplications’ applies to the calculation of the remaining pairs of
elements along each pair of rows, where x and z is the first such pair.

Notice that by storing the d’s rather than their square roots, the calculation
of square roots is not required.

Hammarling (1974) showed 6 basic ways of modifying the Gentleman algo-
rithm to give ‘2-multiplication’ algorithms. From (A.4) and (A.5), by choosing
di and d3, these are

i = Adi, dj = dy
o = Ady dy = s*d
i = 2y, dy = ctdy/s?
& = $2dy, dy = c*dy
& = s%dy, dy = s*d;
di = s%dy, dy = stdy/c?

There are several more ways of constructing ‘2-multiplication’ algorithms.
As the new values for the multipliers d; and the row elements, w, z and z,
are usually stored in the same locations as the old values, the new values for
the upper row of each pair must be stored elsewhere for 4 of these 6 methods
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while the second row value is calculated. This would appear to make the
third and sixth methods more attractive; these are the two ways which do not
require temporary storage elsewhere as the calculation of z* uses the new x*.
Unfortunately, these cases can sometimes give rise to large cancellation errors
and are not recommended.

A disadvantage of these ‘2-multiplication’ algorithms is that the row mul-
tipliers tend to becoming either very small or very large and must occasion-
ally be rescaled to prevent either underflow or overflow occurring. A num-
ber of algorithms have been proposed addressing this problem. One which
is particularly directed toward least-squares calculations is that of Anda and
Park (1994). This seems to be particularly fast for producing the initial QR-
factorization from the input file containing the X and Y data.
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CHAPTER 3

Finding subsets which fit well

3.1 Objectives and limitations of this chapter

In this chapter we look at the problem of finding one or more subsets of
variables whose models fit a set of data fairly well. Though we will only be
looking at models that fit well in the least-squares sense, similar ideas can be
applied with other measures of goodness-of-fit. For instance, there have been
considerable developments in the fitting of models to categorical data, see e.g.
Goodman (1971), Brown (1976), and Benedetti and Brown (1978), in which
the measure of goodness-of-fit is either a log-likelihood or a chi-squared quan-
tity. Other measures used in subset selection have included that of minimizing
the maximum deviation from the model, known simply as minimax fitting or
as Lo fitting (e.g. Gentle and Kennedy (1978)), and fitting by maximizing
the sum of absolute deviations or L; fitting (e.g. Roodman (1974), Gentle
and Hanson (1977), Narula and Wellington (1979), Wellington and Narula
(1981)).

Logistic regression is an important area of application of stepwise regression.
The model to be fitted in this case is

1

where Y is a variable which can only take the values 0 or 1. In medical appli-
cations, the variable Y could be the survival of a patient or the success of a
treatment; in meteorology Y could be 1 if rain occurs on a particular day and 0
otherwise. The conceptual problems are the same as those in linear regression.
The computations are slower as they are iterative, and linear approximations
are often used in heuristic algorithms in the attempt to find models that fit
well. Useful references are Gabriel and Pun (1979), Nordberg (1981, 1982),
Cox and Snell (1989), Hosmer and Lemeshow (1989), and Freedman et al.
(1992)

We will only be considering models involving linear combinations of vari-
ables, though some of the variables may be functions of other variables. For
instance, there may be four basic variables X7, X2, X3 and X4 from which
other variables are derived such as X5 = X7, Xg = X1Xo, X7 = X4/X3,
Xg = X log X3, etc.

The problem we will be looking at in this chapter is that, given a set of
variables X7, X, ..., X}, we want to find a subset of p < k variables X (1), X(2),

37
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Table 3.1 Use of dummy variables to represent a categorical variable

Age of subject Xi17 Xis X9 Xoo

(years)

0-16 0 0 0 0
17-25 1 0 0 0
26-40 0 1 0 0
41-65 0 0 1 0

>65 0 0 0 1

..y X(p) Which minimizes or gives a suitably small value for

n p
S = Z(yi - Zb(j)xi,(j))Qv (3.1)
j=1

=1

where ; (;y, y; are the it" observations, i = 1, 2, ..., n of variables X
and Y, and b(;) is a least-squares regression coefficient. In most practical
cases, the value of p is not predetermined and we will want to find good
subsets for a range of values of p. To overcome the problem of bias in the
regression coefficients, we should find not just one, but perhaps the best 10 or
more subsets of each size p. Problems of selection bias will be considered in
Chapter 5, and the problem of deciding the best value of p to use, i.e. the so-
called ‘stopping rule’ problem, will be considered in Chapter 6. This chapter
is concerned with the mechanics of selecting subsets, not with their statistical
properties.

In many practical cases, the minimization of (3.1) will be subject to con-
straints. One of these is that we may wish to force one or more variables to be
in all subsets selected. For instance, most regression models include a constant
which can be accommodated by making one of the variables, usually X1, a
dummy variable, which always takes the value 1 and which is forced into all
subsets. There may also be constraints that one variable may only be included
in a selected subset if another variable(s) is also included. For instance, it is
often considered unreasonable to include a variable such as X? unless X is
also included. Dummy variables are often used to represent categorical vari-
ables. Thus if we have five age groups, 0-16, 17-25, 26-40, 41-65, and over
65 years, we may introduce four dummy variables X17, X153, X19, X2, with
values assigned as in Table 3.1.

In such cases, it is often required that either all or none of the variables in
such a group should be in the model.

It may be arguable whether such constraints should be applied. Here a dis-
tinction has to be made between a model that is intended to be explanatory
and meant to be an approximation to the real but unknown relationship be-
tween the variables, and a model thatis intended to be used for prediction.
The latter is our objective in this monograph, though if the selected subset
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is to be used for prediction outside the range of the data used to select and
calibrate the model, an explanatory model may be safer to use.

In general, we will expect that the number, p, of variables in the subset will
be less than the number of observations, n, though the number of available
predictors, k, often exceeds n. The X-variables need not be linearly indepen-
dent; for instance, it is often useful to include a difference (X7 — X2) as another
variable in addition to both X; and X5.

3.2 Forward selection

In this procedure, the first variable selected is that variable X; for which

n

S = > (v — bjuy)

1

is minimized, where b; minimizes S for variable X;. As the value of b; is given

by
n n
bj = D _wiyi/ Yo
1 1

it follows that

S = S (a3
1 1 1

Hence, the variable selected is that which maximizes

O i) ae (3:2)
1 1

If this expression is divided by Y7 yZ, then we have the square of the cosine
of the angle between vectors X; and Y. If the mean has been subtracted from
each variable, then the cosine is the correlation between variables X; and Y.

Let the first variable selected be denoted by X(;); this variable is then forced
into all further subsets. The residuals Y — X(1)b(;) are orthogonal to X(y),
and so to reduce the sum of squares by adding further variables, we must
search the space orthogonal to X(;). From each variable X, other than the
one already selected, we could form

X = X5 — bjnmXq),

where b; (1) is the least-squares regression coefficient of X; upon X (). Now
we find that variable, X; 1), which maximizes expression (3.2) when Y is
replaced with Y — X(1)b1) and Xj is replaced with X ;). The required
sums of squares and products can be calculated directly from previous sums
of squares and products without calculating these orthogonal components for
each of the n observations; in fact, the calculations are precisely those of a
Gauss-Jordan pivotting out of the selected variable. If the mean had first been
subtracted from each variable, then the new variable selected is that which
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has the largest partial correlation in absolute value with Y after variable X
has been fitted.

Thus, variables X (1), X(2), ..., X() are progressively added to the predic-
tion equation, each variable being chosen because it minimizes the residual
sum of squares when added to those already selected.

A computational method for forward selection using an orthogonal reduc-
tion is as follows. Let us suppose that we have reached the stage where r
variables have been selected or forced into the subset, where r may be zero.
Planar rotations are used to make these variables the first ones in the trian-
gular factorization; that is, they occupy the top r rows. Then the orthogonal
reduction can be written as

(Xa,XB) = (QA,QB)(;;)
v = @uQe () e

where X 4 is an n X r matrix consisting of the values of the variables selected
so far; Xp is an n x (k — r) matrix of the remaining variables; Q4 and Qp
have r and (k — r) columns, respectively, all of which are orthogonal, R4
consists of the top r rows of a k X k upper-triangular matrix; Rpg consists of
the last (k—r) rows and hence is triangular; 7y 4 and ryp consist of the first r
and last (k—r) projections of y on the directions given by the columns of Q 4
and Qp; and e is a vector of n residuals. The information on the components
of y and of the remaining unselected X-variables, which are orthogonal to the
selected variables, is then contained in ryp and Rp.
Let us write

1 Ti2 Tz ... Ty
T22 T23 T2y

Rp = TyB = ;
r33 ... T3y

then if the variable in the top row of the submatrix Rp is added next, the
reduction in the residual sum of squares (RSS) is r{,. To find the reduction in
RSS if the variable in the second row is added next instead, a planar rotation
can be used to bring this variable into the top row and then the reduction
in RSS is equal to the square of the value which is then in the top position
of ryp. There is no need to perform the full planar rotation of whole rows
to calculate the effect of bringing a variable from row ¢ to row 1 of Rg. In
swapping a pair of rows, only the elements on the diagonal and immediately
next to it are needed to calculate the required planar rotations which are
then applied only to calculate the new diagonal element for the upper row
and the new element in r,p for the upper row. Using Hammarling rotations,
the reduction in RSS for the i*" row of Rp can be calculated in 7(i — 1) + 2
operations, and hence the total number of operations for all (k — r) variables
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Table 3.2 Ezxzample in which two variables together have high predictive value

Observation
number X1 Xo X3 Y
1 1000 1002 0 -2
2 —1000 -999 -1 -1
3 —1000 —1001 1 1
4 1000 998 0 2

is (7/2)(k—r)(k—r—1) + 2(k—r). At the end, the variable selected to add
next is rotated to the top row, if it is not already there, using the full planar
rotations, adding a few more operations to the count.

An alternative and quicker way to calculate the reductions in RSS is to use
(3.2), but with the a’s and y’s replaced by their components orthogonal to
the already selected variables. The sums of squares of the x’s are obtained
from the diagonal elements of Rz Rp, and the cross-products of x’s and
y’s from Rgryp. Thus in the notation above, the sum of squares for the
X-variable in the third row is rf3 + r3; + 733 and the cross-product is
T13T1y + TosTey + 7T33r3y. To calculate all (k — r) reductions in RSS re-
quires (k —r)(k — r + 3) operations if Rp is actually stored without the row
multipliers used in the Hammarling and Gentleman algorithms, or about 50%
more operations if row multipliers are being used. The selected variable is
then rotated into the top row of Rp, and the process is repeated to find the
next variable with one row and column less in Rpg.

In general, there is no reason why the subset of p variables that gives the
smallest RSS should contain the subset of (p — 1) variables that gives the
smallest RSS for (p — 1) variables. Table 3.16 provides an example in which
the best-fitting subsets of 3 and 2 variables have no variables in common,
though this is a rare situation in practice. Hence, there is no guarantee that
forward selection will find the best-fitting subsets of any size except for p = 1
and p = k.

Consider the artificial example in Table 3.2. The correlations (cosines of
angles) between Y and X7, X5, X3 are 0.0, -0.0016, and 0.4472, respectively.
Forward selection picks X3 as the first variable. The partial correlations of
Y upon X; and X after being made orthogonal to X3 are 0.0 and —0.0014
respectively. With X3 selected, the subset of X7 and X5, which gives a perfect
fit, Y = X7 — X5, cannot be obtained.

Examples similar to that above do occur in real life. The difference (X; —
X5) may be a proxy for a rate of change in time or space, and in many
situations such rates of change may be good predictors even when the values
of the separate variables have little or no predictive value. In such cases, any
subset-finding method which adds, deletes, or replaces only one variable at
a time may find very inferior subsets. If there is good reason to believe that
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differences may provide good predictors, then they can be added to the subset
of variables available for selection, though care must be taken to make sure
that the software used can handle linear dependencies among the predictor
variables.

3.3 Efroymson’s algorithm

The term ‘stepwise regression’ is often used to mean an algorithm proposed
by Efroymson (1960). This is a variation on forward selection. After each
variable (other than the first) is added to the set of selected variables, a test is
made to see if any of the previously selected variables can be deleted without
appreciably increasing the residual sum of squares. Efroymson’s algorithm
incorporates criteria for the addition and deletion of variables as follows.

(a) Addition

Let RSS), denote the residual sum of squares with p variables and a constant
in the model. Suppose the smallest RSS, which can be obtained by adding
another variable to the present set, is RSS,,1. The ratio

RSS, — RSS,11

RSSye1/(n—p—2)
is calculated and compared with an ‘F-to-enter’ value, F.. If R is greater than
F., the variable is added to the selected set.

R:

(3.3)

(b) Deletion

With p variables and a constant in the selected subset, let RSS,_; be
the smallest RSS that can be obtained after deleting any variable from the
previously selected variables. The ratio
RSS,_1 — RSS,
RSS,/(n—p—1)
is calculated and compared with an ‘F-to-delete (or drop)’ value, Fy. If R is
less than Fy, the variable is deleted from the selected set.

R =

(3.4)

(¢) Convergence of algorithm
From (3.3), it follows that when the criterion for adding a variable is satisfied

RSSp1 < RSS,/{1 + F./(n—p—2)},

while from (3.4), it follows that when the criterion for deletion of a variable
is satisfied

RSS, < RSSp+1{1 + Fi/(n—p—2)}.
Hence, when an addition is followed by a deletion, the new RSS, RSS} say,
is such that
1 4+ Fi/ln—p—2)

< )
RSS, < RSSp— g — oy

(3.5)
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The procedure stops when no further additions or deletions are possible which
satisfy the criteria. As each RSS, is bounded below by the smallest RSS for
any subset of p variables, by ensuring that the RSS is reduced each time that
a new subset of p variables is found, convergence is guaranteed. From (3.5),
it follows that a sufficient condition for convergence is that Fy < Fe.

(d) True significance level

The use of the terms ‘ F-to-enter’ and ‘ F-to-delete’ suggests that the ratios R
have an F-distribution under the null hypothesis, i.e. that the model is the true
model, and subject to the true residuals being independently, identically, and
normally distributed. This is not so. Suppose that after p variables have been
entered, these conditions are satisfied. If the value of R is calculated using (3.3)
but using the value of RSS,1 for one of the remaining variables chosen at
random, then the distribution of R is the F-distribution. However, if we choose
that variable that maximizes R, then the distribution is not an F-distribution
or anything remotely like an F-distribution. This was pointed out by Draper
et al. (1971) and by Pope and Webster (1972); both papers contain derivations
of the distribution of the R-statistic for entering variables. Evaluation of the
distribution requires multidimensional numerical integration. This has been
done by Derflinger and Stappler (1976).

A rough approximation to the percentage points can be obtained by treating
R as if it were the maximum of (k — p) independent F-ratios. The R-value
corresponding to a significance level of « is then the F-value which gives a
significance level of a* where

(1 - )P =1 - q, (3.6)

Pope and Webster suggest that it would be better to replace RSSy4+1/ (n —
p — 2) in the denominator of (3.3) with RSS;/(n —k — 1), i.e. to use all of
the available predictor variables in estimating the residual variance. Limited
tables for the distribution of R have been given by Draper et al. (1979); these
show that the nominal 5% points for the maximum F-to-enter as incorrectly
obtained from the F-distribution will often give true significance levels in
excess of 50%. An early use of (3.6) to calculate F-to-enter values was by
Miller (1962).

From (3.6), we can derive the rough Bonferroni bound that a < (k — p)a*
for the true significance level, «, in terms of the value, a*, read from tables
of the F-distribution. Butler (1984) has given a fairly tight lower bound for
the selection of one more variable out of the remaining (k — p) variables,
provided that the information that none of them had been selected earlier can
be neglected. This lower bound is

(k—p)a* — > pij,
i<j
where p;; is the probability that two of the remaining variables, X; and Xj,
satisfy the a priori condition for significance at the a* level. Butler’s derivation
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is in terms of partial correlations of the dependent variable with the predictors,
though this could be translated into F-values. The joint probabilities, p;;, can
be expressed as bivariate integrals which must be evaluated numerically. An
algorithm for doing this is described in Butler (1982).

As with forward selection, there is no guarantee that the Efroymson algo-
rithm will find the best-fitting subsets, though it often performs better than
forward selection when some of the predictors are highly correlated. The al-
gorithm incorporates its own built-in stopping rule; recommendations with
respect to suitable values for F, and Fy will be given in Chapter 6.

3.4 Backward elimination

In this procedure, we start with all k£ variables, including a constant if there
is one, in the selected set. Let RSSy be the corresponding residual sum of
squares. That variable is chosen for deletion which yields the smallest value of
RSSy_1 after deletion. Then that variable from the remaining (k — 1), which
yields the smallest RSS)_o, is deleted. The process continues until there is
only one variable left, or until some stopping criterion is satisfied.

Backward elimination can be carried out fairly easily starting from an or-
thogonal reduction. If the variable to be deleted is in the last row of the
triangular reduction, then the increase in RSS when it is deleted is simply
riy. Hence, each variable in turn can be moved to the bottom row to find
which gives the smallest increase in RSS when deleted. The actual movement
of rows can be simulated without altering any values in the triangular factor-
ization. The values in the row to be moved are copied into a separate storage
location and the effect of rotation past each lower row is calculated. Number-
ing rows from the bottom, the number of operations necessary to lower the
variable from row ¢ to row 1, using Hammarling rotations, is (i — 1)(i + 12)/2
plus 2 operations to calculate the increase in RSS. Hence, the total for all k£
variables is k(k? + 18k — 7)/6. The selected variable is then moved to the last
row and the process repeated on the (k — 1) x (k — 1) matrix obtained by
omitting the last row and column.

There is an alternative method using SSP-matrices. It can be shown that
the increase in RSS when variable i is deleted is b?/c® where b; is the least-
squares regression coefficient with all variables in the model and ¢ is the ‘"
diagonal element of (X’/X)~!. This formula can be verified very easily from
the orthogonal reduction. Consider the case of the last variable. By back-
substitution,

b = Thy/Tkk-
Now as
(X/X)fl — R_lR_T,
the element in the bottom right-hand corner of the inverse of the SSP-matrix

is simply

Ckk = 1/7‘%]6

© 2002 by Chapman & Hall/CRC



BACKWARD ELIMINATION 45

Hence,
2, kk _ .2
bk/c = ’I”ky ,

which is the correct increase. Now any other variable can be moved into the
last row of the triangular decomposition without changing the value of b? /c*
for that variable, and hence the formula holds for all variables. Alternative
derivations of this well-known result are given in many books on linear regres-
sion.

Using this alternative method requires k?(k + 1)/2 operations for the inver-
sion of the SSP-matrix. After the first variable has been deleted, the inverse
matrix for the remaining variables can be obtained by pivoting out the selected
variable using the usual Gauss-Jordan formulae. This only requires k(k+1)/2
operations. The method using SSP-matrices is usually much faster but the
accuracy can be very poor if the SSP-matrix is ill-conditioned, and calculated
RSS’s or increases in RSS can be negative unless great care is exercised.

Backward elimination is usually not feasible when there are more variables
than observations. If we have 100 variables but only 50 observations then,
provided that the 100 columns of the predictor variables have rank 50, the
residual sum of squares will be zero. In most cases 51 variables will have to
be deleted before a nonzero RSS is obtained. The number of ways of selecting
51 out of 100 variables is approximately 9.9 x 1028.

It has been argued by Mantel (1970) that in situations similar to that in the
example in section 3.2 in which the variable Y is highly correlated with some
linear combination of the X-variables, such as X7 — X5 or a second difference
X1 — 2X5 + X3, but where the correlations with the individual variables are
small, backward elimination will tend to leave such groups of variables in the
subset, whereas they would not enter in a forward selection until almost all
variables have been included.

Beale (1970) countered with the common situation in which the X-variables
are percentages, e.g. of chemical constituents, which sum to 100% or perhaps
slightly less if there are small amounts of unidentified compounds present. Any
one variable is then given either exactly or approximately by subtracting the
others from 100%. It is then a matter of chance which variable is deleted first
in the backward elimination; the first one could be the only one which is of any
value for prediction from small subsets, and once a variable has been deleted,
it cannot be reintroduced in backward elimination. Example 3 in section 3.10
is a case in which the first variable deleted in backward elimination is the
first one inserted in forward selection. Of course a backward analogue of the
Efroymson procedure is possible.

Backward elimination always requires far more computation than forward
selection. If, for instance, we have 50 variables available and expect to select
a subset of less than 10 of them, in forward selection we would only proceed
until about 10 or so variables have been included. In backward elimination we
start with 50 variables, then 49, then 48, until eventually we reach the size of
interest.
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Both forward selection and backward elimination can fare arbitrarily badly
in finding the best-fitting subsets. Berk (1978b) has shown that even when
forward selection and backward elimination find exactly the same subsets of
all sizes, it gives no guarantee that there are not much better fitting subsets
of some sizes.

A variation of the Efroymson algorithm has been proposed by Broersen
(1986). After forward selection has been used until all variables have been
included, backward elimination is commenced. At each stage of both forward
selection and backward elimination, the Mallows’ C),-statistic is calculated (see
Chapter 5 for details of this statistic). If the elimination of a variable causes an
increase in Cj,, then the variable is reinstated and the algorithm backtracks to
the previous step where a different variable is selected and a new path is tried.
A record is kept of the values of C), that have been found, and when no further
progress can be made, the subset giving the smallest value is selected. This
subset is not necessarily the final one. After the forward selection phase, the
algorithm is like the Efroymson algorithm, but using backward elimination
instead of forward selection, and using Mallows’ C, as the criterion rather
than F-to-enter. We shall see later that using Mallows’ C,, is equivalent to
using an F-to-enter value of about 2.0. Broersen calls his algorithm Stepwise
Directed Search.

3.5 Sequential replacement algorithms

The basic idea here is that once two or more variables have been selected, we
see whether any of those variables can be replaced with another that gives a
smaller residual sum of squares. For instance, if we have 26 variables, which
are conveniently denoted by the letters of the alphabet, we may at some stage
have selected the subset of four variables

ABCD.

Let us try replacing variable A. There may be several variables from the
remaining 22 that give a smaller RSS when in a subset with B, C' and D.
Suppose that of these, variable M yields the smallest RSS. We can replace A
with M giving the subset

MBCD.

Now we try replacing variable B, then variable C', then D, then back to M,
etc. Some of these attempts will not find a variable which yields a reduction in
the RSS, in which case we move on to the next variable. Sometimes variables
we have replaced will return. The process continues until no further reduction
is possible by replacing any variable.

The procedure must converge as each replacement reduces the RSS that is
bounded below. In practice the procedure usually converges very rapidly.

Unfortunately, this type of replacement algorithm does not guarantee con-
vergence upon the best-fitting subset of the size being considered. In the above
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Table 3.3 Illustrating variable replacement

Variables RSS

Initial subset ABCD 100
Best replacement for A MBCD 93
Best replacement for B AMCD 91
Best replacement for C ABXD 96
Best replacement for D ABCQ 94

example, if we had started by trying to replace variable B instead of variable
A, then the procedure might have converged upon a different subset. Let us
label these final subsets as stationary subsets.

Suppose that in our hypothetical example, the subset of four variables which
gives the smallest RSS is

BEST.

If we start with the subset PEST, we are certain to reach the stationary
subset BEST only if variable P is the first one to be replaced. Thus, we
are certain to reach the absolute minimum from only 23 out of the 14,950
possible starting subsets of four variables, though in practice the best subset
will usually be found from many more starting subsets. Even if we are lucky
and find the best-fitting subset of this size, we have no way of determining
that it is the best one, other than by doing an exhaustive search perhaps using
branch-and-bound (Section 3.8).

The following modification improves our chances of finding the best-fitting
subset. Suppose that we start with the subset ABC'D and that this gives an
RSS = 100. We now look for the best replacement for variable A, but we do
not make the replacement yet. Similarly, we try replacing variable B but with
variable A still in the subset. Suppose we obtain the results in Table 3.3 for
the best replacements of each variable.

Replacing variable B gives the smallest RSS, so we make the replacement
and then repeat the process. Notice that at the next stage we know that
we cannot replace variable M with any variable which gives a smaller RSS;
therefore we only consider replacing the other three at the next step.

Using this replacement algorithm, there are now 92 out of the 14,950 pos-
sible starting subsets from which we are guaranteed to find the best-fitting
subset.

Either of the above replacement algorithms can be used in conjunction with
any of the algorithms described in earlier sections of this chapter. Thus a se-
quential replacement algorithm can be obtained by taking the forward selec-
tion algorithm and applying a replacement procedure after each new variable
is added.

Sequential replacement requires more computation than forward selection
or the Efroymson algorithm, but it is still feasible to apply to problems with
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several hundred variables when subsets of, say up to 20-30 variables, are re-
quired.

An alternative technique which can be used when there are large numbers of
variables is to randomly choose starting subsets and then apply a replacement
procedure. However, on one problem on which the author was involved there
were 757 variables; 74 different stationary subsets of 6 variables were obtained
from 100 random starts! Even then a subset that gave only about two-thirds
of the RSS of the best of the 74 was later found by chance.

3.6 Replacing two variables at a time

Replacing two variables at a time substantially reduces the maximum number
of stationary subsets and means that there is a much better chance of find-
ing good subsets when, for instance, a difference between two variables is a
good predictor but was not included in the available set of predictor variables.
However, for subsets of p variables there are p(p — 1)/2 pairs of variables to
be considered for replacement and hence much more computation is required.
Similarly, forward selection and backward elimination are possible, two vari-
ables at a time.

An algorithm which has been very successful for the author in problems
with hundreds of predictors, as occurs in meteorological forecasting or in
near-infrared (NIR) spectroscopy is as follows. We suppose that a subset of
maximum size p variables is being sought.

1. Generate a random subset of about p/2 variables.

2. Consider all possible replacements of pairs of variables in the currently
selected subset. This includes replacements of only one of each pair of
variables, as well as replacing both.

3. Find the best replacement. If it reduces the RSS for the current size of
subset, then make the replacement and go back to step 2.

4. If the maximum subset size of interest has not been reached, increase the
current size by one by adding any variable, then go back to step 2.

5. Repeat the exercise from step 1 until satisfied.

3.7 Generating all subsets

We saw earlier in Chapter 2 that it is feasible to generate all subsets of vari-
ables provided that the number of predictor variables is not too large, say less
than about 20, if only the residual sum of squares is calculated for each subset.
After the complete search has been carried out, a small number of the more
promising subsets can be examined in more detail. The obvious disadvantage
of generating all subsets is cost. The number of possible subsets of one or more
variables out of k is (2¥ — 1). Thus, the computational cost roughly doubles
with each additional variable.

In most cases, we are not interested in all subsets of all sizes. For instance,
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Table 3.4 Lexicographic order of generation of all subsets of 3 variables out of 7

123 136 167 247 356
124 137 234 256 357
125 145 235 257 367
126 146 236 267 456
127 147 237 345 457
134 156 245 346 467
135 157 246 347 567

someone with 100 variables (and possibly only 50 observations) is unlikely to
be interested in subsets of 45 variables; subsets of 10 variables may be large
enough. There are (2190 — 1) = 1.3 x 103° subsets of one or more variables
out of 100, but only 1.9 x 10'2 subsets of 10 or less. Even this last number is
too large for an exhaustive evaluation of all subsets to be feasible. However,
the device to be described in the next section will usually render this case
feasible.

Many algorithms have been published for performing exhaustive evalua-
tions, including those of Garside (1965, 1971b,c), Schatzoff et al. (1968), Fur-
nival (1971), and Morgan and Tatar (1972). These evaluate all subsets of all
sizes, and all require that the number of observations is at least as great as
the number of predictor variables. Kudo and Tarumi (1974) have published
an algorithm for searching for all subsets of p or less variables out of k. These
algorithms use matrix inversion and SSP-matrices and present problems when
the SSP-matrix is ill-conditioned or of less than full rank. In a series of pa-
pers, Narula and Wellington (1977a, 1977b, 1979) and Wellington (1981) have
presented an algorithm for finding the best-fitting subsets of p variables out of
k variables when the criterion used is that of minimizing the sum of absolute
deviations, i.e. minimizing the Li-norm.

Let us consider algorithms for generating all subsets of p variables out of
k. Table 3.4 illustrates the generation of all subsets of 3 variables out of 7 in
what is known as lexicographic order. It should be read by columns.

This would appear to be a good order of generation for software using SSP-
matrices as the variable at the right-hand end is changing most rapidly and
it is possible to perform the calculation of the RSS’s by operating only on
submatrices of the SSP-matrix. In the case of the variable in position p, the
calculation of the new RSS when this variable is changed only requires one
multiplication and one division. However the changes to variables in other
positions require operations on almost every element in the SSP-matrix. An
algorithm for generating the lexicographic order has been given by Gentleman
(1975).

In using SSP-matrices, the order of the variables remains unchanged and
the operations consist of inverting and reinverting part of the matrix so that
the variables to be pivoted in or out are easily found. A lexicographic order
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Table 3.5 Start of a possible sequence to generate the lexicographic order

123 4567
124 3567
125 4367
126 5437
127 6543
134 2765
135 4276
136 5427
137 6542

145 3762

of generation is not well suited to a planar rotation algorithm. Table 3.4 only
shows the order of the first 3 variables; below we see what the full order of
variables could look like. One of many possible orderings is shown in Table
3.5 for the first part of the lexicographic order above.

In the algorithm used to generate the start of the sequence, the next variable
or variables needed were moved up from wherever they were in the complete
ordering and the other variables kept their previous order but moved down
the appropriate number of places. As can be seen, the above ordering requires
a large number of interchanges of variables. In particular, the move from 127
6543 to 134 2765 seems very wasteful. At this stage, all of the subsets of
3 variables including 12 have been exhausted so that either 1 or 2 must be
dropped, but it would be much more efficient to now introduce the 6 from the
next position. This can be done in the following algorithm, which operates on
whichever variables happen to be in the position from which a variable is to
be moved irrespective of the number of that variable.

The basic idea of this combinatoric algorithm is that for each of the p
positions to be filled there is a ‘last’ position to which the next variable taken
from that position is moved. Initially it is position k for all of the p positions.
The first variable moved from position i goes to position last(i) amongst the
last (k—p). To make sure that the variable is not moved again with the current
set of variables in positions 1, 2, ..., i — 1, one is subtracted from last(i). Also,
to make sure that all subsets of the variables in positions p + 1, ..., (new)
last(i) are used without moving the variable just moved from position %, the
values of last(j) for j = i+1, ..., p are set equal to the new value of last(7).
The algorithm is as follows:

For i=1 to p, set last(i) = k.
Set the current pointer, ipt = p.
Then loop as follows:
DO
If (ipt < last(ipt) AND last(ipt) > p) then
Move variable from position ipt to position last(ipt)

© 2002 by Chapman & Hall/CRC



GENERATING ALL SUBSETS 51

Table 3.6 Ordering of generated subsets of 8 variables out of 7, indicating also the
positions of excluded variables

123 4567 134 5672 452 7361 735 2641
124 5673 135 6472 427 3651 752 6341
125 6743 136 5472 423 6751 756 2341
126 7543 165 4372 426 3751 762 5341
127 6543 164 5372 463 7251 625 3741
176 5432 145 6372 467 3251 623 5741
175 4362 456 3721 473 6251 635 2741
174 3562 453 7261 736 2541 352 6741
173 4562 457 2361 732 5641

Decrease last(ipt) by 1.
For i = ipt + 1 to p, set last(i) = last(ipt).
Set ipt = p.
Otherwise
Decrease ipt by 1.
If (ipt < 1) then END.

End If
END DO

The above algorithm is the same as the Gentleman (1975) algorithm, except
that instead of the index of the simulated nested DO-loops being incremented,
the upper limit, i.e. last(ipt), is decremented. It could equally well have been
written in the same way as for the Gentleman algorithm; in fact the first
exhaustive search algorithm written by the author was in this form. The algo-
rithm does not generate a lexicographic order as the index of the DO-loops (or
the upper limits here) are not used to determine the number but the position
of a variable. The algorithm generates the sequence in Table 3.6 of subsets of
3 variables out of 7.

The algorithm above generates all subsets of p variables out of k; it does not
in general generate all subsets of less than p variables. For instance, in Table
3.6, the pairs 23, 25, 27, 34 and 56 do not occur in the first two positions, and
the single variables 2 and 5 do not appear in the first position. The algorithm
can easily be modified to generate all subsets of p variables or less out of k,
by simply removing the condition ‘AND last(ipt) > p’ from the top of the
main loop. With this modification to the algorithm, the generated sequence
is as given in Table 3.7.

We noted earlier that the inner cycle of the lexicographic algorithm can be
performed extremely rapidly using SSP-matrices. This gives it a major speed
advantage over algorithms using planar rotations. However, the outer cycles
are much slower using SSP-matrices as operations must be performed on all
except a few rows at the top of the matrix, whereas planar rotation algorithms
usually require operations on only a very small number of adjacent rows near
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Table 3.7 Ordering of generated subsets of 3 or less variables out of 7

123 4567 136 5472 526 3741 362 4751
124 5673 165 4372 563 7241 326 4751
125 6743 164 5372 567 3241 264 7351
126 7543 145 6372 573 6241 267 4351
127 6543 154 6372 537 6241 274 6351
176 5432 546 3721 376 2451 247 6351
175 4362 543 7261 372 4651 476 2351
174 3562 547 2361 374 2651 467 2351
173 4562 542 7361 342 6751 674 2351
134 5672 527 3641 346 2751 764 2351
135 6472 523 6741

the top of the matrix. The planar rotation algorithm can be made faster by
using the trick employed in section 2.3 on forward selection. Instead of the
slow inner cycle, an SSP-matrix is formed of those components of the variables

in rows p, p+1, ..., last(p), which are orthogonal to the variables in rows 1,
2, ..., p — 1. This simply means that we form
X'X = R'R,

using as R the triangular submatrix between rows and columns p and last(p)
inclusive of the triangular factorization which is current at that time. Further
details will be given at the end of the next section.

3.8 Using branch-and-bound techniques

Suppose that we are looking for the subset of 5 variables out of 26 that gives
the smallest RSS. Let the variables again be denoted by the letters A to Z. We
could proceed by dividing all the possible subsets into two ‘branches’, those
which contain variable A and those which do not. Within each branch we can
have subbranches including and excluding variable B, etc. Now suppose that
at some stage we have found a subset of 5 variables containing A or B or both,
which gives RSS = 100. Let us suppose that we are about to start examining
that subbranch which excludes both A and B. A lower bound on the smallest
RS'S which can be obtained from this subbranch is the RSS for all of the 24
variables C' — Z. If this is, say 108, then no subset of 5 variables from this
subbranch can do better than this, and as we have already found a smaller
RSS, this whole subbranch can be skipped.

This simple device appears to have been used first in subset selection by
Beale et al. (1967), and by Hocking and Leslie (1967). It is further exploited
by LaMotte and Hocking (1970). Using this device gives us the advantage of
exhaustive searches that are guaranteed to find the best-fitting subsets, and
at the same time the amount of computation is often reduced substantially.

The branch-and-bound device can similarly be applied with advantage with
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Table 3.8 Hypothetical residual sums of squares

No. of variables 1 2 3 4 5 6
RSS 503 368 251 148 93 71

most other criteria of goodness-of-fit such as minimum sum of absolute devia-
tions or maximum likelihood. One such application has been made by Edwards
and Havranek (1987) to derive so-called minimal adequate sets, and this will
be described briefly in section 4.2.

Branch-and-bound can be applied in a number of ways. For instance, if
we want to find the 10 best subsets of 5 variables, then the RSS for all the
variables in the subbranch is compared against the 10th best subset of 5
variables that has been found up to that stage.

Alternatively, consider the task of finding the best-fitting subsets of all sizes
up to and including 6 variables. Suppose that we are about to start examining
a subbranch and that the smallest RSS’s found up to this stage have been as
shown in Table 3.8.

Suppose that the RSS, including all of the variables of this subbranch is
105, then we cannot possibly find a better-fitting subset of 5 or 6 variables
from this subbranch, though there could be better-fitting subsets of 1, 2, 3 or
4 variables. Hence, until we complete searching this subbranch, we look only
for subsets of 4 or fewer variables.

Branch-and-bound is particularly useful when there are ‘dominant’ variables
such that good-fitting subsets must include these variables. The device is of
almost no value when there are more variables than observations as the lower
bounds are nearly always zero.

An algorithmic trick which can be used in conjunction with branch-and-
bound is that of saving the current state of matrices and arrays immediately
before a variable is deleted. For instance, suppose we are looking for the
best subset of 10 variables out of 100 and have reached the stage where the
variable in position 7 is about to be deleted for the first time. Using orthogonal
reduction methods, the variable is then moved from position 7 to position 100,
an operation which requires a very large amount of computation. The RSS
with the other 99 variables in the regression is then calculated. Suppose that
this shows that with the variable from position 7 deleted we cannot possibly
improve upon the best subset of 4 variables found so far. The deleted variable
must then be reinstated, that is, moved all the way back to position 7. If a
copy of the matrices and arrays had been kept, then a considerable amount
of computation is avoided.

The calculation of the bounds requires a similar amount of extra computa-
tion using methods based upon SSP-matrices. At the start of any branch, e.g.
that excluding variables A and B, the SSP-matrix will usually be available
with none of the variables included in the model. All of the variables except
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A and B must then be pivoted on to obtain the bound. A way around this
problem is to work with two matrices available, the SSP-matrix and the other
its complete inverse. One of these matrices is then used to calculate the RSS’s
for small subsets while the other is used to obtain bounds. Furnival and Wil-
son (1974) have published an algorithm based upon SSP-matrices that uses
this trick. It finds the best subsets of all sizes though and can be very slow.
One important feature noted by Furnival and Wilson is that the amount of
work needed to find, say the 10 best-fitting subsets of each size, is usually not
much greater than that needed to find the best ones.

If model building, rather than prediction, is the objective, then the algo-
rithm of Edwards and Havranek (1987) may be used. This is similar to the
Furnival and Wilson algorithm but attempts to find only what Aitkin (1974)
has called minimal adequate (sub)sets. More details are given in section 4.2.

An equivalent algorithm is used by Narula and Wellington (1977b, 1979),
Armstrong and Kung (1982), and Armstrong et al. (1984) but using the
weighted sum of absolute errors as the criterion instead of least squares.

The equivalence of keeping an inverse matrix when using orthogonal reduc-
tions is to keep a second triangular factorization with the variables in reverse
order. The bounds are then calculated from operations on variables that are
in the lower rows of the triangular factorization. If the use of bounds results
in variables frequently being reinstated immediately after deletion, then this
idea obviously has considerable merit. However, the author has usually used a
replacement algorithm before calling on an exhaustive search algorithm, and
this usually establishes fairly good bounds and orders variables so that the
‘best’ variables are at the start and so are rarely deleted. Also, many of the
author’s problems have involved more variables than observations, in which
case branch-and-bound is of no value until the final stages of the search.

An exhaustive search can be very time consuming if a large number of
possible subsets have to be examined. Experience suggests that the maximum
feasible size of problem is one for which the number of possible subsets, i.e.
> ka where k is the number of available predictor variables and p ranges
from 1 up to the maximum size of subset of interest, is of the order of 107. It
is recommended that any software for exhaustive search should periodically
write out to disk the best subsets found up to that stage, so that all is not
lost if the computer run exceeds its time limit. If this information can be read
back in later, it can provide good bounds to save much of the computation
during a future run.

3.9 Grouping variables

Gabriel and Pun (1979) have suggested that when there are too many variables
for an exhaustive search to be feasible, it may be possible to break them
down into groups within which an exhaustive search for best-fitting subsets is
feasible. The grouping of variables would be such that if two variables, X; and
X, are in different groups, then their regression sums of squares are additive;
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that is, that if the reduction in RS.S due to adding variable X; to a previously
selected subset of variables is S;, and the corresponding reduction if variable
X is added instead is S}, then the reduction when both are added is S; +.5;.

If we have a complete set of say 100 variables for which we want to find
good subsets of 5 variables, we may be able to break the variables into groups
containing, say 21, 2, 31, 29 and 17 variables. Within each group, except the
one with only 2 variables, the best subsets of 1, 2, 3, 4 and 5 variables would
be found. All combinations of 5 variables made up from those selected from
the separate groups would then be searched to find the best overall subsets.
Thus, a subset of 5 variables might be made up of the best subset of 3 variables
from one group plus single variables from two other groups.

To do this we must first find when regression sums of squares are addi-
tive. Does this occur only when the variables are orthogonal? Let us consider
two variables X; and X;. Their individual regression sums of squares are the
squares of the lengths of the projections of Y on X; and X}, respectively, i.e.

Si = (Xey)?/(X[X;)

Sj = (X59)%/(X}X;).

Let S;; be the incremental regression sum of squares when variable X; is
added after X;. Then

Sij = (Xijy4)?/(X];Xi5),

where X ; is that part of X; which is orthogonal to Xj, i.e. the vector of
residuals after X; is regressed against X3, i.e. X5 ; = X; — b;; X; where b;;
is the least-squares regression coefficient, and v.; is similarly that part of y
orthogonal to X ;. Then

S . [(Xi = bij X5) (y — by X))
& b, X;) (X; — b,

j
(X5 — bi; X5) i X5)
(Xjy —bi; X}y)*

X/X; — by X/ X,

Now we introduce direction cosines 7;;, iy, 74y, which are the same as cor-
relation coefficients if the variables have zero means, where

riy = XX/ Xall -l X5 1)
riy = Xiy/(I Xl lyl)
riy = X/ X511y,

where the norms are in the Lo-sense. Now we can write

Sis = S (I = rigryy/riy)* (3.7)

)
1 Ty
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v

L
0 A

Figure 3.1 Situations in which regression sums of squares are additive.

Thus, S;; = S, i.e. the regression sums of squares are additive, when
2 2
L=y = (1 = rijrjy/riy)”
A little rearrangement shows that this condition is satisfied either when r;; =
0, i.e. X; and X; are orthogonal, or when

rig = 2riyryy/ (7, + ) (3.8)

Now let us look at what this solution means graphically. In Figure 3.1 (left),
OYp represents the projection of vector Y on the plane defined by variables
X; and X;. OA is the projection of Yp onto direction X; and hence its square
is S;. Similarly the square of the length of AYp is the incremental sum of
squares, S; j, when variable X; is added after X;. Now let us work out where
X; must be in this plane so that the projection of Yp onto X; is of length
equal to AYp. Draw a circle with the centre at O and the radius equal to the
length of AYp, then draw tangents to the circle from the point Y. There are
two such tangents; the one to point B represents the solution (3.8), while the
other shown by a broken line in Figure 3.1 (right) is the case in which X;
and X; are orthogonal. Additional solutions can be obtained by reversing the
directions of X; or X; or both.

We have only shown so far that if variables X; and X; satisfy (3.8), then
their regression sums of squares are additive. Does this also apply to three
variables X;, X; and X}, for which (3.8) is satisfied for all three pairs of vari-
ables? In other words, is the regression sum of squares for all three variables
equal to the sum of their individual sums of squares? The answer is yes. This
can be shown by using the methods above to derive the incremental sum of
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squares for variable X; after X; and X, and then substituting the three con-
ditions for r;;, 7 and rj; obtained from (3.8) for pairwise additivity. This
method of proof is extremely tedious and it would seem that there should be a
simpler geometric argument which will allow the result to be extended recur-
sively to any number of variables that either satisfy (3.8) or are orthogonal for
all pairs. We note that in the 2-variable case illustrated in Figure 3.1 (right),
OYp is the diameter of a circle on which A and B both lie. In the 3-variable
case, all of the points of projection lie on a sphere. Note also that if either
X; or X, but not both, is reflected about OYp, then the two X-vectors are
orthogonal.

This method is still an untried suggestion for reducing the computational
load when there are large numbers of variables from which to select. In prac-
tice, satisfying (3.8) would have to be replaced with approximate satisfaction
of the condition, and limits found for the deviation from perfect additivity of
the regression sums of squares. The author is grateful to Ruben Gabriel for
stimulating discussion of this idea, but leaves it to others to develop further.

3.10 Ridge regression and other alternatives

One technique which has attracted a considerable amount of interest is the
ridge regression technique of Hoerl and Kennard (1970a,b). They suggested
that, using all the available variables, biased estimators, b(d), of the regression
coefficients be obtained using

b(d) = (X'X + dI) ' X'y (3.9)

for a range of positive values of the scalar d. They recommended that the
predictor variables should first be standardized to have zero mean and so that
the sum of squares of elements in any column of X should be one, i.e. that
X’X should be replaced with the correlation matrix. b(d) is then plotted
against d; this plot was termed the ‘ridge trace’. Visual examination of the
trace usually shows some regression coefficients which are ‘stable’, that is,
they only change slowly, and others which either rapidly decrease or change
sign. The latter variables are then deleted.

The basic justification for ridge regression is similar to that for subset se-
lection of trading off bias against variance. For small values of d the amount
of bias may be very small while the reduction in variance is very substantial.
This applies particularly when the SSP-matrix is very ill-conditioned. To un-
derstand what is happening when we use ridge estimation, it is useful to look
at the singular-value decomposition (s.v.d.),

X = U A Vv
nxk nxk kxk kxk

where the columns of U and V' are orthogonal and normalized, that is U'U =
I and V'V =1, and A is a diagonal matrix with the singular values on the

© 2002 by Chapman & Hall/CRC



58 FINDING SUBSETS

diagonal. Then

X'X = V'A%V
In terms of the s.v.d., the biased estimates of the regression coefficients are

b(d) = V(A% + dI)"*'AU'y

with covariance matrix

= *V'(A% + dI)"2A%V

= o*V'diag{\;/(\} + d)*}.V,
where \;, i=1, 2, ..., k are the singular values. The smallest singular values
dominate the variance, but adding d reduces their contribution substantially.
For instance, for Jeffers’ (1967) example on the compressive strength of pit-
props, the singular values range from 2.05 to 0.20 so that for the least-squares

estimator (d = 0), the covariance matrix of the standardized regression coef-
ficients is

0.237
0.421
o Vv,
24.4
25.6
whereas the covariance matrix for the ridge estimators when d = 0.05 is
0.232
0.403
a2V’ V.
4.95
4.02

There has been a substantial amount of literature on the use of ridge regres-
sion (and on other biased estimators) when all k variables are retained. See
for instance Lawless (1978), Hocking et al. (1976), Lawless and Wang (1976),
Hoerl et al. (1975), McDonald and Galerneau (1975), and the references given
in section 1.3. In comparison, little attention has been paid to the idea of using
the ridge trace to reduce the number of variables. We shall see later that the
use of ridge regression and subset selection can not only reduce variance but
can reduce the bias which the selection introduces.

Feiveson (1994) has given two algorithms for performing ridge regression
analyses, particularly for the case in which the number of available predictors
exceeds the number of cases. He uses the normal equations unfortunately and
surprisingly as the paper is published in a numerical analysis journal.

One situation in which ridge regression will not perform well when used for
subset selection is when Y is strongly related to some linear combination of the
predictor variables, such as X; — X5, but has only small correlations with the
individual variables. In the example given in section 3.2, ridge regression leads
to the deletion of both X; and Xs. For this case, the squares of the singular
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values are 1.99999895, 1.0 and 0.00000105. The row of V' corresponding to the
smallest singular value is almost exactly equal to (X3 — X2)/v/2, and once d
exceeds about 107°, the regression coefficient for X3 dominates.

If, instead of defining our biased estimators as in (3.9), we had used

d =01+ dX'X + dI)'X'y,

where the X and Y variables are normalized as before, then as d — oo, the
individual elements of d tend to the regression coefficients which are obtained
if Y is regressed separately against each X-variable one at a time. This means
that ridge regression used as a selection technique tends to select those vari-
ables which both (i) yield regression coefficients with the same signs in single
variable regressions and with all variables in the regression, and (ii) which
show up early in forward selection.
There are two popular choices for the value of d in (3.9). These are

d = ko?/(B3'B) (3.10)
and
d = ko2/R?, (3.11)

where ﬁ is the vector of LS regression coefficients, and o2 is the estimated
residual variance, when the X and Y variables have been scaled to have zero
means and unit standard deviations, and R? is the usual coefficient of deter-
mination for LS regression. If the true values for 0 and 3 are known, then
(3.10) minimizes the mean squared error of 3 (Hoerl et al. 1975). Lawless and
Wang (1976) suggested estimator (3.11). An algorithm for choosing d which
can use either (3.10) or (3.11) has been given by Lee (1987).
Suppose we write « = V3 so that our regression model is

Y = XVa + ¢

where the columns of X V"’ are orthogonal. The ridge estimates of the elements
of o are

2
N o+ d
where &; is the LS estimate. This can be generalized by replacing d with d;.
Hocking et al. (1976) show that the values of d; which minimize either the
mean squared error

Qg

EB - B)(B - B)
or the mean squared error of prediction
E@B - B)X'X(B — P
are given by

di = o?/a?. (3.12)

3

Of course, both 02 and o? will be unknown in practice. If a; is replaced
first with the LS estimate, &;, and then with successive ridge estimates, a;(d;),
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Hemmerle (1975) has shown that these estimates converge to

. _ [0 if 2 < 4 (3.13)
YT {1/2 + (1/4—1/£2)Y/2}6;  otherwise '
where t; = &; / s.e.(&;). That is, t; is the usual t-statistic in a multiple

regression; in this case it is the t-value for the i*" principal component of
X. Thus the application of an iterative ridge regression procedure can be
equivalent to a subset selection procedure applied to principal components,
followed by some shrinkage of the regression coeflicients.

A further ridge estimator of this kind is

*_{0 if 2 <1

% (1 — 1/t?)&; otherwise. (3.14)

K3
This has been proposed by Obenchain (1975), Hemmerle and Brantle (1978),
and Lawless (1978).

If Y is predicted well by a linear combination of a small number of eigenvec-
tors, then these eigenvectors can be regarded as new variables. Unfortunately
though, these eigenvectors are linear combinations of all the variables, which
means that all of the variables will need to be measured to use the predictor.
This may be defeating the purpose of selecting a subset.

3.11 The nonnegative garrote and the lasso

The nonnegative garrote (or nn-garrote) and the lasso (least absolute shrink-
age and selection operator) were introduced about the same time by Breiman
(1995) and Tibshirani (1996), respectively. They both impose a limit on the
sum of absolute values of the regression coefficients, and lower this limit
(tighten the garrote) until some kind of optimum is reached. (N.B. The spelling
used here for garrote is that used in the Breiman paper. Tibshirani uses the
spelling ‘garotte’, and some dictionaries also allow ‘garrotte’.)

Before any method such as this can be used, there must be some thought
about scaling. If for any particular data set, we have some least-squares re-
gression coefficients with values around 100 and others around 0.01, then a
change of, say 1, in the coeflicients in the first set will have very little effect
upon the fit, while a change of the same size for the second set will have a dra-
matic effect. If we find the least-squares fit subject to a constraint on the sum
of the absolute values of the regression coefficients, then the large coefficients
will be shrunk substantially while the small ones will be almost unchanged.
Breiman and Tibshirani use different approaches to this scaling problem.

If the least-squares regression coefficients for the full model are denoted as
bj, j =1, ...,k then the nn-garrote minimizes

i

Z Yi — chbjfﬂij
J
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subject to the constraints

CjZO

Z cg < s
J
for some s. Notice that a different shrinkage factor is being applied to each
coefficient. If k is the number of predictors, including the intercept term if one
is being fitted, then we are only interested in values of s < k.

The method of fitting the garrote employed by Breiman was by adapting
Lawson and Hanson’s (1974) NNLS (nonnegative least squares) code. This
well-known code in Fortran, which can be freely downloaded from the lawson-
hanson directory at http://www.netlib.org, handles the constraint that the
¢j’s most be nonnegative. It does not handle the constraint on the sum of
the ¢;’s. Breiman has made a small package of Fortran subroutines available
for the computations. These can be downloaded as file subgar.f from stat-
ftp.berkeley.edu in directory /pub/user/breiman. In this file it is stated that a
barrier method is used to impose the constraint on the sum of the c;’s.

The method used in the lasso is to first normalize each predictor X; by
subtracting the mean and scaling so that )" 7; = n, where n is the number
of cases. Then the sum:

2

(2

2o\ - DB
J
is minimized subject to the constraint

DB < s
j

for some s. Here, we are interested in values of s which are less than the
sum of absolute values of the least-squares regression coefficients for the same
normalized X-variables.

This can be thought of as a quadratic programming problem with linear
inequality constraints. It has 2F linear constraints:

Br+ P2+ Ps+ .. +0 < s
—Bi+B2+Ps+ .. +0 < s
fr—Be+pB3+ .. +6 < s
—5i—Be+0s+ .. +0k < s
Pr+B2—PFs+ .. +06 < 8

that is, with every combination of signs in front of the 3’s. In practice, it is only
necessary to use a very small number of these constraints. Starting with the
unconstrained least-squares values for the 3’s, the signs in the first constraint
are those of the initial 3’s. As the sum, s, is reduced, more constraints are
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added as the (’s change sign. However, only one of these constraints is active
for any value of s. A carefully coded algorithm can progress from one value of
s to the next lower at which a coefficient 3; is reduced to zero and make sure
that the correct (3;’s are being kept at zero and the correct linear constraint
is being applied.

Public domain source code for constrained least-squares is available from
several sources (mainly in Fortran) for solving such problems. Code avail-
able from netlib includes the Lawson and Hanson code used by Tibshirani,
contained in their book and also in TOMS algorithm 587, routine DQED by
Hanson and Krogh, and routine DGGLSE from Lapack. Software for the com-
plete lasso algorithm is available for the S-plus package from the S-Archive at
statlib, which is at:

http://1lib.stat.cmu.edu
A detailed report on the lasso, Tibshirani (1994), can be downloaded from:
http://www-stat.stanford.edu/ " tibs/research.html

Alternatively, the problem may be considered as one in linear least squares
with just one nonlinear constraint. The ENLSIP package could probably be
used for this approach, though the author has not tried this. ENLSIP is
for nonlinear least-squares fitting with nonlinear equality or inequality con-
straints. The Fortran source code can be downloaded from:

ftp://ftp.cs.umu.se/pub/users/perl/ENLSIP.tar.gz

A report by Wedin and Lindstroem (1988, revised 1993) can be downloaded
from:

http://www.cs.umu.se/ perl/reports/alg.ps.gz

A further alternative algorithm is that proposed by Osborne et al. (2000),
which appears to be very efficient for handling problems with large number
of predictors, particularly for small values of the constrained sum when many
of the regression coefficients have been shrunk to zero values.

The author’s own algorithm for the lasso is described in the appendix to
this chapter.

With both the garrote and the lasso, as s is reduced, most of the regression
coefficients shrink with progressively more being shrunk to zero. Thus the
methods are effectively selecting subsets of the variables. Quite often a few
of the coefficients increase in value initially. The coeflicients cannot change
sign with the garrote; they can with the lasso. Table 3.9 shows the values of s
at which different variables are dropped using the garrote for the POLLUTE
data set, and for the OZONE data set used by Breiman. Notice that when
the predictors are correlated, it is common for more than one variable to drop
out at a time.

As a subset selection procedure, the garrote behaves similarly to backward
elimination. For the POLLUTE data, backward elimination drops variable 14
(sulphur dioxide concentration) fairly early, so does the garrote. This variable
appears in many of the best-fitting subsets.
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Table 3.9 Values of s at which variables are dropped using the garrote

POLLUTE data set OZONE data set
(15 vars. + const.) (44 variables + constant)

s Variable(s) s Variable(s) s Variable(s)
146 11 43.7 12 15.8 8, 38
13.5 15 42.2 10 14.8 41
12.9 10 41.8 16 13.6 42
11.1 7 409 19 12.7 14

9.4 4 39.2 30 11.6 27

9.2 8 36.6 23 10.1 43

85 14 36.3 31 9.5 29

62 3 347 1,2 89 11

57 5 329 6 79 32

49 2,6 29.5 20, 28 7.5 40

4.1 1 284 39 6.6 22

3.0 9 26.5 3,18 6.4 24

1.8 12 25.7 13 53 35

Leaving 244 21,44 4.7 9
13 + const. 23.1 26 3.8 36
214 17 3.1 33
199 25 24 15
184 5 1.9 4
17.6 37 Leaving
7 + const.

This is the first time that the OZONE data set has been used here. The
data consist of 8 basic meteorological variables measured on 330 days in 1976
in Los Angeles, together with one dependent variable, the maximum one-hour
average ozone concentration. The first 8 variables are:

X1: 500 mb height

Xo: wind speed

X3: humidity

X4: surface temperature
X5: inversion height

Xg: pressure gradient

X+7: inversion temperature
Xg: visibility

These variables have been centered and then the 36 remaining variables
have been constructed as squares and interactions in the order: X%, X; X5, X3,
X1X3, XoX3, Xg, ey X82. Each of these constructed variables was centered
before use. (N.B. This data set has been used in a number of publications by
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Table 3.10 Subset selection applied to the OZONE data.

No. Forward selection Backward elimin. Best found
vars. variables (RSS) variables (RSS) variables (RSS)
1 4 (8246.) 7 (9378.) 4 (8246.)
2 4,12 (7165.) 3, 7 (7429.) 4,12 (7165.)
3 4, 5,12 (6387.) 3,7, 32 (6140.) 3,7, 32 (6140.)
4 4, 5,12, 33 (5855.) 3,7, 22, 32 (5664.) 6, 7, 29, 32 (5565.)
5 3,4,5,12, 33 (5466.) 3, 7, 14, 22, 32 (5308.) 6, 7, 22, 29, 32 (5186.)
6 3,4, 5,12, 32, 33 3,7, 14, 22, 29, 32 3,6,7, 22,29, 32
(5221.) (5174.) (5039.)
7 3,4,5,7, 12, 32, 33 3,7, 14, 22, 26, 29, 32 3,6, 7,14, 22, 29, 32
(5118.) (5001.) (4984.)
8 3,4,5, 7,12, 29, 3,4, 7, 14, 22, 26, 3, 4,7, 14, 26, 29,
32, 33 (4986.) 29, 32 (4896.) 32, 33 (4883.)

several authors. The order of the variables is not consistent from one source
to another.)

The results shown in Table 3.9 are from using the full data set. Breiman
used cross-validation, leaving out 10% of the data at a time, to choose the
value of the sum s of the scaling factors for the regression coefficients, and
hence his results are not directly comparable to those here. There will be more
discussion of cross-validation in later chapters.

Table 3.10 shows the subsets of variables picked from the OZONE data
using forward selection and backward elimination, together with the best-
fitting subsets so far found by the author using a range of subset selection
algorithms. For this data, the Efroymson stepwise procedure using F-to-enter
and F-to-drop both equal to 4.0, selected the subset of 7 variables (plus a
constant) numbered 3, 4, 5, 7, 29, 32 and 33 which gives a residual sum of
squares of 4986, which is very close to the best that has been found for a subset
of 7 variables. If we look at the last 8 variables left in by the garrote we see
that they are exactly the same last 8 variables left in by backward elimination.
Note also that variable number 6, which features in many of the best-fitting
subsets, is eliminated fairly early by the garrote. It is also eliminated early by
backward elimination.

Table 3.11 shows the values of the constraint sum, s, at which the variables
are dropped, and in one case reintroduced, for the POLLUTE data set using
the lasso. The value ‘4.43’ shown on the first line of the table is the sum
of absolute values of the regression coefficients for the unconstrained least-
squares fit. For this data set, only one variable was introduced again after it
had been dropped, and none of the regression coefficients changed sign.

Figure 3.2 shows the regression coefficients for 11 out of the 15 predictors,
against the value of s, for the POLLUTE data set using the lasso. We note
that variables numbered 1, 2, 6, 9 and 14 remain in the regression until the
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Table 3.11 Values of s at which variables are dropped (and reintroduced) using the
lasso applied to the POLLUTE data set.

Value Variable Variable Value Variable Variable
of s dropped reintroduced of s dropped reintroduced
4.43 (none) 1.24 7
3.87 11 0.95 8
2.71 15 0.83 2
2.27 13 0.39 1
1.97 4 0.36 14
1.81 12 15 0.17 6
1.68 5 0.00 9
1.63 15
1.60 10
1.29 3
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Figure 3.2 Regression coefficients for most of the standardized variables against the
value, s, of the constraint for the POLLUTE data set using the lasso
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Table 3.12 Tibshirani examples

Example Predictors nonzero f3’s

1 8 3
2 8 8
3 8 1
4 40 20

value of s is very small. These variables appear in nearly all of the best-fitting
subsets containing small numbers of predictors.

The lasso applies its scaling to the X-variables whereas the garrote scales
the regression coefficients. In the physical sciences, it is fairly common to
find that the dependent variable is strongly related to differences between
variables, say to the difference (X7 —X3). In such cases, in using the lasso it will
be sensible to centre and scale (X; — X) rather than the individual variables.
As the differences between the variables will often be an order of magnitude
smaller than the individual centered variables, the regression coefficient of
(X1 — X>) is likely to be very large. As the objective is to shrink the sum of
absolute values of the regression coefficients, the coefficients of such differences
will be shrunk substantially and such variables may be eliminated very early.

A very important aspect of both the garrote and the lasso, which has not
been mentioned so far, is the ‘stopping rule’ or the method of deciding how
much shrinkage to apply. Breiman and Tibshirani consider several methods.
These include cross-validation; that is, the garrote or lasso is applied to most
of the data set, say 80% to 90%, and the remaining 20% to 10% of the data
are predicted. This is repeated many times. The shrinkage factor that yields
the best predictions of the omitted data is then chosen. Another method is
that of the ‘little bootstrap’ in which extra noise is added to the dependant
variable to see how well the predictions fit the noisy values. These topics will
be discussed in more detail in later chapters.

Tibshirani (1996) presents simulation results which compare the garrote, the
lasso, ridge regression, and all-subsets regression with 5-fold cross-validation
used as the stopping rule, together with least-squares fitting of the model
containing all of the predictors. The numbers of predictors in the four examples
were as shown in Table 3.12. In all cases, the predictor variables were positively
correlated. Except for example 2, in which all of the true 8’s were nonzero,
the lasso usually picked too many variables, but nearly always included the
true model. The garrote usually picked smaller models than the lasso. Ridge
regression was best in terms of mean-squared prediction error for examples
2 and 4 but worst for examples 1 and 3. All-subsets regression was worst for
example 2. In terms of mean-squared prediction error, there was not much
difference between the lasso and the garrote.

There have been several extensions and applications in the literature. Fu
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Table 3.13 Florida cloud-seeding data

Date X1 Xo X3 X4 X5 Y
1 July 1971 2.0 0.041 2.70 2 12 0.32
15 July 1971 3.0 0.100 3.40 1 8 1.18
17 July 1973 3.0 0.607 3.60 1 12 1.93
9 Aug. 1973 23.0 0.058 3.60 2 8 2.67
9 Sept. 1973 1.0 0.026 3.55 0 10 0.16
25 June 1975 5.3 0.526 4.35 2 6 6.11
9 July 1975 4.6 0.307 2.30 1 8 0.47
16 July 1975 4.9 0.194 3.35 0 12 4.56
18 July 1975 12.1 0.751 4.85 2 8 6.35
24 July 1975 6.8 0.796 3.95 0 10 5.74
30 July 1975 11.3 0.398 4.00 0 12 4.45
16 Aug. 1975 2.2 0.230 3.80 0 8 1.16
28 Aug. 1975 2.6 0.136 3.15 0 12 0.82
12 Sept. 1975 7.4 0.168 4.65 0 10 0.28

(1998) studied the bridge in which > [3;]” is constrained, for v > 1.y =1
corresponds to the lasso. The bridge had previously been proposed by Frank
and Friedman (1993). Osborne et al. (1998) have used the lasso for knot
selection in fitting splines. The S-Plus code for the lasso at statlib includes
code for fitting generalized linear models and proportional hazards models.

3.12 Some examples
3.12.1 Example 1

The data for this example are from a paper by Biondini et al. (1977). In a
cloud-seeding experiment, daily target rainfalls were measured as the depen-
dent variable. An equation was required for predicting the target rainfall on
the days on which clouds were seeded, by using equations developed from
the data for days on which clouds were not seeded. If seeding affected rain-
fall then the actual rainfalls on the seeded days would be very different from
those predicted. Five variables were available for use, but by including linear,
quadratic and interaction terms, the total number of variables was increased
to 20. There were 58 observations in all, but these included those on seeded
days. Also, the authors decided to subclassify the days according to radar
echoes. Table 3.13 contains the data on the 5 variables and the rainfall for the
largest subclassification of the data which contained 14 observations.

Table 3.14 shows the results obtained by using forward selection, sequential
replacement, and exhaustive search algorithms on this data. The variables Xg
to X20 were, in order, X12 to X52, X1X2, X1X3, X1X4, X1X5, X2X3, X2X4,
Xo X5, XXy, X3X5, X4 X5.

In this case, sequential replacement has only found one subset which fits
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Table 3.14 RSS'’s for subsets of variables for the Florida cloud-seeding data. (Num-
bers in brackets are the numbers of the selected variables)

No. of Forward Sequential Exhaustive
variables selection replacement search
Const. 72.29 72.29 72.29
1 26.87 26.87 26.87
(1,5) (1,5) (1,5)
2 21.56 21.56 21.56
(14,15) (14,15) (14,15)
3 19.49 19.49 12.61

(14,1,5,17) (14,1,5,17) (9,1,7,20)

4 11.98 11.98 11.49

(12,14,15,17) (12,14,15,17)  (9,10,17,20)

5 9.05 8.70 6.61
(6,12,1,4,15,17)  (1,12,1,5,17,19)  (1,2,6,12,15)

better than those found using forward selection. We see that neither forward
selection nor sequential replacement found the subset of variables 9, 17 and
20, which gives a much better fit than variables 14, 15 and 17. In fact, the
five best-fitting subsets of 3 variables (see Table 3.16) all fit much better than
those found by forward selection and sequential replacement.

We note also that the variables numbered from 11 upward involve products
of two different original variables, i.e. they are interactions. The first single
variables selected by forward selection and sequential replacement do not ap-
pear until we reach subsets of 5 variables, and then only variable X7 or its
square; single variables start appearing from subsets of 3 variables in the best
subsets found from the exhaustive search.

How well does the Efroymson algorithm perform? That depends upon the
values used for Fy and F,. If F, is greater than 2.71, it stops with only one
variable selected; that is, variable 15. If F, is between 1.07 and 2.71, then the
2-variable subset of variables 14 and 15 is selected. If F, is less than 1.07, the
algorithm proceeds as for forward selection. To find any of the good subsets of
3 variables, it would need to do some deletion. For instance, after the subset
of variables 14, 15 and 17 has been found, a value of F; greater than 2.74 is
needed to delete variable 14. This would mean that F; > F,, and this results
in indefinite cycling.

Now let us look at the Hoerl and Kennard method. The ridge trace for these
data is shown in Figure 3.3. For this figure, each variable was scaled and shifted
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Table 3.15 Replacement algorithm using random starts, applied to the Florida data

Subset of 3 RSS Fre- Subset of 4 RSS Fre-
variables quency variables quency
9, 17, 20 12.61 41 9,10, 17,20 11.49 41
5,10, 11 16.29 3 5,10, 11,16  11.85 3
14, 15, 17 19.49 52 12, 14, 15, 17  11.98 52
3,8, 11 20.34 4 3,8, 11, 19 17.70 4

so that it had zero mean and unit standard deviation. We will try to apply the
criteria of Hoerl and Kennard, though these were not precisely spelt out in
their paper. They would probably retain variables 3, 8, 12 and 14, which have
consistently large regression coefficients for all values of d. We would certainly
not consider variables 2, 11 or 19, as their regression coeflicients change sign.
There are many subsets of 4 variables which fit much better than variables 3,
8, 12 and 14.

A method which is usually less expensive than the exhaustive search is
that of using a replacement algorithm starting from randomly chosen subsets
of variables. Using 100 random starting subsets of three variables gave the
following frequencies of subsets of three and four variables.

We note that the most frequently occurring stationary subset was not that
which gave the best fit, though in this case the use of random starts has found
the best-fitting subsets of both three and four variables.

So far, we have only looked at the best subsets of each size found by these
various methods. Table 3.16 lists the five best-fitting subsets of each size from
one to five variables. We notice that in most cases there is very little separating
the best from the second or even the fifth-best. In cases such as this, we can
expect very substantial selection bias if we were to calculate the least-squares
regression coefficients. This will be examined in more detail in Chapter 5.

At this stage, we will make only a few minor comments on these results as
the topic of inference is treated in the next chapter. We notice that there is
a very big drop in RSS from fitting a constant to fitting one variable, either
X15 = XoXsor X113 = X1X,, and only a gradual decline after that. This
suggests that we may not be able to do better than use one of these two
variables as the predictor of Y. A further practical comment is that rainfalls
(variable Y is rainfall) have very skew distributions, and it is common practice
to use a transformation such as a cube-root or logarithm. It looks as if such
a transformation would give improved fits in this case.

3.12.2 Example 2

This is the STEAM data set of Chapter 2 (see Table 2.2 for the source). Table
3.17 shows how well forward selection, backward elimination, and sequential
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Figure 3.3 Ridge trace for the CLOUDS data set. Upper figure is for variables X1
to Xio, lower figure for variables X11 to Xoo.
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Table 3.16 Five best-fitting subsets of sizes from one to five variables for the cloud-

seeding data

No. of RSS Variables
variables

1 26.87 15
27.20 11
32.18 2
34.01 7
42.99 17

2 21.56 15, 14
21.81 15,1
22.29 15, 12
22.73 15, 6
23.98 15, 13

3 12.61 9, 17, 20
15.56 2,9, 20
16.12 9, 15, 20
16.29 5,10, 11
17.24 7,9, 20

4 11.49 9, 10, 17, 20
11.63 5,9, 17, 20
11.77 8,9, 17, 20
11.85 5,10, 11, 16
11.97 2,9, 10, 20

5 6.61 1, 2,6, 12, 15
8.12 9,12, 14, 15, 20
8.44 1, 2,12, 13, 15
8.70 1,12,15,17,19
8.82 1, 3,6, 8,13

replacement performed in relation to the best-fitting subsets of each size ob-
tained by exhaustive search. We note that for this data set there are more
observations than variables and backward elimination is feasible.

For this set of data, forward selection, backward elimination and sequential
replacement have all performed fairly well, with sequential replacement having
found the best-fitting subsets of all sizes. We notice that the RSS is almost
constant for three or more variables for the best-fitting subsets of each size.
This suggests that the best predictor is one containing not more than three
variables. The RSS with all 9 variables in the model is 4.87, and this has 15
degrees of freedom. Dividing the RSS by its number of degrees of freedom
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Table 3.17 RSS’s for subsets of variables selected using various procedures for the
STEAM data. (Numbers in brackets are the numbers of the selected variables)

No. of Forward Backward Sequential ~ Exhaustive
variables  selection  elimination replacement search
Const. 63.82 63.82 63.82 63.82
1 18.22 18.22 18.22 18.22
(M (M (7 (M
2 8.93 8.93 8.93 8.93
(1,7 (1,7 (1,7 (1,7)
3 7.68 7.68 7.34 7.34
(1,5,7) (1,5,7) (4,5,7) (4,5,7)
4 6.80 6.93 6.80 6.80
(1747577) (1757779) (1747577) (1747577)
5 6.46 6.54 6.41 6.41

(145,790 (15789  (1,2579)  (1,2,579)

gives a residual variance estimate of 0.32, and this is of the same order of
magnitude as the drops in RSS from three to four variables, and from four
to five variables. If we regressed the least-squares residuals from fitting the
first three variables against a variable which consisted of a column of random
numbers, we would expect a drop in RS'S of about 0.32.

The five best-fitting subsets of one, two, and three variables are shown in
Table 3.18. We see that there is no competition in the case of a single variable,
that there are three close subsets of two variables, and at least five close
subsets of three variables. If least-squares estimates of regression coefficients
were used in a predictor, very little bias would result if the best subset of
either one or two variables were used. There would be bias if the best subset
of three variables were used.

3.12.3 Example 3

The data for this example are for the DETROIT data set (see Table 2.2 for
the source). The data are annual numbers of homicides in Detroit for the years
1961 to 1973, and hence contain 13 observations. As there are 11 predictor
variables available, there is only one degree of freedom left for estimating the
residual variance if a constant is included in the model. Table 3.19 shows the
performance of forward selection, sequential replacement, backward elimina-
tion, and exhaustive search on this data.
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Table 3.18 Five best-fitting subsets of one, two, and three variables for the STEAM
data

No. of RSS  Variables
variables

1 18.22
37.62
45.47
49.46
53.88

0 W Ut

2 8.93
9.63
9.78
15.60
15.99

\Iﬂkul\DCﬂr—t
© =1 ==

3 7.34
7.68
8.61
8.69
8.71

S e e el
= A N oo
0~ ©

In this example, none of the ‘cheap’ methods has performed well, particu-
larly in finding the best-fitting subsets of three and four variables. For larger
subsets, sequential replacement has been successful. Backward elimination
dropped variable number 6 first, and this appears in many of the better-
fitting subsets, while it left in variables 3, 8 and 10, which appear in few of
the best subsets, until a late stage. In the experience of the author, the so-
called ‘cheap’ methods of variable selection usually perform badly when the
ratio of the number of observations to the number of variables is less than or
close to one. In such cases, the best-fitting subset of p variables often does
not contain the best-fitting subset of p — 1 variables; sometimes they have no
variables in common, and methods which add or drop one variable at a time
either cannot find the best-fitting subsets or have difficulty in finding them.
One remarkable feature of this data set is that the first variable selected by
forward selection, variable 6, was the first variable deleted in the backward
elimination.

Table 3.20 shows the five best-fitting subsets of each size up to five variables.
The subsets of three variables look extraordinary. Not merely is the subset of
variables 2, 4, and 11 far superior to any other subset of three variables, but no
subsets of one or two of these three variables appear in the best-fitting subsets
of one or two variables. Variable 2 has the lowest correlation in absolute value
with the dependent variable; this correlation is 0.21, the next smallest is 0.55,
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Table 3.19 RSS'’s for subsets of variables for the DETROIT data set. (Numbers in
brackets are the numbers of the selected variables)

No. of Forward Backward Sequential Exhaustive
vars. selection elimination  replacement search
Const.  3221.8 3221.8 3221.8 3221.8
1 200.0 680.4 200.0 200.0
(6) (11) (6) (6)
2 33.83 134.0 33.83 33.83
(4,6) (4,11) (4,6) (4,6)
3 21.19 23.51 21.19 6.77
(4,6,10) (3,4,11) (4,6,10) (2,4,11)
4 13.32 10.67 13.32 3.79
(1,4,6,10) (3,4,8,11) (1,4,6,10) (2,4,6,11)
5 8.20 8.89 2.62 2.62
(1,2,4,6,10) (3,4,7,8,11) (1,2,4,9,11) (1,2,4,9,11)
6 2.38 6.91 1.37 1.37
(1,2,4,6,10,11) (3,4,7,8,9,11) (1,2,4,6,7,11) (1,2,4,6,7,11)

and most of the others exceed 0.9 in absolute value. The RSS’s for subsets
from these three variables are shown in Table 3.21.

These all compare very unfavourably with the better-fitting subsets of one
and two variables. Is this just a case of remarkable overfitting?

In view of the lack of competition from other subsets, the bias in the re-
gression coeflicients is likely to be very small if this subset of three variables
is used for prediction with least-squares estimates for the parameters. The
three variables in this case are % unemployed (variable 2), number of hand-
gun licences per 100,000 population (variable 4), and average weekly earnings
(variable 11). All three regression coefficients are positive.

3.12.4 FExample 4

The data for this example is the POLLUTE data set (see Table 2.2 for the
source). The dependent variable is an age-adjusted mortality rate per 100,000
population. The data are for 60 Metropolitan Statistical Areas in the United
States. The predictor variables include socioeconomic, meteorological, and
pollution variables.

Table 3.22 shows the subsets of variables selected by forward selection, back-
ward elimination, sequential replacement, and exhaustive search. In this case,
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Table 3.20 Five best-fitting subsets of each size from one to five variables for the
DETROIT data

No. of RSS Variables
variables

1 200.0
2274
264.6
2777
298.3

~N 0O~ O

2 33.83 4,6
44.77 2,7
54.45 1,9
55.49 5,6
62.46 3,8

3 6.77 2
21.19 4,6, 10
23.05 1,4,6
23.51 3,
25.04 4,

4 379 2,4,6
458 1,24
524 2,4, 7,11
541  2,4,9
6.38  2,4,8

5 262 1,249, 11

264 1,2,4,6,11
2.75 1,2,4,7, 11
2.80 2,4,6,7, 11
312 2,4,6,9, 11

Table 3.21 RSS’s for combinations of variables numbered 2, 4, and 11 from the
DETROIT data set

Variable 2 4 11 24 211 4,11
RSS 3080 1522 680 1158 652 134
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Table 3.22 RSS’s for subsets of variables for the POLLUTE data. (Numbers in
brackets are the numbers of the selected variables)

No. of Forward Backward Sequential Exhaustive
vars. selection elimination replacement search
Const. 228308 228308 228308 228308
1 133695 133695 133695 133695
() ) () (9)
2 99841 127803 99841 99841
(6,9) (9,12) (6,9) (6,9)
3 82389 91777 82389 82389
(2,6,9) (9,12,1,3) (2,6,9) (2,6,9)
4 72250 78009 69154 69154
(2,6,9,14) (6,9,12,13) (1,2,9,14) (1,2,9,14)
5 64634 69136 64634 64634

(1,2,6,9,14)  (2,6,9,12,13)  (1,2,6,9,14)  (1,2,6,9,14)

6 60539 64712 60539 60539
(1,2,3,6,9,14)  (2,5,6,9,12,13) (1,2,3,6,9,14) (1,2,3,6,9,14)

which is the only one with substantially more observations than variables,
sequential replacement has found the best-fitting subsets of all sizes, while
forward selection has only failed in the case of the subset of 4 variables where
the subset selected is the second-best of that size. Backward elimination has
performed poorly, having dropped variable 14 from its subset of 10 variables
and of course from all smaller subsets.

In this case, we have a good estimate of the residual variance. The RSS
with all 15 variables and a constant in the model is 53680 which has 44 degrees
of freedom, giving a residual variance estimate of 1220. The drop in RSS from
the best subset of six variables to the best of seven (not shown) is less than
twice the residual variance, suggesting that the best subset for prediction is
of not more than six variables. The drop in RSS from the best subset of five
variables to the best of six is also not very impressive, being less than four
times the residual variance in each case.

From Table 3.23 showing the five best-fitting subsets of each size, we see
that in this case there is one dominant variable, variable number 9. This
variable is the percentage of the population which is nonwhite. Without this
variable, the best fitting subsets are shown in Table 3.24.

These are all inferior to the best subsets including variable 9. Some of
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Table 3.23 Five best-fitting subsets of each size from one to five variables for the
POLLUTE data

No. of RSS Variables
variables

1 133695 9
168696 6
169041 1
186716 7
186896 14

2 99841 6,9
103859 2,9
109203 9, 14
112259 4,9
115541 9, 10

3 82389 2,6,9
83335 1,9, 14
85242 6,9, 14
88543 2,9, 14
88920 6,9, 11

4 69154 1,2,9,14
72250 2,6,9, 14
74666 2,5,6,9
76230 2,6,8,9
76276 1,6,9, 14

5 64634 1,2,6,9, 14
65660 1,2,3,9, 14
66555 1,2,8,9, 14
66837 1,2,9,10, 14
67622 ,4,6,9, 14

Table 3.24 Best-fitting subsets omitting variable 9 (% nonwhite)

Vars. 6 1,14 14,14 14714 124,11,14 123.4,11,14
RSS 168696 115749 102479 92370 87440 81846
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the other variables most frequently selected are annual rainfall (variable 1),
January (2) and July temperatures (3), median number of years of education
(6), and sulphur dioxide concentration (14).

As the values of the RSS’s are relatively close together for subsets of the
same size, it could appear that there is close competition for selection. How-
ever, if we compare the differences between RSS’s with our residual variance
estimate of 1220, we see that only a small number are close.

3.12.5 Example 5

An important example of subset selection is in near-infrared spectroscopy
(NIRS). In this field, absorbances are measured at a large number of evenly-
spaced wavelengths. These absorbances, or usually their logarithms, are used
as the predictor variables, one predictor variable corresponding to each wave-
length.

Hans Thodberg from the Danish Meat Research Institute has made a set
of data publicly available. The Tecator data set, recorded using a Tecator
Infratec Food and Feed Analyser, contains the logarithms to base 10 of ab-
sorbances at 100 wavelengths in the range 850 to 1050nm, of 240 samples
of finely chopped meat. The data may be downloaded from the ‘datasets’
directory at statlib, either by ftp or WWW. The URL is:

http://1ib.stat.cmu.edu/datasets/tecator

The samples are divided into 5 groups as follows.

Group Name Samples
C Training 129
M Monitoring 43
T Testing 43
E1l Extrapolation, fat 8
E2 Extrapolation, protein 17

The objective is to predict moisture, fat and protein content of the meat
from the absorbances. These three quantities were obtained using analytic
chemical techniques for each of the samples, and their values are recorded in
the data set. We will only be looking at the prediction of the percentage of
fat.

Figure 3.4 shows the spectra of —log; of the absorbances against the wave-
length number. The plot is for data set M as it is clearer with only 43 samples,
compared with the 129 samples of data set C. The lines of dots are those of
samples with low fat % (<8%), the long and short dashes are for middle per-
centages of fat (8 to 25%), and the solid lines are for samples with more than
25% fat.

There is no obvious connection between the vertical position of a line and
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Figure 3.4 Spectrum of log-absorbances for Tecator data set C.

the percentage of fat for that sample. Visual inspection shows ‘humps’ between
wavelengths 30 and 50 for most of the samples with high fat.

Various subset selection algorithms were applied to set C of this data. The
residual sums of squares for some of the best-fitting subsets are shown in
Table 3.25. The exhaustive search algorithm has not been used as the number
of subsets to be searched is far too large. For instance, the number of subsets
of 6 variables out of 100 is approximately 1.2 x 10°. Though only a small
fraction of these are actually searched using a branch-and-bound algorithm,
it still proved to be too large a number.

The last column in this table, headed ‘Random, 2-at-a-time’, was obtained
by randomly picking a subset of each size, and then replacing two variables
at a time until no reduction in the residual sum of squares could be obtained.
For each size of subset, 10 replications were done. It is likely that most of the
entries in this column are the minimum RSS’s that would be obtained using
exhaustive searches.

Table 3.25 shows that the replacement algorithms can find very much better
subsets than algorithms that only add or delete a single variable at a time.
Looking at the least-squares regression coefficients helps us understand why
this happens. Let us look at the best-fitting subset of 6 wavelengths. ‘6’ is
selected as there are certain commercial instruments used in near-infrared
spectroscopy (NIRS) which use 6 wavelengths. The wavelengths which give
the minimum RSS of 475.3 and their least-squares regression coefficients are:
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Table 3.25 RSS’s for best-fitting subsets of each size found by various algorithms for
data set C of the Tecator data

No. of  Forward Backward Sequential ~ Sequential Random

vars. selection elimination replacement 2-at-a-time 2-at-a-time

Const. 20514.6 20514.6 20514.6 20514.6 20514.6

1 14067.6 14311.3 14067.6 14067.6 14067.6

2 2982.9 3835.5 2228.2 2228.2 2228.2

3 1402.6 1195.1 1191.0 1156.3 1156.3

4 1145.8 1156.9 833.6 799.7 799.7

5 1022.3 1047.5 711.1 610.5 610.5

6 913.1 910.3 614.3 475.3 475.3

8 852.9 742.7 436.3 417.3 406.2

10 746.4 553.8 348.1 348.1 340.1

12 595.1 462.6 314.2 314.2 295.3

15 531.6 389.3 272.6 253.3 252.8
100 27.6

Wavelength Regression

number coefficient
1 -65.2
31 47558
33 -12745
36 +5524
53 -1900
54 +1628

Thus we have three wavelengths (31, 33 and 36) which are essentially mea-
suring the curvature in part of the spectrum, and two (53 and 54), which are
measuring the slope in another part. Quite often in NIRS, if six wavelengths
are chosen, the best ones are in two groups of three measuring the curva-
ture in two different parts of the spectrum. Adding, deleting, or replacing one
variable at a time rarely finds such subsets.

Principal components have often been used as predictors in NIRS, and other
fields, for instance, in meteorology where they are known as empirical orthog-
onal fields. The Tecator data set includes the first 22 principal components.
Table 3.26 lists the best-fitting subsets of principal components. We note that
the principal components do not appear to be good predictors. It takes 14
principal components to reduce the RSS to a value that can be obtained us-
ing only 6 wavelengths.

Another method of fitting models that has been popular in NIRS is Par-
tial Least Squares (PLS). See, for instance, Martens and Naes (1989), Brown
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Table 3.26 RSS’s for best-fitting subsets of principal components for data set C of
the Tecator data

Size RSS Principal component numbers

1 13119.3 3

2 77153 34

3 27208 134

4 19153 1345

5 1449.7 12345

6 1161.8 123456

8 8684 1234561118

10 6869 1234569111418

12 564.7 12345691114151819

15 4459 123456891011 141516 18
22 378.6

Table 3.27 RSS’s for partial least squares (PLS) for data set C of the Tecator data

Size RSS Size  RSS
1 15561.0 6 1141.9
2 7673.9 8 940.6
3 3431.2 10 746.6
4 2226.4 12 557.5
5 1220.9 15 361.4

(1993), or Helland (1990). At each stage, the direction of steepest descent is
found. This direction can be considered as a variable which is a linear combi-
nation of all of the log-absorbances. The variable to be fitted, fat percentage
in our case, is regressed linearly against this variable. The residuals are calcu-
lated and then another direction of steepest descent is found. Table 3.27 shows
the progressive residual sums of squares (RSS). The performance of PLS in
this example is similar to that of principal components and inferior to that
of using individual wavelengths. In the region of interest, to obtain a similar
RSS to that obtained using the best k individual wavelengths, we need about
double the number of terms in PLS.

In any real life modelling exercise, the search for models which fit well
must always be accompanied by the use of established regression diagnostics.
Figure 3.5 illustrates how closely the least-squares model using 6 wavelengths
fits the C data set, while Figure 3.6 shows the residuals from the fitted line.
The residual for each point is that obtained using the least-squares fit with
that point excluded from the least-squares calculations. Visual examination
of these figures shows evidence of curvature. At the left-hand end, the actual
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Unweighted fit using 6 wavelengths

Data set C
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Figure 3.5 Fitted values for the best-fitting 6 wavelengths for Tecator data set C.

fat percentage is usually lower than the fitted value, and the same can be seen
at the right-hand end. This curvature is highly significant using conventional
significance testing. It is not surprising that the relationship is nonlinear over
such a wide range of fat concentrations; there is no theory to say that the
relationship should be linear.

Let us apply a transformation to adjust for this curvature. We could do
this either by transforming the log-absorbances or the fat concentrations. The
latter is much easier. Let Y be the transformed fat percentage. We need only
a small amount of curvature. A very simple transformation is

Y = Fat + a(Fat — fo)%

Let us choose a and fy to lift the fat percentage by 2% when Fat = 5%, and to
lift it by 6% when Fat = 45%. That is, we want to solve the pair of equations
a(5 — fo)? 2
a(d5— fo)> = 6

By dividing one equation by the other, a is eliminated and the resulting linear
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Unweighted fit using 6 wavelengths
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Figure 3.6 Residuals from the best-fitting 6 wavelengths for Tecator data set C.

equation gives that fo = 19.6. Substitution in either original equation then
yields the value of a =~ 0.01. For simplicity, we will use the transformation

Fat — 20\ 2
10 '

Y = Fat + (

The inverse transformation is simply obtained by solving a quadratic equa-
tion and taking the right root. This turns out to be

Fat = —30 + /500 + 100Y".

This will be needed to model the adjusted fat percentage, Y, and calculate
fitted values for fat percentage from it.

Table 3.28 shows the residual sums of squares obtained for the best-fitting
subsets for the transformed fat percentage. Even though the transformation
has only changed most of the values of fat percentage by one or two percent,
the reduction in the RSS has been appreciable.

If we look again at the least-squares regression coefficients for the best-
fitting subset of 6 wavelengths, we find

© 2002 by Chapman & Hall/CRC



84 FINDING SUBSETS

Table 3.28 RSS’s for best-fitting subsets of wavelengths for data set C of the Tecator
data after transforming fat percentage

Size RSS Size RSS
1 16137.4 6 284.5
2 1785.1 8 218.6
3 729.2 10 198.7
4 437.3 12 168.5
5 345.9 15 142.6

Wavelength Regression

number Coefficient
1 -45.4
31 +6076
33 -10461
36 +4663
52 -583.1
55 +348.8

This subset is almost the same as the last subset, while the regression coef-
ficients have reduced slightly. At first, it appears that the last two regression
coeflicients have shrunk dramatically, but previously we had two consecutive
wavelengths (numbers 53 and 54), whereas now we are estimating the slope
from wavelengths which are 3 apart. The regression coefficients have shrunk
overall and the transformation has had its greatest effect upon the largest and
smallest fat percentages, thus shrinking its range.

The sum of the regression coefficients above (calculated to greater accuracy)
is —1.6. As several of the individual coefficients are in thousands, this is almost
complete cancellation.

We will return to this data set in later chapters. For the moment we will
take a look at how well the model chosen using data set C fits data sets M and
T. Figure 3.7 shows the fit of the 6 and 12 wavelength models to the M and T
data sets, after using a quadratic adjustment to the fat percentages, and then
adjusting back. The regression coefficients were calculated using only the M
data set. The fit using 12 wavelengths is a little better.

3.13 Conclusions and recommendations

It could be argued that the above examples, except for the POLLUTE data
set, are not very typical, having low ratios of numbers of observations to vari-
ables; however, these ratios are fairly representative of the author’s experience
as a consulting statistician. What is perhaps unrepresentative is the low num-
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Figure 3.7 The best-fitting models of 6 and 12 wavelengths to data set C fitted to
Tecator data sets M and T, adjusting for nonlinearity

ber of available predictor variables in these examples. In meteorology, users of
variable-selection procedures often have a choice from more than 100 variables,
while in using infrared spectroscopy as a substitute for chemical analysis, the
author has occasionally encountered examples with over a thousand variables.

In our examples, the ‘cheap’ methods considered, forward selection, back-
ward elimination, and sequential replacement have usually not found all of the
best-fitting subsets and have sometimes fared poorly. Of these three methods,
sequential replacement has been the most successful. A more extensive com-
parison has been made by Berk (1978b) who examined nine published cases,
though all had more observations than variables. In three of the nine cases,
forward selection and backward elimination found the best-fitting subsets of
all sizes. In most other cases, the differences between the RSS’s for the subsets
selected by forward selection and backward elimination and the best subsets
were very small.

An exhaustive search is very time consuming. The following times were
recorded for the four principal procedures considered here on a set of data
from the near-infrared analysis of wool samples. There were 25 variables,
which were reflectances at different wavelengths, and 72 observations. The
best-fitting subsets of 6 variables, plus a constant, were sought and the best 5
subsets of each size were found. The times were on a Cromemco Z-2D micro-
computer based on a Z80A microprocessor. The procedures were used in the
order listed which meant that the subsets found by the first three procedures
were available as initial bounds for the exhaustive search.

When the procedures were repeated with only the single best-fitting subset
of each size being sought, the exhaustive search took 2 hours 28 minutes.
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Forward selection 20 sec.
Backward elimination 113 sec.
Sequential replacement 93 sec.
Exhaustive search 2 hr.45 min.

This is an extreme example. The first three procedures all performed very
badly so that the bounds were of little benefit in cutting down the amount of
computation in the exhaustive search.

In general, if it is feasible to carry out an exhaustive search, then that is
recommended. As the sequential replacement algorithm is fairly fast, it can
always be used first to give some indication of the maximum size of subset
that is likely to be of interest. If there are more observations than variables,
then the RS'S with all of the variables in the model should be calculated first.
This comes out of the orthogonal reduction as the data are input and requires
no additional computation. It is useful as a guide to determine the maximum
size of subset to examine.

It is recommended that several subsets of each size be recorded. The al-
ternative subsets are useful both for testing whether the best-fitting subset
is significantly better than others (see Spj¢tvoll’s test in Chapter 4) or for
finding the subset which may give the best predictions for a specific set of fu-
ture values of the predictor variables (see Chapter 6). The importance of this
and the use of the extra information contained in second-best and subsequent
subsets will become clear in Chapter 5.

When it is not feasible to carry out the exhaustive search, the use of random
starts followed by sequential replacement, or of two-at-a-time replacement, can
be used, though there can be no guarantee of finding the best-fitting subsets.
A further alternative is that of grouping variables which was discussed in
section 3.8 but this requires further research.

In all cases, graphical or other methods should be used to assess the ade-
quacy of the fit obtained. Some suitable methods will be described in Chapter
6. These examinations often uncover patterns in the residuals that may indi-
cate the suitability of using a transformation, or of using some kind of weight-
ing, or of adding extra variables, such as quadratic or interaction terms. Unfor-
tunately, inference becomes almost impossible if the total subset of available
predictors is augmented subjectively in this way.

Appendix A
An algorithm for the Lasso

For the lasso, we want to find values of the regression coefficients, 3;(s), to
minimize

n k
S = Z(% - Zﬂjxij)Q (A1)
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subject to the constraint
k
DBl < s (A.2)
j=1

The X and Y variables have already been standardized so that each column
of X and the vector y have zero mean and standard deviation equal to one.
Basically, the algorithm is as follows:

Start by calculating the unconstrained (OLS) regression coeflicients, and the
sum, sg, of their absolute values. For s < sg, the constraint becomes an
equality constraint. s will be reduced from sy to zero in steps. At each step,
a regression coefficient is reduced to zero. The constraint is enforced between
steps by choosing one of the predictor variables, say number jj, that has a
nonzero value at the end of the previous step, and ‘eliminating’ it. Let J; be
an indicator variable which can take values 41, 0 or -1 according to whether
the value of 3; is positive, zero or negative. Variable number jg is ‘eliminated’
by substituting

k
SjoBjy = 5 — > 0B .
J#jo
Then instead of solving a constrained linear least squares problem, we mini-
mize

k
Z i)’

»
Il
HM:

I
Mz

— > Bimiy — (s — > 88w

i=1 J#Jo J#Jo

This is then an unconstrained linear least-squares problem in one less variable,
with the values y; of the Y-variable replaced with

Yi = 0joSTi,jo
and the values x;; replaced with
Tij — 0jo05ijo-

Notice that the new values of Y are related to s, whereas the new X-
variables are not. Hence the least-squares solution is linear in s, until one
of the regression coefficients is reduced to zero and one or more of the §;’s
changes.

In most cases, when one of the (3;’s is reduced to zero, we just set the
corresponding d; to zero and just drop that variable from the regression using
the methods described in chapter two. There are two cases in which we do
something different. Firstly, the regression coeflicient reduced to zero may be
number jg. In this case, the values of the replaced X and Y variables must be
recalculated. To try to ensure that this does not happen very often, choose j
to be the number of the largest regression coefficient in absolute value.

The other case is more interesting, and that is that in which a variable that
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had been dropped at a higher value of s can be reintroduced. When does this
happen? Suppose we have the solution 3(s) at one value of s (less than sg).
Now let us look at what happens if we change any value of 3; by a small
amount, leaving all of the other §;’s unchanged. This will of course violate
the equality constraint. The rate of change of the sum of squares, S, with
respect to this regression coefficient is

ds "
— = =2 €; L4
dB; ; J

where e; is the i*" residual. Suppose that the numerical value of this is 10
for one variable, and less than 5 in absolute value for all the others. Then a
small change in this regression coefficient is highly desirable. It will reduce the
sum of squares substantially and we can make changes in one or more of the
other regression coefficients to satisfy the equality constraint and still reduce
the sum of squares. This means that between steps at which coefficients are
reduced to zero, the derivatives with respect to all of the nonzero regression
coefficients are exactly equal in absolute value (usually some will be positive,
and some negative). At the values of s at which a regression coefficient is
reduced to zero, we reintroduce a variable if its derivative is greater in absolute
value than the absolute value for the variables still in the model.

The steps can easily be determined. The algorithm starts at s = sg. We try
a moderately large step to say s = sg/2. Several of the regression coefficients
may change sign. As the solutions for the [3;’s change linearly with s, linear
interpolation tells us when the first reaches zero. It may be at say 0.93s, or
perhaps at a value less than s = s¢/2. We move to this value of s, drop and
perhaps reintroduce a variable, then proceed to half of this new value of s.

A simplified version of this algorithm could be used for the garrote. Instead
of centering and scaling the X-variables, each one is multiplied by its least-
squares coefficient when there are no constraints. The 3;’s are then replaced
with the coefficients ¢;. The §;’s are unnecessary as the ¢;’s must be positive
or Zero.
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CHAPTER 4

Hypothesis testing

4.1 Is there any information in the remaining variables?

Suppose that by some method we have already picked p variables, where p
may be zero, out of k variables available to include in our predictor subset.
If the remaining variables contain no further information which is useful for
predicting the response variable, then we should certainly not include any
more. But how do we know when the remaining variables contain no further
information? In general, we do not; we can only apply tests and take gambles
based upon the outcome of those tests.

The simplest such test known to the author is that of augmenting the set
of predictor variables with one or more artificial variables whose values are
produced using a random number generator. When the selection procedure
first picks one of these artificial variables, the procedure is stopped and we
go back to the last subset containing none of the artificial variables. Let us
suppose that we have reached the stage in a selection procedure when there
is no useful information remaining (though we would not know this in a real
case), and that there are 10 remaining variables plus one artificial variable. A
priori the chance that the artificial variable will be selected next is then 1in 11.
Hence it is likely that several useless variables will be added before the artificial
variable is chosen. For this method to be useful and cause the procedure to
stop at about the right place, we need a large number of artificial variables,
say of the same order as the number of real variables. This immediately makes
the idea much less attractive; doubling the number of variables increases the
amount of computation required by a much larger factor.

In Table 4.1, the RSS’s are shown for the five best-fitting subsets of 2,
3, 4 and 5 variables for the four data sets used in examples in section 3.10.
The name ‘CLOUDS’ indicates the cloud-seeding data. The numbers of added
variables were:

CLOUDS 5, STEAM 9, DETROIT 11 and POLLUTE 10.

The values of the artificial variables were obtained using a uniform random
number generator. Except for the DETROIT data set, the artificial variables
indicate that we should stop at three variables. In the case of the DETROIT
data, the separation between the best-fitting and the second-best of four vari-
ables is not large, and it looks doubtful whether the subset of four variables
would have been the best if we had generated more artificial variables. It is
of interest to notice that there is no challenge to the best subset of three
variables for the DETROIT data; a subset on which we commented in sec-

89
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Table 4.1 RSS’s for the five best-fitting subsets of 2, 3, 4 and 5 variables with artifi-
cial variables added; the number of asterisks equals the number of artificial variables
in the subset

No. of Data set
variables CLOUDS STEAM DETROIT POLLUTE

2 21.56 8.93 33.83 99841
21.81 9.63 44.77 103859
22.29 9.78 54.46 109203
22.41 * 15.39 * 55.49 112259
22.42 * 15.60 62.46 115541

3 12.61 7.34 6.77 82389
15.56 7.68 21.19 83335
16.12 7.81 * 23.05 85242
16.29 8.29 * 23.51 87365 *
16.96 * 8.29 * 25.01 * 88543

4 5.80 ** 6.41 ** 3.79 69137 *
6.52 ** 6.72 * 4.08 * 69154
8.25 ** 6.80 4.58 72250
8.25 ** 6.93 5.24 74666
8.32 * 7.02 5.38 * 75607 *

5 3.69 ** 5.91 ** 1.33 * 61545 *
4.08 ** 5.93 * 1.71 * 62494 *
4.09 ** 6.01 * 2.15 * 63285 **
4.28 ** 6.05 *** 2.62 64505 *
4.40 ** 6.11 * 2.64 64549 *

tion 3.10 stood out remarkably. In the case of the STEAM data we must
have some doubts about whether the first two subsets of three variables are
an improvement over the best-fitting subsets of two variables; the next three
subsets containing artificial variables are very close.

We noted in section 3.3 that the widely used ‘F-to-enter’ statistic does not
have an F-distribution or anything remotely like one. However the quantity
is a useful heuristic indicator, and we propose to use it and even to abuse it
by using it to compare RSS’s for different sizes of subsets when the larger
subset does not necessarily contain the smaller one. Let us define

RSS, — RSS,11
RSSpi1/(n—p—1)
where RSS, and RSS,1 are the RSS’s for subsets of p and p + 1 variables,
and n is the number of observations. If the model includes a constant which
has not been counted in the p variables, as is usually the case, then another

1 must be subtracted from the number of degrees of freedom. Comparing
the best subsets of three and four variables in Table 4.1, the values of the

F—to —enter =
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F-to-enter are 10.6 (CLOUDS), 2.9 (STEAM), 6.3 (DETROIT), and 10.5
(POLLUTE) with 9, 20, 8, and 25 degrees of freedom respectively for the
denominators. It is interesting to note that only the third largest of these may
be significant at say the 5% level, though we can only guess at this on the
basis of the previous test using the addition of artificial variables.

An alternative test to the above is that of Forsythe et al. (1973). If the
true model is linear in just p out of the k available predictor variables, these
p variables have been correctly selected and are the first p variables in the
triangular factorization, then the (k—p) projections of the dependent variable,
Y, on the remainder of the space spanned by the X-variables, are uncorrelated
and have variance equal to the residual variance if the true residuals are
uncorrelated and homoscedastic (i.e. they all have the same variance). This is
easily shown as follows. We suppose that

y = XaB + e

where X 4 consists of the first p columns of X, the true residuals in vector €
have zero mean, the same variance, 02, and are uncorrelated, i.e. E(e€’) = oI
where I is an n xn identity matrix with n equal to the number of observations.
Let X g consist of the remaining (k —p) columns of X, and let the orthogonal
reduction of X be

(Xa, XB) = (Qa, QB)R,

where the columns of Q4 and Qp are mutually orthogonal and normalized.
Then we have
Qs ) ( Qs ) ( Q) )
= X -+ €
( )Y = \ap )P 4
_ (1 Qs
- (o)mo+ (& )e

where I is a p X p identity matrix.
The last (k — p) projections are given by

BY = Qe
Then
E(QBy) = 0
and
E(Qpyy' Q) = E(Qpe€'Qp)
’Q5QB
= o°I

)

where I is a (k — p) x (k — p) identity matrix. Notice that there is no need
for the matrix R to be triangular; any orthogonal reduction will suffice. Also
the only distributional assumptions imposed on the true residuals are that
they have finite variance, the same variance for each residual, and that the
residuals are uncorrelated.
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Table 4.2 Numbers of times that the maximum reduction in RSS from adding a
fourth variable was exceeded when the projections for the remaining variables were
permuted

Data set CLOUDS STEAM DETROIT POLLUTE
No. of exceedances 974 847 308 348
(out of 1000)

If we have selected too many variables, but they include all of those in the
true model for Y, then the above results still apply as the model then has
zeroes for some of the elements of 3.

The projections in the last (k — p) positions of @’y can be used to test the
hypothesis that there is no more useful information for predicting Y if we are
prepared to accept that the residuals from the true model are uncorrelated
and homoscedastic. Alternatively, they can be used for testing the properties
of the true residuals if we are satisfied with the selected variables in the model.

Forsythe et al. (1973) suggested a test for the former as follows. First find
the maximum reduction in RSS, which can be obtained by adding one further
variable; call this S,,q,. Then permute the last (k — p) elements of Q’y, each
time calculating the maximum reduction in RSS, which can be achieved by
adding one variable to the p already selected, and counting the number of
times that Sy, is exceeded. This can be done quickly and can easily be
incorporated into a forward selection routine. If the remaining (k—p) variables
contain no further useful information, then S,,,, can be regarded as a random
sample from the distribution of maximum reductions in RSS. Hence, if we
carry out say 1000 permutations, the number of times that S, 4, is exceeded
is equally likely to take any value from 0 to 1000.

This test assumes that the last elements of Q’y are interchangeable, which
requires that they are identically distributed. In general, this will not be true
unless the true residuals have a normal distribution. We have only shown that
the elements have the same first two moments. However, as these elements
are weighted linear combinations of the true but unknown residuals, by the
central limit theorem they will usually have distributions which are close to
normal, particularly if the number of observations is more than say double the
number of variables. Using the elements of @Qp, it is possible, though tedious,
to calculate higher moments for each of the last elements of Q’y, in terms of
the moments of the true residuals. This exercise (or a similar one for least-
squares residuals) shows that orthogonal reduction (or least-squares fitting)
is very effective in making residuals look normal even when the true residuals
are very nonnormal.

The above test has a disadvantage in that the significance level depends
upon the order of occurrence of the last (k — p) variables. It will not usually
be practical to use all (k — p)! permutations of these variables.

Table 4.2 shows the results obtained using the four sets of data used in the
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examples in section 3.10. In each case, the best-fitting subset of three variables
was used for the subset of selected variables. These results support the belief
that there is no further useful information in the remaining variables in these
data sets. The high number of exceedances for the cloud-seeding data suggests
that there may have already been some overfitting in selecting the subset of
three variables.

In the case of the POLLUTE data set, the best single variable to add to
the first three does not give the best-fitting subset of four variables. The best-
fitting subset of three variables consists of variables 2, 6 and 9, which give an
RSS = 82389. Adding variable 14 reduces the RSS to 72250, but the subset
of variables 1, 2, 9 and 14 gives an RSS = 69154. As the residual variance
estimate with all 15 variables included is 1220, the difference of 3096 between
these two RSS’s is relatively large for two subsets of the same size.

It is possible for the remaining variables to contain a pair of variables which
together substantially improve the prediction of Y, but which are of very little
value separately. This would not be detected by the Forsythe permutation test,
though a ‘two-variables-at-a-time’ version of the test could be carried out if
this were suspected. The test as presented by Forsythe et al. is probably
better to use as a ‘carry on’ rule rather than as a ‘stopping’ rule as in the case
when S, 4, is only exceeded a small number of times, the remaining variables
most probably contain additional information, whereas when the number of
exceedances is larger, the situation is uncertain.

One important feature of this permutation test is that it can be used when
the number of variables exceeds the number of observations, which is precisely
the situation for which it was devised.

When there are more observations than variables, there is information in
the residual variation that is not used by the Forsythe permutation test. A
similar test is to use the maximum F-to-enter. Thus, after p variables have
been selected, the maximum F-to-enter is found for the remaining (k — p)
variables. It is not difficult to write down the form of the distribution of this
maximum F-to-enter, making the usual assumptions that the true residuals
are independently and identically normally distributed, plus the added as-
sumption that the selected p variables represent the true relationship; i.e. we
have not already overfitted by adding one or more variables, which by chance
had moderately high correlations with the variable to be predicted. This dis-
tribution depends upon the values of the X-variables so that it is not feasible
to tabulate it except perhaps for the case in which the X-variables are uncor-
related. However, the distribution can easily be simulated for the particular
data set at hand by using a random normal generator for the last (k — p)
projections and a random gamma generator for the residual sum of squares
with all the variables in the model. The F-to-enter statistic is dimensionless,
so it is not necessary to estimate the residual variance, the random projections
can have unit variance and the sum of squares of residuals can be sampled
from a chi-squared distribution without applying any scaling. However, such a
test proves only whether a single variable can significantly reduce the residual
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Table 4.3 Lack-of-fit statistic after fitting the best-fitting subsets of three variables

(Degs. = degrees, Num. = Numerator, Denom. = Denominator)
Data set No. of variables  Degs. of freedom  Lack-of-
in subset Num. Denom. fit F
CLOUDS 3 10 0 n.a.
STEAM 3 6 15 1.27
DETROIT 3 8 1 9.30
POLLUTE 3 12 44 1.96

sum of squares, and will again fail to detect cases where two or more variables
collectively can produce a significant reduction. The author can supply a For-
tran routine for such a test, but it was not thought to have sufficient value to
include here.

A simple alternative to the F-to-enter test is one often called the lack-of-fit
test. If we have n observations and have fitted a linear model containing p out
of k variables, plus a constant, then the difference in RSS between fitting the
p variables and fitting all k£ variables, RSS, — RSS}, can be compared with
RSSj; giving the lack-of-fit statistic

(RSS, — RSSk)/(k —p)

lack — of — fit F =
ack o RSSy/(n—k—1)

Table 4.3 shows values of the lack-of-fit statistic after fitting three variables
for each of our four examples. If the subset of three variables had been chosen a
priori, the usual conditions of independence, constant variance, and normality
are satisfied, and there is no useful information in the remaining variables, then
the lack-of-fit statistic is sampled from an F-distribution with the numbers
of degrees of freedom shown in the table. None of these values is significant
at the 5% level, though for the POLLUTE data set is very close, it is at
the 5.3% point in the tail of its F-distribution. The value of the lack-of-fit
statistic for the DETROIT data set is large, but it needs to be much larger
to become significant as there is only one degree of freedom for the residual
sum of squares with all 11 variables in the model.

A further statistic which can be used to test for no further information
is the coefficient of determination, R%. This has usually been employed to
test whether there is any predictive power in any of the variables. R? can be
defined as

R*> = 1 — RSS,/RSS,

provided that a constant has been included in the model as the first variable,
so that RSS; is the sum of squares of Y about its mean. There is some
ambiguity in the definition of R? when a constant is not fitted. Sometimes
the definition above is used, in which case negative values are possible, while
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the total sum of squares of values of the variable is sometimes used instead of
RSS;.

The distribution of R? has been tabulated for a number of cases in which
the response variable, Y, is normally distributed and independent of the X-
variables. Diehr and Hoflin (1974), Lawrence et al. (1975), and McIntyre et al.
(1983) have generated the distribution of R? using Monte Carlo methods for
subset selection using respectively exhaustive search and forward selection, for
uncorrelated normally distributed X-variables. Zurndorfer and Glahn (1977),
and Rencher and Pun (1980) have also looked at the case of correlated X-
variables using forward selection and the Efroymson algorithm, respectively.
It is clear from both of these last two studies that the value of R? tends to
be higher when the X-variables are uncorrelated. Table 4.4 shows the values
of the average and upper 95% points of the distribution of R?, denoted by
R? and R3;, obtained by Rencher and Pun for the case of uncorrelated X-
variables. The number of X-variables, p, does not include the constant term
which was fitted. Rencher and Pun do not state the values used for the F-
to-enter and F-to-delete parameters in deriving their tables, but do say that
they were reduced when necessary to force the required number of variables
into subsets. The 95%-points of R? found by Diehr and Hoflin tend to be
somewhat higher than those found by Rencher and Pun, but this is to be
expected as they used exhaustive search as their selection procedure.

Tables similar to Table 4.4 have also been produced by Wilkinson and Dallal
(1981) for R? for the case of forward selection, except that their tables are in
terms of the number of available variables and the value used for F-to-enter.

The values of R? for the best-fitting subsets of three variables for our four
examples are given in Table 4.5. From Table 4.4, we see that the values of
R? for the STEAM, DETROIT, and POLLUTE data sets are all significant
at the 5% level. For the CLOUDS data, interpolation between four entries is
necessary. It appears that the value of R? may be just short of the 5% point,
though the tables are for the Efroymson algorithm, not for an exhaustive
search.

Zirphile (1975) attempted to use extreme-value theory to derive the dis-
tribution of R2. He makes the false assumption that the values of R? for
the kC’p different subsets of p variables out of k are uncorrelated, and uses
a normal distribution to approximate the distribution of R? for a randomly
chosen subset of variables. The distribution of R? for a random subset when
the Y-variable is uncorrelated with the X-variables is a beta distribution with

1 z
prOb(R2 < Z) = m/o ta71(1 — t)bildt,

where a = p/2, b= (n—p—1)/2if a constant has been included in the model
but not counted in the p variables. Using the beta distribution and fitting
constants to their tables, Rencher and Pun obtained the following formula for
the upper 100(1 —+)% point of the distribution of the maximum R? using the
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Table 4.4 Values of the average and upper 95% points of the distribution of R*
for subsets selected using Efroymson’s algorithm (n = sample size, k = number of
available uncorrelated predictor variables)

Number of variables in selected subset

p=2 p=4 p=©6 p=28 p=10

n k R} R R: R3 R: R3;  R: Ris  RZ R

5 5 .784 981
10 .900 .991
20 .952 995

10 5 421 665 .540 .851
10 567 .822 .778 955 .894 991
20 .691 .877 912 983 .984 2999 997 1.000
40 791 907  .965 991 .996 1.000 .999  1.000

20 10 .299 510 423 658 488 726
20 391 .562  .585 771 .701 .858  .786 920
40 469 618 700 .819 .835 920 916 969 963 989

30 10 .202 .337 .285 451 .326 .b11
20 264 .388 .405 .546 .496 .648 561 716
40 331 456 .514 .640 .639 759 733 846 .803 .901

40 10 .147 260 .206 .339 .233 374
20 203 319 .309 .445 .376 527 424 .583
40 251  .349 397 .507 502 626  .584 704  .651 .775

50 30 .184 267 .291 .397 .367 484 424 559 469 .612
40 .201 .288 .324 432 413 526 481 598 .B37 657

60 30 .157 .229 .247 341 312 425 .360 479 398 523
40 169 249 272 372 .348 457 406 515 454 569

Reproduced with permission from Technometrics.
Copyright 1980 by the American Statistical Association. All rights reserved.

Table 4.5 Values of R? for the best-fitting subsets of three variables

Data set n k p R?
CLOUDS 14 20 3 .826
STEAM 25 9 3 .885
DETROIT 13 11 3 .998
POLLUTE 60 15 3 .639
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Efroymson algorithm as

2 _ 1.8N-%4 -1
R, = [1 + log,v(log, N) ] F=2 (), (4.1)

where N =F C),, and F~!(y) is the value of z such that prob(R? < z) = 7.

Values of F~1(y) can be obtained from tables of the incomplete beta func-
tion, or from tables of the F-distribution as follows. Writing Reg, to denote
the regression sum of squares on p variables, we have

R?* = Reg,/(Reg, + RSS,).

Write
Reg,/p
RSS,/(n—p—1)
as the usual variance ratio for testing the significance of the subset of p vari-
ables if it had been chosen a priori. Then

R* = p/lp + (n—p-1)F]. (4.2)

Thus, the value of R? such that prob(R? < z) = v can be calculated from
the value of F, with p and (n — p — 1) degrees of freedom for the numerator
and denominator, respectively, such that the upper tail area is 7. As the
reciprocal of a variance ratio also has an F-distribution but with the degrees
of freedom interchanged, because of the way in which the F-distribution is
usually tabulated, we use the tables with (n —p—1) and p degrees of freedom
for numerator and denominator, respectively, and then take the reciprocal of
the F-value read from the tables. The upper limit on R? is then obtained by
substitution in (4.2), and then into (4.1).

In the case of the CLOUDS data set the above method gives R3; = 0.878
which means that our value is not significant at the 5% level. Bearing in mind
that the Rencher and Pun formula is for the Efroymson algorithm whereas
we found the subset using an exhaustive search, our value for R? is even less
significant.

F =

4.2 TIs one subset better than another?

In the first section of this chapter, we looked at ways of testing the hypothesis
that 8,41, ..., Bx = 0, where these 3’s are the regression coefficients of the
variables which have not been selected. In some cases, these tests were of
dubious value as they required that a subset had been selected a priori even
though the test is almost always applied using the same data as was used
to select the subset. Those tests only tested whether one subset was better
than another, in some sense, when one subset was completely contained in
the other.

What is meant by saying that one subset is better than another? There
are many possible answers. One is that used by Spjétvoll (1972a), and this is
equivalent to that used by Borowiak (1981). One subset is considered better
than another if the regression sum of squares of the expected values of Y
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upon the subset of X-variables is larger for that subset; Borowiak used the
complementary residual sum of squares. However, unlike Borowiak and most
other workers, Spjétvoll did not make the assumption that the linear model
in one of the two subsets was the true model.

Let us suppose that y = X3 + €, where the residuals, ¢, are independently
and identically normally distributed with zero mean and unknown variance
o?. That is, if we use all of the available predictor variables, then we have the
true model, though an unknown number of the 3’s may be zero. Then if we
denote the least-squares estimate of vector 3 by B, we have from standard
theory

P{(B-B)X'X(B~P) < ks*Fapn-i} = 1-0, (4.3)
where s? is the sample estimate of the residual variance with all k& variables
in the model; that is, s> = RSSy/(n—k), and F, k n—k is the upper a-point
(i.e. the tail area = «) of the F-distribution with k and (n — k) degrees of
freedom for the numerator and denominator respectively. If the linear model
including all of our predictor variables is not the true model, then the equality
in (4.3) should be replaced with ‘>’. Spj@tvoll refers readers to pages 136-137
of Scheffe (1959) for a method of proof of this statement.

Let X7, X5 be two subsets of variables we want to compare, with p; and ps
variables, respectively. For subset X; the fitted values of Y for given values of
the X-variables using the least-squares fitted relationship are given by

= Xifi
= X;(X!X:) ' Xy
If the expected values of Y are denoted by 1 then the sum of squares of

deviations of the fitted values from the expected Y-values for a future set of
data with the same values given for the X-variables is

M~ Xu(X[X) X!+ o) — Xa(X!X:) " X!(n+ €]
= ' — 2 Xa(XIX) T X+ €) + (n+e) Xu(XIXs) ' XI(n+e),
which has expected value
= n'n — W X(X!X;) ' Xin + o’trace[X; (X[ X;) T X!, (4.4)

We note that as trace(AB) = trace(BA), it can be shown that the trace
above has value p;, provided that the columns of X; have full rank.

Spjgtvoll suggested that the quantity n’X;(X}X;)"' X/n be used as the
measure of goodness of fit of a regression function, with larger values denoting
a better fit. Replacing nn with X3, we want then to make inferences about
the difference

B'X'[X1(X1X1) ' X] — Xo(X}Xo) ' X}XB = B'CB (4.5)

which is a quadratic form in the unknown 3.
Now if the condition on the left-hand side of (4.3) is satisfied then we can
find absolute values for the maximum and minimum of (4.5) as the condition
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means that 3 must be within the specified closeness of the known ﬁ Only a
summary of the results will be given here, more technical detail is given in
appendix 4A. Alternatively, the reader can refer to Spjgtvoll’s paper, but this
contains a large number of printing errors and the notation differs slightly
from ours.

Let P be a matrix such that both

P'X'XP =1 (4.6)
P'CP = D, (4.7)
where D is a diagonal matrix. Such a matrix always exists, as will be clear
from the method for finding P given in Appendix 4A. Let v = P~13 and

4 = P~183 . (N.B. Spjétvoll shows P’ instead of P~ which is not the same
in general). The condition (4.3) is now

prob.{(y = 4)'(y = %) < ks’F} = 1-q,
while the quadratic form in (4.5) is now just >_ d;g?, where d;, 7; are the i
elements of D and -, respectively. If the inequality on the left-hand side of
(4.3) is satisfied, then
A < B'CB < Ay,

where )
dii
A = —_ _ ks*F
= oS8 - )
di5i®
Ay = b L ks*F
2 < b—dl + S )a
where a = —min(min d;, Amin), b = maz(maz d;, Amaz), and Apin, Amaz
are the minimum and maximum roots of
di5i® 2
——— = ks‘F 4.8
S s = ke @5)

except that A; = 0 if all of the d;’s are > 0 and 3, 42 < ks*F, and
Ao =0 if all of the d;’s are < 0 and Zdi;éo '?iz < ks?F. These results follow
from Forsythe and Golub (1965), or Spj¢tvoll (1972b). As the left-hand side
of (4.2.6) tends to +oo from both sides as A approaches the positive d;’s, and
—oo for the negative d;’s, it is easy to see from a plot of (4.8) that Ay, is
a little smaller than the smallest positive d;. Similarly, A\,q. is a little larger
than the largest d;. Any reasonable iterative method finds A, and Apax
very easily.

If A; and Ay are both greater than zero, then subset X; is significantly
better than subset X5 at the level used to obtain the value used for F'. If the
final term in (4.4) had been included somehow in the quadratic form B'Cg,
then we would have been able to conclude that subset X; gave significantly
better predictions for the particular X-values used. It does not appear to be
easy to do this, though a crude adjustment is simply to add s?(ps — p1) to
both A; and A, as though s? were a perfect, noise-free estimate of o2.
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A particularly attractive feature of Spj¢tvoll’s method is that it gives si-
multaneous confidence limits and/or significance tests for any number of com-
parisons based upon the same data set. If the condition on the left-hand side
of (4.3) is satisfied, and note that this condition is unrelated to the subsets
being compared, then all of the confidence or significance statements based
upon calculated values of A; and A, are simultaneously true.

A special case of the Spjotvoll test is that in which one subset is completely
contained in the other. This is the case, for instance, in both forward selection
and backward elimination, and in carrying out the lack-of-fit test in which one
‘subset’ consists of all k available predictors. It is readily shown (see Appendix
4A), that the d;’s corresponding to variables that are common to both subsets
are equal to zero, as are those corresponding to variables that are in neither
subset. Thus if there are py variables common to both subsets, (k—p1 —p2+po)
of the d;’s are equal to zero. If subset X5 is completely contained in subset
X1, in which case ps = pg, then the remaining (p; — p2) values of d; are all
equal to +1, and the corresponding ~;’s are just the projections of Y on the
(p1 — p2) X-variables in X1, but not X», after making them orthogonal to the
po common variables. (Conversely, if X; is contained in X5, then there are
(p2 — p1) values of d; equal to —1, all other d;’s being equal to zero.) In this
case, (4.8) becomes

1=N7"2Y 9° = ks’F,

so that Apmaz and Apin = 1 £+ (30 42 /ks?F)z. Now S di4;? is the difference
in RSS between fitting subsets X; and X5. In this case, it simplifies to > '?1-2.
Denote this difference by ARS.S, then

A1 = max[0, {ARSS? — (ks*F)%}?]

Ay = {ARSS? + (ks’F)7}2.

Hence, subset X; (the one with more variables) is significantly better than
X, if Ay > 0; that is, if ARSS is greater than ks?F. If it had been decided
a priori to compare subsets X; and Xs, then the usual test would have been
to compute the variance ratio ARSS/(p; — p2) divided by s2. Subset X
would then have been deemed significantly better if ARSS were greater than
(p1 — p2)s®F. The replacement of (p; — p2) by k in the required difference in
residual sums of squares, ARS\S, is an indication of the degree of conservatism
in the Spj¢tvoll test.

This special case of Spj¢tvoll’s test has also been derived, using different
arguments, by Aitkin (1974), McCabe (1978), and Tarone (1976). Borowiak
(1981) appears to have derived a similar result for the case in which the
residual variance is assumed to be known.

The argument used by Aitkin is as follows. If we had decided, a priori, that
we wanted to compare subset Xo with the full model containing all of the
variables in X, then we would have used the likelihood-ratio test which gives
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the variance ratio statistic:
(RSS, — RSSy)/(k — p)
RSSk/(n - k) ’

where the counts of variables (p and k) include one degree of freedom for
a constant if one is included in the models. Under the null hypothesis that
none of the (k — p) variables excluded from X5 is in the ‘true’ model, this
quantity is distributed as F'(k — p, n— k), subject of course to assumptions of
independence, normality, and homoscedacity of the residuals from the model.
Aitkin then considers the statistic:

U(Xy) = (k—p)F. (4.10)

F =

(4.9)

The maximum value of U for all possible subsets (but including a constant)
is then

RSS; — RSSy
Um(l(l? = S5oo . -
RSSy/(n — k)
Hence, a simultaneous 100a% test for all hypotheses B, = 0 for all subsets
X5 is obtained by testing that
UX3) = (k — )F(a, k=1, n—k). (4.11)

Subsets satisfying (4.11) are called R?-adequate sets. Aitkin expresses (4.9)
in terms of R? instead of the residual sums of squares, and hence (4.10) can
also be so expressed.

The term ‘minimal adequate sets’ is given to subsets which satisfy (4.11)
but which are such that if any variable is removed from the subset, it fails
to satisfy the condition. Edwards and Havranek (1987) give an algorithm for
deriving minimal adequate sets.

4.2.1 Applications of Spjotvoll’s method

Spjotvoll’s method was applied to the best subsets found for the STEAM, DE-
TROIT, and POLLUTE data sets. Table 4.6 shows some of the comparisons
for the STEAM data set. From this table, we see that the best-fitting subsets
of two variables are significantly better than the best-fitting single variable
(number 7) at the 5% level, but that adding further variables produces no
further improvement. Referring back to table 3.16, we might anticipate that
subsets (4,7) and (7,9) might be significantly worse than the best-three of
three variables because of the big difference in RS.\S, but this is not so.

Notice that though we have obtained 90% and 98% confidence levels, we
are quoting 5% and 1% significance levels. As the subsets that are being
compared have been selected conditional upon their position among the best-
fitting subsets, we know that a significant difference can occur in only one
tail, and that tail is known before carrying out the test. It is appropriate then
that a single-tail test is used.

The comparisons among the single variables in Table 4.6 are interesting. At
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Table 4.6 Spjotvoll’s upper and lower confidence limits for the difference in regres-
ston sums of squares (or in RSS) for selected subset comparisons for the STEAM
data set

Subset Subset Diff. in RSS a-level Ay Ao
X1 Xo Sub. 2 - Sub. 1 (%)
7 6 19.4 10 3.0 40.7
2 -1.1 47.1
7 5 27.25 10 -8.8 69.0
7 3 31.2 10 7.1 63.7
2 1.3 73.4
7 8 35.7 10 10.5 70.5
2 4.8 81.0
7 1,7 -9.3 10 -31.7  -0.21
2 -39.5 0
7 5,7 -8.6 10 -30.4 -0.12
2 -38.1 0
7 2,7 8.4 10 -30.1 -0.10
2 -37.7 0
7 4,7 -2.6 10 -17.7 0
7 7,9 -2.2 10 -16.7 0
1,7 5,7 0.7 10 -13.6  15.5
1,7 2,7 0.9 10 -5.1 7.5
1,7 4,7 6.7 10 -7.8 27.0
1,7 7.9 7.1 10 34 245
1,7 4,5,7 1.6 10 -151 108
1,7 1,5,7 -1.2 10 -13.7 0
1,7 1,3,5,7,8,9 -3.6 10 -20.1 0

Table 4.7 Correlations with variable X7 of some of the other predictors for the
STEAM data set

Variable XG X5 X3 Xs
Correlation -0.86 -0.21 -0.62 -0.54
Range 37.7 77.8 56.6 60.0

the 5% level, variable 7 fits significantly better than the second, fourth and
fifth-best, but not the third-best. This is a situation which will often occur. If
there are high correlations, positive or negative, between the variables in the
two subsets, they span almost the same space and the upper and lower limits
are relatively close together. In this case, the correlations between variable 7
and the others in the best five, together with the range between upper and
lower 90% limits, are as shown in Table 4.7.

In the case of the DETROIT data set, the values of F' are from the dis-
tribution with 12 degrees of freedom for the numerator but only 1 degree of
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Table 4.8 Spjotvoll’s upper and lower confidence limits for the difference in regres-
ston sums of squares (or in RSS) for selected subset comparisons for the DETROIT
data

Subset Subset Diff. in RSS a-level Aq Ao
X1 Xo Sub. 2 — Sub. 1 (%)
6 1 27 10 -176 231
6 9 65 10 -347 476
6 8 78 10 -337 495
6 7 98 10 -317 517
6 4,6 -166 10 -440 23
2 —2858 0
46 2,7 11 10 -143 250
4.6 1,9 21 10 -135 181
4,6 4.5 22 10 -94 148
4,6 3,8 29 10 ~152 210
4,6 2,4,11 —27 10 ~148 90
2,4,11 4,6,10 14 10 93 132
46 1,246,711 32 10 ~190 0
24,11  1,2,4,6,7,11 -5 10 ~109 0

freedom for the denominator. The 10% and 2% points in the tail are at 60.7
and 1526 respectively. If we had one year’s data more, then these values would
be down to 9.41 and 49.4. The huge confidence ellipsoids for the regression
coefficients are reflected in the big differences between the upper and lower
limits, A; and As. Table 4.8 shows the results of a few comparisons of subsets
for this data set. Only one of the comparisons in this table yields a significant
difference; subset (4,6) fits significantly better at the 5% level than variable 6
alone.

For the POLLUTE data set, there was a moderately large number of degrees
of freedom (44) for the residual variance so that much closer confidence limits
and more powerful tests are possible. No significant differences at the 5% level
were found when comparing subsets of the same size using only the five best-
fitting subsets of each size as listed in Table 3.21. In most practical cases,
more subsets of each size should be retained; the number was limited to five
here to keep down the amount of space consumed by these tables. Table 4.9
shows only the comparisons between the best-fitting subsets of each size.

In Table 4.9, we see that the subset of two variables, 6 and 9, fits just
significantly better at the 5% level than variable 9 alone. The upper limit of
—32 for this comparison is extremely small as the residual variance estimate
for these data is 1220. In view of the term in (4.4), which was left out of the
quadratic form used for the comparison of pairs of subsets, we cannot infer
that the subset (6,9) will yield better predictions.
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Table 4.9 Spjotvoll’s upper and lower confidence limits for the difference in regres-
ston sums of squares (or in RSS) for selected subset comparisons for the POLLUTE
data

Subset Subset Diff. in RSS a-level A Ao
X1 Xo Sub. 2 — Sub. 1 (%)
9 6,9 34,000 10 131,000 32
2 —-153,000 0
6,9 2,6,9 ~17,000 10 ~96,000 0
6,9 1,2,9,14 31,000 10 134,000 51,000
6,9 1,2,6,9,14 -35,000 10 —134,000 -86
2 -156,000 0
69  1,2,3,6,9,14 39,000 10 142,000 395
2 —-164,000 0
2,6,9 1,2,3,6,9,14 92,000 10 106,000 0

Code in Fortran for implementing Spj¢tvoll’s test is in Applied Statistics
algorithm AS 273 (Miller (1992a)).

4.2.2 Using other confidence ellipsoids

Spj¢tvoll has pointed out that in applying his method, the confidence ellipsoid
(4.3) that was used as the starting point can be shrunk by reducing it with
one in a smaller number of variables. For instance, if certain variables, such as
the dummy variable representing the constant in the model, are to be forced
into all models, then those variables can be removed from X and (. If this
leaves k* variables, then ks2Fa,k,n_k should be replaced with k*s2Fa,k*,n_k.
It must be emphasized that ellipsoids of the form (4.3), but for subsets of
variables, are only valid if those subsets had been determined a priori; they
are not valid if, for instance, they include only those variables which appear
in certain best-fitting subsets, as the least-squares estimates of the regression
coefficients are then biased estimates of the coefficients for that subset (see
Chapter 6 for a detailed discussion of selection bias).

To assist in appreciating the difference between these confidence regions,
Figure 4.1 shows a hypothetical confidence ellipse for two regression coef-
ficients, f; and [, and the confidence limits for the same confidence level
for one of the coefficients. If the two X-variables have been standardized to
have unit standard deviation, and the X’X-matrix, excluding the rows and
columns for the constant in the model is:

(11
p 1

then the elliptical confidence regions are given by

22 + 2pxy + 2 < 25°F
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Figure 4.1 Confidence ellipse and confidence limits for a hypothetical case.

where © = (81 — 31), y = (B2 — 32), 52 is the usual residual variance
estimate with v degrees of freedom, and F' is the appropriate percentage point
of the F-distribution with 2 and v degrees of freedom respectively for the
numerator and denominator. The most extreme points on the ellipses are
then
i £ (8°/(1=p*)E.2F)F,

compared with the corresponding confidence limits (i.e. for individual regres-
sion coefficients) which are:

i = (/1 = ),
where t is the appropriate percentage point from the t-distribution. For mod-
erately large numbers of degrees of freedom, t ~ 2 and F' ~ 3 so that the
ratio of ranges of regression coefficients in this case (i.e. for two coefficients)
is about 1.22:1.

In general, by reducing the number of 3’s, the ranges of those remaining is
reduced but at the expense of allowing infinite ranges for the (’s omitted.

Goodness-of-fit outside the calibration region

Unless there is sound scientific justification for a model, it is always haz-
ardous to attempt to use it with estimated coefficients outside the range over
which it may have been found to fit tolerably well. If we have sufficient trust in
the linear model, which includes all of the predictor variables, then Spj¢tvoll’s
method may be used to test whether one subset of variables can be expected
to perform better than another in any specified region of the X-space. Let
Z be an m x k array of values of the X-variables for which predictions are
required. Then, proceeding as before, we have that the sum of squares of de-
viations of the expected values of the dependent variable from those predicted
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using subset X;, is
(2B — Zi(X[Xo) ' X[(XB+e)'[ZB8 — Zi(X]X:) ' X[(XB +e),

where Z; refers to the values in Z for the subset of variables in X;. The
equivalent goodness-of-fit measure to that used earlier is then

B'-22'Z;(X!X;) ' XX + X'Xi(X!X:) ' Z!Z,(X!X,;) " X1 X]B.

The new matrix C' is the difference between the value of the expression inside
the square brackets for subsets X; and X5. A small amount of simplifica-
tion results by replacing the various X and Z matrices by their orthogonal
reductions.

Finally in this chapter, we must emphasize that the methods described here
will usually eliminate some subsets from consideration but will rarely leave
a single subset which is indisputably the best. We must also emphasize that
satisfying a significance test and providing good predictions are not synony-
mous.

Appendix A
Spjotvoll’s method, detailed description

In applying Spj¢tvoll’s method, we want to find maximum and minimum
values of the quadratic form

B X[ X1(X]X1) ' X — Xo(XXo) ' XYXB = B/CB,
(4.5)

subject to B being close to the known vector of least-squares estimates B,
where the degree of closeness is such that

(ﬁ - B)/X,X(/B - B) < k32Fa,k,n—k-

The subscripts on F will be dropped. We will assume that X’X is of full
rank. First, we attempt to find a matrix P such that

P'X'XP =1
(4.6)
and
P'CP = D,
(4.7)

where D is a diagonal matrix. If we can do this, then we have transformed the
problem into that of finding the maximum and minimum of /D~ subject to

(v =) (v=4) < ks’F,

where v = P~13, and 4 = P~18.
First, let us form the Cholesky factorization, X’X = R’'R, where R is an
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upper-triangular matrix, though at this stage any nonsingular factorization
will suffice. Then P = R™! satisfies (4.6). Now let us find a matrix V' whose
columns are the normalized eigenvectors of R™TCR™!; that is, V satisfies

V(R-TCR™Y)W = D,

where V'V = I and D is a diagonal matrix with the eigenvalues of R"TC R~
on its diagonal. The matrix P = R™1V then satisfies (4.6) and (4.7). We have
then that 4 = V/R3. If R were taken as the Cholesky factor of X’X, then
Rp3 is just the vector of projections of the dependent variable on the space
spanned by the X’s and so would normally be calculated in any least-squares
calculations using orthogonal reduction.

In calculating the eigenstructure of the matrix R~TCR™1, it is convenient
to order the variables as follows (the order is not that used by Spj¢tvoll):
1. The pg variables which are common to both X; and Xo.
2. The (p1 — po) variables in X7 but not in Xs.
3. The (p2 — po) variables in X5 but not in Xj.
4. The remaining (k — p1 — p2 + po) variables in neither X; nor Xs.

In practice, some of the above groups will often be empty.
Then we form the orthogonal reduction

X = QR

Ry,
Ri2 Ro2
= (@Q2 Qe Qi Ry Ry R

Ris R4 Rss Raa,
where the columns of the Q are orthonormal; that is, @’Q = I. The columns
of @Q are of length n equal to the number of observations and R is upper
triangular with k& rows and columns. In practice, this orthogonal reduction
will usually be obtained from another orthogonal reduction by re-arranging
the order of variables.

Now we can write

R R
X1 = (@1, Qz)( H R;z )
Ri1 Ras
X2 = (Q1, Q2, Q3) R33
Rg33

This gives us an upper-triangular factorization for X5, which is simply the
first p; rows and columns of R. Unfortunately, it does not give us anything
simple for the factorization of X5. However, by the use of planar rotations
again, we can obtain a triangular factorization for Xo. Let Py be a product
of the planar rotations thus required. Then Py has the form:

(I P P,
PO_( P3 P4)’
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where I has pg rows and columns, Py, P have (p2 — pg) rows, Ps, P, have
(p1 — po) rows, and it will later be convenient to split the columns so that
P;, Ps have (p1 — po) columns, and of course, PJPy = I. Then

Ri1 Ris
X2 = (Q1, Q2, Q3)PiPy Ra3
R33

Ry1 Ris

= (Q1, Q3, Q3) R33

0

_ « [ Bi1 Ras
- (le Q3) ( R§3 ) .
The matrix Py can be formed while @2 is being forced out of the orthogonal
reduction, by applying the same planar rotations to another matrix which is
initially an identity matrix with (p1 — po) + (p2 — po) rows and columns.
We then find that the matrix of which we want the eigenstructure can be
written as

R TCR™! =
I 0 I 0
0 I I 0 0 O _ 0 A I 0 0 O
0 0 0 I 0O 0 B 0 A B o)
0 0 0 0
where ,
(5) - (&)=
B Q5 3
But

@~ @ v ( 7} )

and hence (A’, B’) = (P], Py).

In the general case, the matrix R~TCR™! will have py rows of zeroes at
the top and (k — p1 — p2 + po) rows of zeroes at the bottom, and has a zero
eigenvalue for each such row. We are left then to find the eigenstructure of
the inner matrix:

I 0 P/ _ I-P/P —P/P, o i}
We notice that Po Py = I (as well as P{ Py = I) and hence Py P} + PP, = I.
Using this, we find that

g2 _ (I-PP 0
0 PP, )’

which means that the (p; — pg) columns on the left-hand side of Z are orthog-
onal to the last (p2 — po) columns.
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Now the eigenvalues of Z satisfy |Z —dI| = 0 or

’ (1-d)I-P/P —P/P, ‘

— PP, —ppy,—ar | =°

As the determinant of the product of two matrices equals the product of the
determinants, we can multiply (Z — dI) by any other matrix, being careful
not to introduce any more zeroes, and the determinant will still be zero. A
convenient matrix to use is Z. Multiplying on the right by Z gives

(1-d)I-P/P,  dPP,

AP} P, 1+dpp, | =

This matrix consists of the blocks of Z multiplied by different scalars. We
now multiply on the right by

1 dP] P,
0 1-apPpP, )’
noting that in the process we introduce (pa — pg) roots equal to 1, then the
top right-hand side block is transformed to a matrix of zeroes, and we can
write
(1 —=d)P7P°|I — P{Py|.|Py[(1 — d3)I — P, P]|P;| = 0.
If the eigenvalues of Py Py are \;, i =1, ..., p2 — po, then

di = +(1-))7.

Our present equation has (p1 — po) + 2(p2 — po) roots, of which (ps — po) equal
to 1 were introduced. In general then, if p; > po, there will be (p; — pa) of
the d;’s equal to +1 and (p2 — po) pairs of d;’s with opposite signs, while if
p1 < pe there will be (pa — p1) of the d;’s equal to —1 and (p; — po) pairs of
d;’s with opposite signs.

The above theory gives a method for calculating the eigenvalues of Z but
not its eigenvectors. The eigenvalues and eigenvectors of Z could be found
using any routine for symmetric matrices. This would not utilize the special
form of Z. Also, though there are very accurate and efficient routines for
calculating eigenvalues, they do not necessarily return accurate eigenvectors
(see, for instance Wilkinson and Reinsch (1971), page 193). An algorithm for
symmetric matrices that is particularly attractive when the eigenvectors are
needed is the JK-algorithm of Kaiser (1972). In this, planar rotations are
applied to the columns of Z to make them orthogonal. The lengths of the
columns are then equal to the modulii of the eigenvalues. In this case, we
know that many of the columns are initially orthogonal so that the number
of planar rotations is greatly reduced. The JK-algorithm actually finds the
eigenvalues and eigenvectors of the square of the matrix of interest. As we
know that many of the eigenvalues occur in pairs, the signs of the eigenvalues
present no problem. However, when a matrix has multiple eigenvalues, the
eigenvectors corresponding to the multiple values are free to range over a
hyperplane with dimension equal to the multiplicity. In our case, if 1 and x5
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are different eigenvectors corresponding to a double eigenvalue of Z2, then any
linear combination of 1 and x is also an eigenvector. However, Z does not in
general have multiple eigenvalues, so that having found an orthogonal pair x4
and xq, the right linear combinations must be taken to obtain the eigenvectors
of Z. This can be done by solving the eigen-equation ZV = V D for pairs of
columns at a time, where the matrix V' of the columns of eigenvectors is
known to have pairs of columns of the form (czy — sx2) and (sz1 + cx2)
where ¢ + 52 = 1.
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CHAPTER 5

When to stop?

5.1 What criterion should we use?

There are many criteria being used in deciding how many variables to include.
These can be broadly divided into three classes, namely,

e Prediction criteria
e Likelihood or information criteria
e Maximizing Bayesian posterior probabilities.

The emphasis in this book is upon prediction rather than upon finding the
‘right” model, and hence there is far more material here on prediction than on
likelihood criteria. Bayesian methods will be treated later in Chapter 7.

Under prediction criteria, we first look at the mean squared error of predic-
tion (M SEP) for the case in which the same values of the X-variables will be
used for prediction as those in the data used for model construction. This is
sometimes known as the fixed model or X-fixed case. The principal criterion
used here is Mallows’ C}, and variants of it. We look in detail at the case in
which the X-predictors are orthogonal. Though this case is not common in
practice, with most data being from observational studies rather than from
designed experiments, it is useful to examine this case for the insights that it
gives into the biases that occur in more general cases.

The random model or X-random case assumes that future cases for which
predictions will be required will come from the same multivariate normal
population as that of the data used for model construction.

The section on prediction criteria concludes with a review of some of the
applications of cross-validation to model building. The basic idea here is that
part of the data is used for model selection, and the remainder is used for
validation. We start with the PRES'S statistic, which uses leave-one-out cross-
validation, and uses the model chosen using the full data set. We then look at
leaving out, say n, cases at the time, selecting a model or a number of models
that fit the remaining (n — n,) cases well, then finding how well the model or
models fit the n, validation cases. This is repeated many times for different
random samples of n, cases out of the n.

Under likelihood and other criteria, including the minimum description
length (MDL), we look at the Akaike Information Criterion (AIC) and varia-
tions of it such as the Bayesian Information Criterion (BIC) and others.

In the appendix at the end of this chapter, some of the criteria are roughly
equated to F-to-enter criteria.

111
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5.2 Prediction criteria

Suppose we want to minimize prediction errors in some sense, e.g. by mini-
mizing the mean squared error of prediction, then a larger subset will often
be appropriate than for the case in which there is to be a trade-off between
the future cost of measuring more predictors and the prediction accuracy
achieved.

The choice of subset, as well as the size of subset, will also depend upon the
region of the X-space in which we wish to predict. A fairly common situation
is one in which one variable, say X;, is expected to vary or be varied in
future over a wider range than in the past. If the range of values of X; in
the calibration sample was very small, then the influence of that variable may
have been so small that the selection procedure(s) failed to select it. In such
circumstances, it may be desirable to force the variable into the model.

Typically, we would like to minimize with respect to the size of subset, p, a
sum of the kind

N k k R 2 k

IX8 - XpBpl3 = v — Y LBy | + D Cil; (5.1)
i=1 \j=1 j=1 j=1

where I; = 1 if the 4t variable is in the subset, and = 0 otherwise, C;

is the cost of measuring the jth variable, where the matrix X = {z;;} of
values of the predictor variables is specified, as is the method of obtaining the
estimated regression coefficients, Bj, and N is the number of future values to
be predicted.

As the future values of x;; for which predictions will be required are often
not known, the matrix X is often taken to be identical with the observation
matrix, or to be the multivariate normal distribution with covariance matrix
equal to the sample covariance matrix for the calibration sample. This some-
times leads to some simple analytic results, provided that unbiased estimates
are available for the 3;’s.

There are few examples in the literature of the use of any other assumed
future values for the predictor variables, other than Galpin and Hawkins (1982,
1986). They demonstrate that different subsets should be chosen for different
ranges of future X-values, though their derivation neglects the bias in the
parameter estimates that results from the selection process.

Consider one future prediction for which « is the vector of values of the
k predictors. The variance of the predictor #’3, where 3 is the vector of
least-squares (LS) regression coefficients, is

o’z (X' X) ta,
where ¢2 is the residual variance with all of the predictors in the model.
If we take the gamble of ignoring the biases due to the selection process

and assume the same residual variance for selected subsets, then we could
minimize this quadratic form, substituting the appropriate subsets for X and
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x to find a suitable subset for prediction at &. An algorithm for minimizing
such quadratic forms has been given by Ridout (1988). Despite the biases,
this could be used to indicate a possible subset for future prediction.

The representation (5.1) can also be used when the objective is to estimate
the regression coefficients. This can be treated as equivalent to estimating
X 3 when each row of X contains zeroes in all except one position. Other X-
matrices can similarly be constructed if the purpose is to estimate contrasts.
For the simplest contrasts, each row of X contains one element equal to +1,
one element equal to —1, and the remainder equal to zero.

Unfortunately, almost all of the available theory assumes that we have un-
biased least-squares estimates (i.e. no selection bias) of the regression coef-
ficients. This would apply if separate, independent data are used for model
selection and for estimation. For instance, Bendel and Afifi (1977) appear at
first glance to have solved the common problem of the choice of stopping
rule using LS regression coefficients for the case of one data set for both se-
lection and estimation until one notices the requirement that “the subset is
selected without reference to the regression sample”. In the derivations of
mean squared error of prediction (MSEP), which follow later in this chapter,
we shall see that in many practical cases, the minimum M SEP is obtained
by using all of the available predictors, i.e. with no selection, if no correction
is made for competition bias in selection.

The basic criterion we will use will be that of minimizing the M SEP, but
it will be shown that in practice this often yields the same results as using
either a false F-to-enter criterion, or a likelihood criterion such as the Akaike
Information Criterion.

5.2.1 Mean squared errors of prediction (MSEP)

We will consider two models for the predictor variables which Thompson
(1978) described as the fixed and random models:

(a) Fized model

The values of the X variables are fixed or controllable, as, for instance, when
the data are from a controlled experiment.

(b) Random model
The X variables are random variables. This type of model is relevant to ob-
servational data when the X variables cannot be controlled.

Calculations of the M SEP often use the same actual values of the X vari-
ables as in the calibration data. This effectively treats them as fixed variables
even if they are not. The M SEP is higher for the case of random X variables.

In many practical cases using observational data, there will be a mixture of
fixed and random variables. For instance, in studies of ozone concentration in
the atmosphere, some of the predictors could be season, day of the week, time
of day, location, all of which will be known, i.e. fixed variables, while other
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predictors, such as meteorological variables and concentrations of pollutants
such as nitric oxides and hydrocarbons, will be random variables.

5.2.2 MSEP for the fized model

Let X o denote the n x p matrix consisting of the p columns of X for the
p selected variables. If the prediction equation is to contain a constant or
intercept term, one of these columns will be a column of 1’s. For convenience,
it will be assumed that the columns of X have been ordered so that the first
p are those for the selected variables. Let X be partitioned as

X = (XA7 XB)a

where X p is an n X (k — p) matrix, and let ba be the vector of least-squares
(LS) regression coefficients, where

ba = (X4 Xa) ' Xy,
Let @ be one vector of values of the predictors for which we want to predict

Y, and let gj(«) denote the predicted value using the LS regression coefficients,
ie.

g(x) = x/4ba.
If the true relationship between Y and the X variables is
y=XB + ¢

where the residuals, €, have zero mean and variance o2, then the prediction
error is

g(x) — '8 = x’;ba — ='B (5.2)
where ' = (24, x5), i.e. it includes the values of the other (k—p) predictors
that were not selected. The prediction error given by (5.2) can be regarded as
having the following components:

1. a sampling error in b4,

2. a bias in b4, the selection bias, if the same data were used both to select
the model and to estimate the regression coefficients, and

3. a bias due to the omission of the other (k — p) predictors.
If there is no selection bias, which would be the case if independent data
had been used to select the model, then
E(ba) = ~a, say

= (X, Xa) ' X4XP

— (X, Xa)'X,(Xa, XB) ( gz )

= Ba + (X4 Xa) 'X, XB0BB; (5.3)
that is, B4 is augmented by the regression of XgB3p on the p selected vari-
ables.
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Now let us rewrite the prediction error (5.2) using (5.3) above as:

y(x) —2'8 = x4{[ba— E(ba)]l + [E(ba) —va] + [va — Bal}
- w;;ﬁB
= 2{(1) + (2) + (X4 Xa)"' X4, X0} - #'Bp
= 2, {(1) + (2) }+ [@( X, Xa) ' X, X — 2588
= 2, {1+ @)} + ©),

where the messy expression for (3) is for the projection of the Y variable on
that part of the X p predictors which is orthogonal to X 4.
The expected squared error of prediction is then

Blyj(x) -2’8 = a,{V(ba) + [E(ba) —yal[E(ba) —va]}za
+ (omission bias)?
= a/,{V(ba) + (sel.bias)(sel.bias)'}xa

+ (omission bias)?, (5.4)

where ‘sel.bias’ denotes the selection bias, and V(b4 ) is the covariance matrix
of the p elements of ba about their (biased) expected values.

Note that equation (5.4) still holds if b4 has been estimated using a method
other than least squares.

To derive the MSEP from (5.4), we need to supply a set of x-vectors over
which to average. A simple, well-known result can be obtained if we make the
following choice of x-vectors and the following assumptions about b4:

1. The future x-vectors will be the same as those in the X-matrix used for
the estimation of the regression coefficients.

2. There is no selection bias.
3. V(bA) = 02(X:4XA)_1.

The second and third conditions apply for LS regression coefficients when
the subset has been chosen independently of the data used for the estimation
of bA.

Subject to these conditions, we have

E(RSS,) = Z(omission bias)? + (n—p)o?, (5.5)

4
i=1

where (omission bias); is the bias in estimating the i*" observation caused
by omitting the (k — p) predictors. We can obtain an estimate of the sum of
squares of these omission biases if we replace the left-hand side of (5.5) with
the sample RSS,. Note that when the same data are used for both selection
and estimation, the sample value of RSS, is liable to be artificially low for
the selected subset.

Now we need to find the sum of the /,V(ba)x a terms in (5.4). That is,
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we need to calculate .
o? Z $;(X:4XA)7lmi7
i=1
where &/ is the it" row of X 4. By examining which terms are being multiplied,
we see that this is the sum of diagonal elements, i.e. the trace of a matrix
product, and that

o> (X Xa) s

=1

o? trace{ X a (X, Xa) ' X%}

= o trace{(X, Xa) ' X, X4}
= o trace{Ipxp}
po. (5.6)
It is assumed that X', X 4 is of full rank (why select a subset with redundant

variables?). Here we have used the property that for any pair of matrices P,
Q) with appropriate dimensions,

trace PQ = trace QP.

Finally, summing the terms (5.4) over the n future observations and using
(5.5) and (5.6), we have that the sum of squared errors

~ po® + RSS, — (n—p)o® (5.7)
= RSS, — (n—2p)o?. (5.8)

If we divide through by o2, we obtain the well-known Mallows’ C,, statistic
(Mallows, 1973):

RSS
C, = = L — (n—2p). (5.9)
In practice, o2 is replaced with the unbiased estimate
52 _ RSSy
(n—k)’

that is, the residual variance for the full model.
The mean squared error of prediction (MSEP) is defined as

By — g(z))%
where y is a future value of the Y-variable. As we have so far been looking
at differences between j(x) and its expected value, we must now add on an
extra term for the future difference between the expected value and the actual
value. Hence the M SEP is obtained from (5.8) by dividing through by n and

then adding an extra o2. Finally, for the fixed-variables model with unbiased
LS-estimates of regression coefficients,

MSEP =~ (RSS, + 2po?)/n. (5.10)

Minimizing Mallows’ C),, has been widely used as a criterion in subset se-
lection despite the requirement for unbiased regression coefficients. Most of
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the applications have been to situations with predictors that are random vari-
ables, whereas the derivation requires that the X’s be fixed or controllable
variables.

Mallows himself warns that minimizing C, can lead to the selection of a
subset which gives an M SEP, using LS regression coefficients, which is much
worse than if there were no selection at all and all predictors are used. His
demonstration uses k orthogonal predictors; a similar derivation follows. First
though, we present a shorter, simpler derivation of the M SEP and hence of
Mallows’ C),, based upon an orthogonal projection approach.

Write an orthogonal reduction of X as

X = (Xa, XB)
- (Qa. QB)< fia %‘BB )

where Q 4, Qp are orthogonal matrices, and R4, Rp are upper triangular
(though R ap is not). Let the vector of orthogonal projections be

(& )v- ()

with expected values T4, Tp for the vectors t4, tp. The LS-regression coef-
ficients for the selected variables are obtained by solving

Raba = ta.

Hence the prediction errors, if our future X is exactly the same as the X used
for estimation, are given by

XB — Xaba = QRB — QaRaba
= Q1 — Qata.

Hence, because of the orthogonality of the columns of @, the sum of squared
errors

= E(XB — Xaba)(XB — Xaba)

p k
Zvar tai + Z This (5.11)
i=1

1=p+1

where t4;, Tp; are the it" elements of t4 and T respectively. As

k
E(RSS,) = Z 3, + (n—p)o?,
i=p+1

2

and the projections t4; have variance ¢, we have that the sum of squared

errors
= po® + E(RSS,) — (n—p)o°.

Replacing the expected value of RSS, with its sample value gives formula

(5.8).
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Modifications of Mallows’ Cp,

Let us look in a little more detail at the components of equation (5.7). This
quantity is an estimate of the total squared error of prediction (T'SEP) of the
response variable, Y, for n cases with the same values of the X variables as
in the calibration data.

TSEP =po* + RSS, — (n—p)o?,
and after substituting 62 = RSSy./(n — k), we have an estimated T'SEP:
TSEP = ps®> + RSS, — (n—p)s*

Now split RSS, into two parts comprising the regression sum of squares on
the (k — p) rejected predictors and the residual with all k predictors in the
model; that is,

TSEP = p&*> + (RSS,— RSSy) — (p— k)o>
+ RSS, — (n—k)5?

= pé? + (RSS,— RSSy) — (p—k)o? (5.12)

The first term above, pG2, is contributed by the uncertainty in the regression
coefficients, and neglects the bias in these coefficients that is introduced by
the variable selection process. At the present time, we have very little idea
of the size of these biases or of how to reduce them. There is more on this
subject in the next chapter. In many cases, this quantity should be several
times larger.

The remainder of 5.12 is an estimate of the squared error due to omitting
the last (k — p) variables. It will usually be too small, and in many cases will
be negative, which seems strange for the estimate of a squared quantity. We
have that

k
RSS, —RSS,= Y 1,
1=p+1

that is, it is the sum of squares of the last (k — p) projections. Notice that

E(t]) =7 + o
where the 7;’s are the expected values of the projections. Hence RSS, —
RSSk — (p — k)o? is an estimate of Zf:p_u 72, and it is this estimate which
is often negative.

Instead of trying to obtain an unbiased estimated of this regression sum
of squares, which is what Mallows did, let us look at trying to minimize
the squared error loss. We will do this by separately shrinking each squared
projection in turn.

Suppose that the i*" projection, ¢;, has an unknown expected value equal
to 7;, and variance o2. Let C; be the shrinkage factor, between 0 and 1, then
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Table 5.1 Shrinkage of projections applied to the STEAM data

Const X7 X5 X4 X4 X5 X3 Xs Xs Xo

t; 4712 -6.75 293 1.51 0.74 -0.51 -0.33 -0.41 -0.72 -0.93
VvCit; 4710 -6.63 2.69 1.17 0.39 -0.21 -0.10 -0.14 -0.38 -0.57

the squared error loss is
E(Cit? — 17)? = C¥ (1} 4+ 6720% + 30*) — 2Cit2 (12 +02) + T}

where the ‘3’ on the right-hand side is the kurtosis for the normal distribution.
The value of C; which minimizes this is

(72 /0?)? + (77/0?)
GZ/oE + 6(r2/0%) + 3
Unfortunately, this involves the unknown 7;. Let us simply substitute the value
of t;. Substituting for o2 as well, we obtain our estimate of each 77 as

(t2/6%)? + (7/6%)
(t7/6%)% + 6(t7/62) + 3’
The above shrinkage factor was derived in Miller (2000).

Our modified C), is then obtained by dividing the estimated total sum of
squares by 62 giving

C; =

(5.13)

72 =12 (5.14)

k

Modified C, = p + »_ Ci(t/5%). (5.15)

p+1
Let us look at this shrinkage method applied to the STEAM data. We have
seen that variables numbered 4, 5 and 7 seem to provide a good fit to the
data. Let us put these three variables at the start, together with the constant
term. Table 5.1 shows the projections with the variables in the order shown.
The residual sum of squares with all 9 predictors in the model is 4.869 with
15 degrees of freedom, giving an estimate of the residual variance of 4.869/15
= 0.3246. The residual standard deviation is the square root of this, or about
0.57, which has units of pounds of steam. We see that none of the last six
projections is large (say more than double) compared with this estimate of o.
The last row of Table 5.1 shows the projections after applying the shrinkage
just described. As the shrinkage factors, C;, apply to the squared projections,
the projections in the table have been scaled by +/C;. We see that there is
very little shrinkage of the large projections. A Taylor series expansion shows
that for large ¢, the shrinkage of ¢? is by approximately 502, while for small

t2, the shrinkage is to approximately ¢}/(302).
Figure 5.1 shows Mallows’ C,, and the modified C, calculated using (5.15)
for all subsets of variables from the STEAM data, but truncated at 40. If we
look at the smallest values of C}, and the modified C,, we see that Mallows’
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Figure 5.1 Mallows’ Cp and a modified C), for subsets of the STEAM data.

Table 5.2 Demonstration of the range of values of the modified C), over the order of
the rejected variables, using the STEAM data

p Selected Mallows’ Modified
variables Cp Cp

2 7 35.14 (26.27, 33.06)
3 17 8.51 (7.53, 9.73)
4 457 5.62 (5.94, 6.64)
5 1457 5.96 (6.50, 7.16)
6 12579 6.75 (7.23, 7.37)
7 135789 5.41 (7.16, 7.18)
8 1345789 6.71 (8.07, 8.08)

C)p reaches a low value at p = 4, and then fluctuates about this level and has
its minimum at p = 7, whereas the modified C}, starts to climb slowly from
its minimum at p = 4. At p = k (10 for the STEAM data), that is, when all
of the variables are included, both C}, and the modified form are equal to p.
The value of the modified C, cannot fall below p, whereas Mallows’ C), often

does. The broken line in both parts of Figure 5.1 is C), = p.

The values of the projections depend upon the order of the variables. Thus,
the value of this modified C}, depends upon the order of the rejected variables.
Table 5.2 shows the range of values of the modified ), over all combinations
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Table 5.3 Demonstration of the range of values of the modified Cp, over the order of
the rejected variables, using the POLLUTE data

p  Selected Mallows’ Modified
variables Cp Cp

2 9 53.59 (38.67, 50.63)
3 69 23.70 (20.83, 28.14)
4 269 15.53 (13.07, 16.67)
5 12914 6.68 (8.22, 9.83)
6 126914 4.98 (8.11, 9.23)
7T 1236914 6.71 (8.21, 8.97)
8 12356914 7.42 ( 8.70, 8.97)
9 16914 942  (9.63, 9.89)

10 1-691213 11.33 (
11 1-6891213 12.81 (
12 1-6 89 12-14 14.28 (12.01, 12.01
13 1-912-14 13.65 (

of the rejected variables, using the STEAM data set. Notice that the range
rapidly decreases as p increases.

Table 5.3 shows similar results for the POLLUTE data set. In this case,
Mallows’ C}, shows a clear minimum at p = 6 (constant + five variables),
whereas the modified ), shows very little difference between p = 5, 6 or 7.

The above modification to Mallows’ C), is not very satisfactory because of
its dependence upon the order of the omitted variables. It has been included
here in the hope that it will stimulate further research.

Apart from a scaling factor, o2, the problem of estimating > 77 for the
omitted variables is the same as that of estimating the non-centrality param-
eter of the non-central chi-squared distribution with k& —p degrees of freedom.
This could be done using maximum likelihood, see e.g. Anderson (1981) and
Spruill (1986). This is feasible but messy, involving an iterative solution to an
equation requiring the calculation of modified Bessel functions.

Further alternatives have been suggested by Neff and Strawderman (1976),
but only for the case in which our (k — p) is at least 5. A simple alternative
is to estimate Y77 as (RSS, — RSSk) — (k — p)6? when this is positive,
and zero otherwise. Numerical results contained in Saxena and Alam (1982)
show that in terms of mean squared error, this is a better estimate than the
maximum likelihood estimator over a wide range of numbers of degrees of
freedom and values of the noncentrality parameter. Using this estimator, our
modified Mallows’ C), estimator becomes

. RSS, — RSS,
C, = (2p—k) + max <ka, (k—p)), (5.16)

If this C} is used for the STEAM data, the only change to the left-hand part
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of Figure 5.1 is that those points that lie below the broken line C}, = p are
pulled up to that line.

A further modifications to Mallows’ C, has been suggested by Gilmour
(1996). In each of the versions of C,, above, we need an estimate of 1/02, not
of o2. If we use 6% = RSSi/(n — k), then the expected value of its reciprocal
is (n—k)/(n—k—2) x 1/02. Thus, Gilmour suggests that the term in 1/0? in
the expression for C, should be reduced by multiplying by (n—k—2)/(n—k).
This of course requires that (n —k —2) > 0.

In general, the expected value of a nonlinear function of 62 will not be an
unbiased estimate of the same function of 0. One important case is in the
estimation of a population standard deviation, in which case,

Sum of squares
Deg. of freedom — 0.5

is approximately unbiased. (This can be derived using a Taylor series expan-
sion.)

A further variation on Mallows’ C}, has been proposed by Ronchetti and
Staudte (1994) for use in robust regression.

Further discussion of Mallows’ Cp,

Mallows (1995) derived the asymptotic form of the curve of minimum C,
plotted against p when the predictors are orthogonal. He assumes that all of
the true regression coeflicients, the 3’s, are nonzero, or equivalently that all of
the 7’s are nonzero, but that some of them, k¥’ out of the k, are ‘small’. He lets
k and ¥/ — oo as the sample size, n — oo, then assumes either that the small
(’s are uniformly distributed between —7 and 7 with density A = k'/(27), or
that they are normally distributed with zero mean and standard deviation 7/,
giving a density at zero of A = k/(7'/v/2m). Using either density, he derives
the asymptotic form

_.\3
% - 2(k—p),

for k — k' < p < k. This approximates the shape of the relationship observed
in practice, with a suitable value for the unknown parameter .

Gilmour (1996) suggested that instead of minimizing C), hypothesis testing
should be applied to the differences between consecutive smallest values of Cp,
or rather between successive values of his slightly modified C,,. Let us suppose
that the model with p parameters with the smallest value of C}, contains all of
the variables with nonzero regression coefficients. There are (k —p) remaining
variables. Let us calculate the F-ratio, (RSS, — RSS,11)/s?, for any one of
these variables chosen at random to add next, where s = RSSy/(n — k).
Gilmour argues that this F-ratio has the F-distribution with 1 and (n—k) de-
grees of freedom for the numerator and denominator, respectively. By looking
at only the largest of these F-ratios, we are looking at the largest of (k — p)
F-ratios, which have independent numerators but the same denominator. He

C, =k +
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Table 5.4 Coefficients in rational polynomial which approximates Gilmour’s percent-
age points for the distribution of the mazimum F-ratio

Coeff. a=10% a=5% a=1%

Poo —256.7 152.9 2241.
P1o 182.6 116.7 1204.
po1 334.3 226.7 4671.
P20 2.706 3.841 6.635
P11 490.79 334.73 1449.1
Po2 71.85 56.73 281.3
qoo -262.3 -99.5 —448.
q10 186.1 80.7 286.

qo1 -93.22 =79.2 -350.
q11 56.73 34.32 122.6
qo2 1.98 1.22 2.89

presents a table of these maximum F'-ratios, which can be used to test for a
significant drop in C, when another variable is added.

The values in Gilmour’s table for the upper percentage points of the maxi-
mum F-ratio are very well approximated by the ratio of two quadratics:

max F(v, k—p, a) =

Poo + prov + po1(k — p) + paov?® + priv(k — p) + pa2(k — p)?
qoo + quov + qo1(k — p) + V2 + quiv(k — p) + qaa(k — p)?

)

where v = (n—k) and (k—p) are as above, and 100a% is the upper tail area or
significance level. The values of the p and ¢ coefficients are given in Table 5.4.
These values have been obtained by least-squares fitting to the logarithms of
the percentage points given in Gilmour’s Table 2, except that accurate values
read from tables of the F-distribution were used for the case (k —p) = 1
including values for (n — k) =3 and (n — k) = 0.

In practice, the argument above is not quite correct. The subset of p vari-
ables, which gives the used value of C},, may already include one or more
variables for which the true regression coefficients are zero. Thus, the (k — p)
remaining variables may be from (k — p + 1) or (k — p + 2) which have zero
regression coefficients. Thus, the largest of the (k — p) F-ratios is the second
or third largest of slightly more than (k—p) values with the largest one or two
already selected. The argument used to derive the distribution of the max-
imum F-ratio is only correct if the variables already selected have nonzero
regression coefficients.

The effect of using Gilmour’s suggestion, and testing at, say the 5% level
of significance, is that the reduction in C), is often not significant before the
minimum value of C), is reached, so that smaller subsets are often selected.
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The case of orthogonal predictors

Now let us look at the case of orthogonal predictors with estimation and
selection from the same data. Adding variable X; to the subset of selected
variables reduces the residual sum of squares by t?; hence the approximate
MSEP, or equivalently Mallows’ C,,, is minimized by including all of those
variables for which t? > 262. Hence, if the ¢;’s are normally distributed with
expected values 7; and, for convenience, ¢ = 1, then

E(t; | variable X; is selected) =

f__f to(t —m)dt + [J5 t ot —7)dt
P(—vV2-7) +1 - d(WV2—7)

where ¢ and ® are the density function and distribution function, respectively,
for the standard normal distribution. Here, for simplicity, it is assumed that
o = 1; a more rigorous derivation would use the t-distribution instead of the
normal.

The true sum of squared errors in this case is then given by

P

k
Z(selectzon bias)? + Z var(ta;) + Z T3 (5.17)
i=1 i=p+1
where the variance of the projections of selected variables is no longer equal to
o?. Table 5.5 shows the contributions to the sum of squared errors according
to whether a variable is selected, using the first two terms of (5.17), or rejected,
using last term of (5.17), as a function of the expected projection, 7;.

In practice, we do not know the expected values of the projections, so where
should we apply the cut-off? To answer this question, let us look at the sum
of squared errors for a mixture of 7;’s. Let 7, = 10, so that the first variable
will almost always be selected, and let 7; = 10a’~! for some o between 0 and
1. Let the residual standard deviation, o, = 1. Let C' be the cut-off value such
that variable X; is selected if |t;] > C, and rejected otherwise. For variable
X, the expected contribution to the sum of squared errors is

prob(|t;| > C).E|(t; — Ti)2 given |t;| > C] + prob(|t;| < C).Ti2

-C 0o
= / (t — 1) %p(t —1;)dt + / (t — 1) %p(t — 7;)dt

— 00

+T/ ot —1)d (5.18)

This quantity is shown as function m(7) in Figure 4 of Mallows (1973), and
is shown here in Figure 5.2.

We see from Figure 5.2 that if the true but unknown projections are less
than about 0.8 in absolute value, then we should reject that variable. In this
case, the higher the value of C the better. But if the unknown true projec-
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Table 5.5 FExpected values of contributions to the sum of squared errors against ex-
pected projections for orthogonal predictors, using Mallows’ C}, as the stopping rule

7;  Contribution Contribution = Wtd. average

if selected if rejected from (6.2.1.12)
0.2 3.46 0.04 0.61
0.4 3.01 0.16 0.70
0.6 2.48 0.36 0.84
0.8 1.99 0.64 1.02
1.0 1.59 1.00 1.20
1.2 1.28 1.44 1.37
14 1.06 1.96 1.51
1.6 0.90 2.56 1.60
1.8 0.79 3.24 1.65
2.0 0.73 4.00 1.64
2.5 0.72 6.25 1.49
3.0 0.81 9.00 1.27
3.5 0.90 12.25 1.11
4.0 0.96 16.00 1.04
4.5 0.989 20.25 1.009
5.0 0.998 25.00 1.002

tions are greater than about 1.1 in absolute value, then a large value of C' is
undesirable.

Figures 5.3 and 5.4 show the error sums of squares for the mixture of 7;’s
described above for a = 0.8 and 0.6, respectively. In Figure 5.3, for £ = 10
available predictors, the smallest true projection is 79 = 1.34, so that there
are no very small projections. In this case, the use of any cut-off is undesirable.
Even in the case of kK = 20, when the smallest true projection is 159 = 0.144,
there are sufficient true projections between 1 and 10 that nothing is gained
by using any cut-off. For larger values of k or smaller values of a (see Figure
5.4), when there are sufficiently many true small projections, moderate gains
in reducing the error sum of squares can be obtained by using a cut-off in the
vicinity of 2.0 standard deviations, as opposed to the v/2 for Mallows’ Cp.

Looking back to equation (5.17), we see that the first term in the sum of
squared errors is the square of the selection bias. If we can halve this bias, then
its contribution to the squared error will be divided by four. We can anticipate
that the likelihood estimation method described in section 5.4 will thus give
squared errors closer to the broken lines than to the solid ones in figures 5.3
and 5.4, and hence that a stopping rule, such as minimizing Mallows’ C}, or
an F-to-enter of about 2.0, will produce something close to the optimal linear
subset predictor.

The conclusions of this section are that for prediction when future values
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Contribution to MSEP

Expected value of projection

Figure 5.2 . Ezxpected contributions to the MSEP for the case of orthogonal pre-
dictors, against the expected value of a projection, T, for a range of cut-off values,

C.

of the predictor variables will take the same values as those in the calibration
sample:

e Using biased LS-regression coeflicients estimated from the same data as
were used to select the model, a cut-off value of about 2.0 standard devia-
tions for the absolute value of the LS-projections (roughly equivalent to an
F-to-enter of 4.0) is about optimal when an appreciable fraction of the true
(but unknown!) projections are less than about 0.8 standard deviations in
absolute value; otherwise, no selection should be used.

e It is desirable to try to reduce or eliminate the bias in the LS-regression
coefficients. If this can be achieved, then using a cut-off of between 1.5
and 2.0 standard deviations for the sample LS-projections may be about
optimal.

The results described in this section have been for orthogonal predictors.
In this case, the contribution of a variable to the sum of squared errors is
independent of the other variables that have been selected, so there is no
competition bias. The results should be applied with caution in cases where the
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Figure 5.3 MSEP against cut-off for k = 10, 20, 30 or 40 predictors, and T; =
100’ with a = 0.8.

predictors in the calibration data are not orthogonal. It should be emphasized
that these results are for an assumed pattern of values of the true projections;
there is no evidence that this pattern is realistic.

The Risk Inflation Criterion (RIC)

Foster and George (1994) introduced the Risk Inflation Criterion (RIC). They
defined ‘predictive risk’ as

where the elements of ,@ corresponding to variables that are not selected are
set equal to zero, and F g indicates that the expected value is a function
of the unknown vector 3 of ‘true’ regression coefficients. This last point is
made as the notation F, is often used to mean that the expectation is taken
with respect to the subscripted variable, x. They first derive this risk for the
case of orthogonal predictors, deriving equation (5.18) of this book (giving
appropriate references to Mallows (1973) and to the first edition of this book).
IT in the notation of Foster and George equals the square of our cut-off C.
By finding the value of each regression coefficient 3; for which the risk is the

© 2002 by Chapman & Hall/CRC



128 WHEN TO STOP?
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Figure 5.4 MSEP against cul-off for k = 10, 20, 50 or 40 predictors, and T; =
100’ with a = 0.6.

worst, they show that a good cut-off rule is to use
C? = 2In(k), (5.19)

C? is equal to the F-to-enter in the simple forward, backward and Efroym-
son stepwise selection procedures. Thus, with say 10 available predictors, we
should use an F-to-enter of 4.6; for 50, we should use 7.8, and for 200 we
should use 10.6.

The RIC contrasts strikingly with many of the other stopping criteria, in
that it is not a function of the sample size n. (N.B. There is a small dependency
upon n through the number of degrees of freedom of the F-distribution, but
this is very small for large n.)

In a later paper, George and Foster (2000), give a heuristic ‘derivation’ or
discussion of the RIC in terms of the largest order statistic of the squares
of k independent samples from the ¢-distribution. Based upon this idea, the
number of variables falsely selected, that is, variables for which the true value
of 8 = 0, will very slowly decrease as k tends to oo. Table 5.6 shows the
probability that all of the false variables will be rejected as a function of the
number, k, of false variables. The probabilities in this table are <I>(z)k , Where
®(z) is the area under the normal curve up to a cut-off z = v2Ink. This
is the probability if we have a large number of residual degrees of freedom.
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Table 5.6 Probability that all false variables are rejected using the RIC criterion,
against the number of predictors, k, when they are false

k  +2Ink  Prob.

10  2.146 0.8516

20 2.448 0.8657

50 2797  0.8789
100 3.035  0.8866
200 3.255  0.8929
500  3.526  0.8997
1000 3.717  0.9041
2000 3.899  0.9079
5000  4.127  0.9123
10000  4.292  0.9152

Similar tables can be constructed using the t-distribution for small numbers
of degrees of freedom.

How does this compare with Mallows’ C},, and other criteria to be intro-
duced later, such as Akaike’s AIC, the BIC, the Hannan and Quinn criteria?
From the first few lines of Table 5.6, we see that the RIC is far more ruthless
than Mallows’ C,, and the AIC at rejecting variables that should be rejected.
This also applies to the BIC and Hannan and Quinn criteria for moderate
sample sizes, until n is quite large, so that the log(n) and log(log(n)) terms
in these criteria exceed the value of the v/21Ink term in the RIC. Conversely,
this means that the RIC is more reluctant to include variables with nonzero
but small regression coefficients until the sample size is much larger. Where
the expected value of a least-squares projection is nonzero, that projection
increases proportional to \/n, so that the sample projection will ultimately
exceed the cut-off value in Table 5.6.

For a fixed number of predictors, k, the RIC is not quite asymptotically con-
sistent. Asymptotically, it will always include all of the variables that should
be included, but there will always be a small probability, of the order of per-
haps 10%, that it will include one or two variables that should be rejected.

For the case of nonorthogonal predictors, Foster and George (1994) argue
that the RIC is still valid.

George and Foster give credit to Donoho and Johnstone (1994), who inde-
pendently discovered the same criterion in the context of wavelet modelling.

5.2.3 MSEP for the random model

In this case, the omission bias in the fixed model becomes additional residual
variation. However, in practice, the columns of the X-matrix will usually be
far from orthogonal, and there will often be considerable competition between
variables for selection.
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Suppose that
Y = XaBa + e
where the residuals, €, have zero expected value and E(e?) = 0%, i.e. the
residual variance is a function of the subset. Assume for the moment that we
have unbiased estimates ba of B4 and s% of 0%.
For one future prediction, the prediction error is

J(@a) —x/4Ba = /4(ba — Ba).
Hence, the predictions are unbiased with variance
iL‘iAV(bA):BA,

where V(ba) is the covariance matrix of ba.

If we use independent data for selection and estimation, which would give
us unbiased LS-regression coefficients, then the covariance of the regression
coefficients is

V(ba) = oA(XXa) ",
where X 4 is the subset of the X-matrix used for estimation. If we now average
the squared prediction errors over € o’s comprising the rows of X 4, we derive

2 n
g
MSEP:—AE "X Xa) ta; y
n i:lml( 4 A) ’ Jr GA

— 20 Zp (5.20)

from (5.6), where p is the rank of X’ X 4. If we replace 0% with its sample
estimate, then the estimated MSEP is
_ RSS, n+p
T n—p n

(5.21)

This expression for the MSEP usually gives numerical values that are
almost the same as those from the fixed-variables model, provided that the
sample size, n, is large compared with the number of predictors, p. If we
replace the o2 in (5.8) by RSS,/(n — p), then we obtain (5.21).

At the minimum MSEP we have

RSS,(n+p) _ RSSpu(ntp+1)
m=pn = (n—p-1)n
A little rearrangement shows that at the minimum

(n+p)(n—p—1)(RSS, — RSSp+1) < 2n.RSSp41

or

RSS, — RSS,11 < 2n

RSSpii/n—p—1) = n+p
The left-hand side of (5.22) is the usual ‘F-to-enter’ statistic, so that when
the MSEP is minimized, the ‘F-to-enter’ for the next larger subset is less
than 2n/(n + p), or a little less than 2 if n > p.

(5.22)
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For the random model, it is unreasonable to assume that future x’s will take
the same values as in the calibration sample. It may be reasonable though to
assume that the future a’s will be sampled from the same distribution as the
x’s in the calibration sample. It may be reasonable in some circumstances to
assume that future ’s will be sampled from the same distribution as the x’s
in the calibration sample. The M SEP for future «’s is

MSEP = ¢4 + E[z'yMa(ba — Ba)zal,

where Ma(ba — Ba) is the matrix of second moments of ba about B4. The
expectation has to be taken over both the future x’s and Ms.
Again, let us assume that we have unbiased estimates ba of G4 with covari-
ance matrix
V(bA) = 0124(X:4XA)_1’
as would be the case if independent data had been used for model selection
and parameter estimation. We have then that

MSEP = ¢4 + 03Bz, (X", Xa) 'zal], (5.23)

In circumstances in which the future x’s are already known, substitution in
(5.23) gives the MSEP. Galpin and Hawkins (1982) do precisely that, and
show that in some cases quite different subsets should be chosen for different
x’s to give the best predictions in the M SEP sense.

A simple general formula for the M SEP can be obtained if we assume

e that a constant is being fitted in the model, and

e that the calibration sample and the future x’s are independently sampled
from the same multivariate normal distribution.

From (5.23), we have
MSEP = o3{1 + (1/n) + Bleg(X5X5) a3},

where the asterisks indicate that the sample mean of the calibration data has
been removed from each variable. The (1/n) is for the variance of the mean.
The vectors are now of length (p — 1).

If the X-variables are sampled from a multivariate normal distribution with
covariance matrix ¥ 4, then the variance of the future =% ’s, after allowing for
the removal of the sample mean, is

1+ (1/n)]Za.
An estimate of 3 4 is provided by
Vo= (X5X3)/(00-1).
Hence, we can write

where t is a vector of statistics with zero mean and covariance matrix X 4.
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Now #'V ~1t is Hotelling’s T?-statistic (see any standard text on multivariate
analysis, e.g. Morrison (1967, pages 117-124) or Press (1972, pages 123-126)).
The quantity
(n—p+1)T%/((p—1)(n—1))
is known to have an F-distribution, with (p — 1) and (n — p + 1) degrees of
freedom for the numerator and denominator, respectively. The expected value
of F(v1, 1) is va/(v2—2), where 11, 1o are the numbers of degrees of freedom,
and hence the expected value of (5.24) is
n+1l (n—-1)p-1)n-—p+1  (m+1)(p-1)

nn—1)" n—-p+1 n-p-1 nn—p—1) "

Finally, we derive

(n+L(p-1)
Cp— 1. (5.25)

This result is due to Stein (1960), though the derivation given here is that of
Bendel (1973). Notice that the p variables include the constant in the count,
in line with the usual derivation of Mallows’ C),, which is the equivalent result
for the fixed-variables case. Other authors, including Thompson (1978) and
Bendel, quote the result without the constant included in the count for p.

For large n and p < n, the last term in (5.25) is approximately (p—1)/n, so
that the numerical value of (5.25) is nearly the same as that of (5.20). Notice
that as p/n increases, the last term of (5.25) increases rapidly.

If we replace 0% with the estimate RSS,/(n—p), then the M SEP becomes

RSS, (n+1)(n—2)
n—p nn—p-—1)
Minimizing this estimated MSEP with respect to p is then equivalent to
minimizing RSS,/((n — p)(n —p — 1)). At the minimum we have that
RSS, < RSSpi1
(n=pln—p-1) ~ (n—p-1n-p-2)
or, after some rearrangement, that
RSS, — RSSp+1 - 2(n—p—1)
RSSpe/n—p—1) = n-p—2
That is, at the minimum the ‘F-to-enter’ statistic is less than a quantity that
is just greater than 2. In practice, minimizing the estimated M SEP given by
(5.26) often selects the same size of subset as minimizing Mallows’ C,,.

A somewhat surprising feature of all the formulae for the M SEP that we
have derived is that they do not involve the X-matrix. That is, the estimated
MSEP is the same whether the X-variables are highly correlated or almost
independent. The basic reason for this independence of X is that the same

pattern of correlations has been assumed for future x’s. These correlations
are important if either

MSEP = ¢4{1 + (1/n) +

, (5.26)
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e the future x’s will have a different pattern from those used for calibration,
or

e the same data are used for both model selection and estimation of the
regression coefficients.

5.2.4 A simulation with random predictors

In most practical cases, the same data are used for both model selection
and for estimation. To examine the effect of competition bias in inflating the
MSEP, a simulation experiment was carried out. The experiment was a 5x 23
complete factorial with replication. The four factors were as follows:

e A. Number of available predictors, & = 10(10)50, plus a constant.
e B. Sample size, n, either small (n = 2k) or moderate (n = 4k).

e C. Ill-conditioning of X’ X either low or moderate.

e D. Size of smallest LS projection, either small or moderate.

To obtain the desired amount of ill-conditioning, a method similar to that of
Bendel (1973) was employed. A diagonal matrix was constructed with diagonal
elements decreasing geometrically except for a small constant, ¢, added to
prevent them from becoming too small. The initial values of the diagonal
elements were A\; = k(1 —a)(1 —68)/(1—a*) + &, and \; = a(Ni-1 —3) + 6
for i = 2, ..., k. 6 was arbitrarily set equal to 0.001. The \’s are then of course
the eigenvalues of this matrix, and are chosen to sum to k, which is the trace
of a k x k correlation matrix. Similarity transformations of the kind

App1 = PA, P!

preserve the eigenvalues. Random planar rotations were applied to each pair
of rows and columns. A further (k — 1) similarity transformations were then
used to produce 1’s on the diagonal. Thus, if the diagonal block for rows i

and 7+ 1is
w oz
z z )’

then the required similarity transformation is

c s woT c —s B 1z
-5 ¢ T oz s ¢ o x* z* )
where the tangent (¢ = s/c) satisfies
t2(1—2) — 2tz + (1-w) = 0;
that is,
z £ {22 — (1-2)1—w)}/?
(1-2) '

In the rare event that the roots of this quadratic were not real, rows i and
i+ 2, or i and ¢ + 3 if necessary, were used. As the diagonal elements must

t:
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average 1.0, it is always possible to find a diagonal element z on the opposite
side of 1.0 from w so that the product (1 — z)(1 — w) is negative and hence
the roots are real.

The matrix so generated was used as the covariance matrix, 3, of a multi-
variate normal distribution. If we form the Cholesky factorization

¥ = LL,
where L is a lower-triangular matrix, then a single sample can be generated
from this distribution using

x = Le,

where € is a vector of elements ¢; which are sampled independently from the
standard normal distribution. This follows as the covariance matrix of the
elements of x is

E(xx’) = E(Le€'L’)
= LL'
3.
The projections of the Y-variable were chosen so that their expected values,
7; = n'/?~4= 1 for i = 1, ..., k. The expected values of the regression coefficients
for these projections were then obtained by solving
L'g = T,

and each value y of Y was generated as
y = '8 + ¢

where the residuals, €, were sampled from the standard normal distribution.

To decide upon suitable values to use for «, the eigenvalues (principal com-
ponents) of some correlation matrices were examined. Table 5.7 shows the
eigenvalues for the DETROIT, LONGLEY, POLLUTE and CLOUDS data
sets. A crude way of choosing a value for « for each data set is to fit the
largest and smallest (nonzero) eigenvalues, ignoring 6. If we call these values
Anaz and Apin, then the fitted value of a is (Amin/Amaz)"/"~Y, where r is
the rank. Table 5.8 shows these values, together with similar values calculated
for the data sets examined by Bendel (1973, page 91).

Based upon Table 5.8, the values chosen for e and v in the simulations were
as in Table 5.9.

A high value for & meant that the X-predictors were not highly correlated,
while a low value meant that they were. A high value for v meant that the
smallest projection was of the order of the residual standard deviation (o =
1) when n = 2k, and this led to the selection of large subsets. The smaller
values of v meant that a moderate number of the expected projections were
very large compared with the noise in the sample projections, and this led to
the selection of much smaller subsets.
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Table 5.7 FEigenvalues (principal components) of some correlation matrices

Data set

DETROIT LONGLEY POLLUTE CLOUDS

2.83 2.15 2.13 2.85
1.38 1.08 1.66 2.26
0.90 0.45 1.43 1.81
0.32 0.12 1.16 1.37
0.26 0.051 1.11 1.05
0.18 0.019 0.98 0.45
0.14 0.78 0.40
0.12 0.69 0.31
0.075 0.61 0.22
0.050 0.47 0.11
0.020 0.41 0.093
0.36 0.060
0.34 0.021
0.21
0.070

Table 5.8 Ratios of smallest to largest eigenvalues of correlation matrices. Data for
the last eight data sets have been calculated from the table on page 91 of Bendel
(1973)

Data set Rank(r) A\ Ar (A1 /A1)

DETROIT 11 2.83  0.020 0.37
LONGLEY 6 2.15 0.019 0.15
POLLUTE 15 2.13  0.070 0.61
CLOUDS 13 2.85 0.021 0.44
AFI 13 3.9  0.02 0.64
CMA 16 42  0.14 0.80
CRD 11 3.2 011 0.71
CWE 19 21 027 0.89
MCC 15 24 0.10 0.80
MEY 23 88  0.05 0.79
ROC® 12 35  0.36 0.81
ROCP 12 77017 0.71

© 2002 by Chapman & Hall/CRC



136 WHEN TO STOP?

Table 5.9 Values of a and v used in simulations

No. of predictors (k) 10 20 30 40 50
High o or v 0.75 0.80 0.8 090 0.95
Low a or y 0.45 0.55 0.70 0.75 0.80

N.B. The number of predictors k shown above excludes the constant that was
fitted.

Table 5.10 Sample means and standard deviations (in brackets) of sizes of selected
subsets using minimum estimated MSEP as the stopping rule. The constant has
been excluded from the count of variables in the table below

k n Large « Small «a
Large ~ Small v Large ~ Small v

10 20 49 (1.0) 4.4 (1.6) 4.8 (1.6) 4.9 (2.2)
40 6.3 (1.3)  4.7(0.8) 5.9 (1.1) 4.0 (0.9)
20 40 101 (24) 6.7 (L9) 83 (24) 7.2(2.9)
80  10.1 (25)  7.2(1.9) 9.5 (24) 6.6 (3.1)
30 60 141 (27) 106 (2.9) 128 (23) 121 (5.7)
120 15.8 (2.4) 116 (2.5) 15.1 (2.8) 10.5 (2.6)
40 80 209 (2.8) 145 (2.1) 22.0 (44) 13.9 (3.0)
160 232 (2.1) 134 (3.1) 233 (22) 134 (3.7)
50 100 33.9(3.3) 180 (3.1) 35.0 (3.0) 19.9 (4.2)
200 40.3 (2.6) 18.3 (4.1) 37.0 (4.1) 17.7 (3.6)

The method used to find subsets which fitted well was sequential replace-
ment. This was used as a compromise in speed between the widely-used
Efroymson algorithm, and the use of the exhaustive search algorithm.

Using 10 replicates, that is, 10 artificial data sets for each case, and mini-
mizing the estimated M .SEP given by (5.26) as the stopping rule, the sample
means and standard deviations of the sizes of selected subsets were as given
in Table 5.10. It is interesting to note that the degree of ill-conditioning of
the 3-matrix, as indicated by «, had very little effect upon the size of subset
selected.

For comparison, Mallows’ C}, was also used as a stopping rule, though its
derivation is only for the fixed predictors case. In 69% of cases, it selected the
same size of subset; in 1% of cases it selected a larger subset; in the remain-
ing 30% of cases, it selected a smaller subset. When the true MSEP’s were
compared, those selected using Mallows’ C), were smaller in 21% of cases and
larger in 10% than the true values when the estimated M SFE P was minimized.
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Table 5.11 Average MSEP’s at the minimum of the estimated MSEP: (a) Average
estimated MSEP for LS regression coefficients; (b) Average true MSEP for LS re-
gression coefficients; and (c) Average MSEP for unbiased LS regression coefficients.
FEach average is based upon 10 replications

k n Large o Small «a
Large Small v Large Small v

(@) (b) (c) (a) (B) () (a) (b) (c) (a) (b) (c)

10 20 1.32 2.22 1.96 1.05 1.77 1.53 1.20 2.03 1.79 0.98 2.20 1.47
40 1.13 1.58 1.45 1.05 1.34 1.26 1.16 1.44 1.44 1.01 1.22 1.22

20 40 1.17 2.00 1.82 0.98 1.54 1.36 1.10 1.63 1.56 0.92 1.66 1.37
80 1.00 1.39 1.29 1.01 1.26 1.13 1.09 1.32 1.29 0.95 1.22 1.16

30 60 1.14 1.83 1.56 1.00 1.67 1.44 1.08 1.68 1.66 0.84 1.65 1.41
120 1.06 1.29 1.28 1.04 1.24 1.16 1.07 1.29 1.26 1.00 1.24 1.16

40 80 1.08 1.86 1.74 0.87 1.56 1.30 1.08 1.95 1.67 0.96 1.54 1.33
160 1.14 1.36 1.31 1.04 1.22 1.14 1.06 1.35 1.28 1.05 1.23 1.14

50 100 1.28 2.44 2.32 0.93 1.65 1.34 1.17 2.20 2.00 0.97 1.73 1.40
200 1.22 1.44 1.45 0.97 1.26 1.16 1.20 1.48 1.43 1.01 1.21 1.15

Table 5.11 shows the average values of three different M .SEP’s when the
stopping rule used was that of minimizing the estimated M SEP. The first
of these, labelled (a) in the table, is the estimated M SEP given by (5.26).
The second is the true M SEP. As we know the true population values of the
regression coefficients, the error in a future prediction for a known vector, x 4,
of values of the predictors in the selected subset A is

x'y(ba — Ba) + n,

where ba, B4 are the vectors of estimated and population regression coeffi-
cients, and 7 is a vector of residuals with standard deviation o4. Future x 4’s
can be generated as
raA = LAE,

where L 4 is the lower-triangular Cholesky factorization of those rows and
columns of 3 relating to variables in subset A, and € is a vector of elements
sampled from the standard normal distribution. Hence the prediction error
can be written as

¢L'y(ba—Ba) + n
and hence the true MSEP is

(ba — Ba)LaL’y(ba — Ba) + 3. (5.27)

This quantity is shown as (b) in Table 5.11.
The third MSEP shown in Table 5.11, as (c), is that for unbiased LS
regression coefficients, such as would be obtained from an independent set of
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data from the same population with the same sample size. This M SEP has
been calculated using (5.25) with the known population variance o%.

A number of important hypotheses are suggested by Table 5.11. First we
notice that when the sample size is only double the number of available pre-
dictors (excluding the constant), the estimated M SEP is an underestimate
(column (a) v. column (b)). The true M SEP using LS regression coefficients
is between 20% and 60% larger than that estimated. However, when the sam-
ple size is four times the number of available predictors, there is no evidence
of any underestimation of the M SEP. There are two contributory factors to
this. First, the larger sample size allows much better discrimination between
subsets. This means that with the larger sample sizes, there is less competition
between close subsets and hence, less bias in the regression coefficients. This
will be shown more clearly in a later table. The other contributory factor is
the increased number of degrees of freedom for the residual sum of squares.
The artificially high regression sum of squares for the best-fitting subset has a
relatively smaller effect in depressing the residual sum of squares when n = 4k
than when n = 2k.

The M SEP’s in column (c), which are those which would be obtained using
an independent set of n observations to estimate the regression coefficients, are
usually slightly smaller than the true M SE P’s using the biased LS regression
coefficients (column (b)). Hence, for situations similar to those simulated here,
it is much better to use all of the data to select the model and to use the same
data to obtain biased LS regression coefficients for the selected model, than
to split the data into equal parts and use one part for model selection and
the other for estimation. The penalty is that if the first path is chosen, the
estimate of the MSEP is optimistically small.

Figure 5.5 shows the (true) M SEP’s using LS regression coefficients from
an independent data set, for two cases from the simulations. Both cases are
for 40 available predictors and sample size = 80. Both were the first sets
generated for a = 0.90 (low correlations between predictors), but one is for
v = 0.90 (all projections moderately large), while the other is for v = 0.75
(many small projections).

The curves of M\SEP v. p are usually fairly flat near the minimum, so that
the exact choice of stopping point is often not very critical.

Probably the most frequently asked question with respect to subset selection
in regression is ‘What stopping rule should be used?’. Table 5.12 was drawn
up to illustrate the answer. If we generalize Mallows’ C), to

e, M) = B5% 0 i), (5.28)

0"-2

where M = 2 for Mallows’ C},, then minimizing this quantity gives a range of
stopping rules. Large values of M will lead to the selection of small subsets,
and vice-versa. M can be regarded as a penalty or cost for each additional
variable in the selected subset.
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Figure 5.5 True MSEP using LS for simulated data for k = 40 available predictors
and a sample size of 80 observations. See text for further description.

Table 5.12 shows the true M SEP’s using this stopping rule and LS regres-
sion coefficients for M = 1, 2 and 3. The conclusion is clear. For large v, we
should use a small M (selecting a large subset), while for small v, we should
use a large M (selecting a small subset). Thus, the answer to the question,
‘What stopping rule should we use?’, does not have one answer. In some cir-
cumstances, it is preferable to include many predictors, in others we should
select a small number.

In practice, nothing equivalent to the v of the simulations will be available,
so the finding from Table 5.12 is of limited value. Suppose the rule of mini-
mizing the estimated M SEP is used, with the M SEP falsely estimated from
(5.26). If this selects a small subset, with p < k/2 say, it suggests that there
may be many predictors which make little or no real contribution after the
more important predictors have been included. This corresponds to the small
v case, and suggests that we should then use the modified Mallows’ Ci, with
M = say 3. On the other hand, if minimizing (5.26) selects a large subset, with
p > k/2 say, then we should use M = say 1. It appears that it is undesirable
to pick a subset that is close to half the number of available predictors. In
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Table 5.12 Average true MSEP’s using LS regression coefficients and the general-
ized Mallows’ Cp as the stopping rule for M = 1, 2 and 8 (M = 2 for Mallows’

Cp)

k n Large Small «

Large ~ Small v Large ~ Small ~

M=1 M=2 M=3 M=1 M=2 M=3 M=1 M=2 M=3 M=1 M=2 M=3

10 20 2.23 2.14 219 1.83 1.79 1.83 223 2.03 222 245 220 1.87
40 153 1.59 1.61 131 1.30 1.29 145 144 1.51 1.26 1.22 1.22

20 40 2.06 2.05 1.82 162 145 140 1.73 164 1.71 1.87 1.52 1.46
80 143 140 136 1.27 1.26 1.22 1.35 132 1.31 1.26 1.23 1.22

30 60 1.84 1.73 1.81 187 1.57 146 1.89 1.68 1.69 1.73 1.62 1.40
120 1.30 1.28 1.27 1.27 1.22 1.19 133 129 124 134 1.23 1.20

40 80 1.95 1.84 1.79 1.67 1.52 143 2.04 191 192 186 1.47 1.39
160 1.35 1.36 1.37 1.27 1.20 1.18 1.35 1.34 135 1.31 1.19 1.17

50 100 2.27 244 242 1.77 1.61 1.60 2.22 215 2.27 186 1.69 1.54
200 1.39 143 148 1.31 124 1.22 143 1.49 151 1.25 1.21 1.20

such cases, the number of alternative subsets of the same size is a maximum,
and we can anticipate large competition biases. It is of course possible to con-
struct artificial examples in which the best subset for prediction is of exactly
half the number of available predictors, and doubtless such cases will occur
sometimes in real-life examples.

If we use all of the available predictors without considering subset selec-
tion, then the regression coefficients are unbiased. This is sometimes a better
strategy. Table 5.13 shows how often, out of the 10 replications in each case,
the M SEP using all the available predictors was better than or equal to that
for the selected subset using biased LS regression coeflicients for that subset.
Using all the predictors was nearly always as good as or only slightly worse
for large -, but rarely so for small 7. Note that in a few cases, particularly for
k = 10, the selected subset was that of all k& predictors.

Table 5.14 shows the estimated average bias of the LS regression coefficients
after standardization and adjustment for sign. If ba; and (B4; are the sample
regression coefficient and its expected value, respectively, for variable X; in
subset A, then the standardized and sign-adjusted difference used was

bai — Bai .
——— sign(fBai),
s15(0as) gn(Bai)

where the estimated standard errors, sps(ba;), are those for LS regression
when the model has been chosen a priori, that is they are the square roots of
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Table 5.13 Frequencies, out of 10, for which the MSE P using all available predictors
(using LS regression coefficients) was smaller or equal to the true MSEP for the
subset selected by minimizing the estimated M SEP

k n Large « Small «a
Large v Small v Largey Small vy

10 20 6 2 2 2
40 6 5 6 3

20 40 5 1 0 1
80 5 5 4 3

30 60 3 2 1 2
120 4 3 5 2

40 80 3 0 2 2
160 5 3 5 2

50 100 6 2 4 2
200 8 3 7 2

Table 5.14 Average estimated bias and sample standard deviation (in brackets) of LS
regression coefficients after standardization and sign adjustment, for selected subsets

k n Large a Small «

Large ~ Small v Large ~ Small v

0.70
0.25

10 20 0.26 (0.69
40 0.31 (0.36

0.72
0.72

0.36 (0.52
0.49 (0.26

0.23
0.38

0.22
0.26

1.17
1.29

20 40 0.38
80  0.55

0.72
0.64

0.72
0.37

0.50
0.24

1.03
0.58

0.26
0.16

0.89
1.44

) (0.70) ) (0.22)
(0.36) (0.25) (0.26) (0.26)
(0.72) (0.50) (0.26) (0.89)
(0.64) (0.24) (0.16) (1.44)
30 60 058 (0.52) 0.52 (0.83) 0.92 (0.27) 0.65 (0.93)
120 0.31 (0.46) 0.57 (0.24) 0.36 (0.31)  0.66 (0.58)
(0.55) (0.60) (0.34) (0.45)
(0.56) (0.35) (0.41) (0.44)
(0.81) (0.50) (0.53) (0.77)
(0.40) (0.50) (0.31) (0.46)

40 80 0.54
160 0.48

0.55
0.56

0.46
0.58

0.60
0.35

0.88
0.67

0.68
0.64

0.57
0.41

0.77
0.46

50 100 0.49
200 0.17

0.81
0.40

0.47
0.24

0.50
0.50

1.03
0.38

0.53
0.31
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Table 5.15 Analysis of variance of estimated biases of LS regression coefficients

Factor Sum of  Deg. of Mean F-
squares freedom square ratio

« 0.388 1 0388  8.68**
ol 0.041 1 0.041 0.92

k 0.538 4 0.135 3.01*
n 0.156 1 0.156 3.49
Residual 1.431 32 0.045

Total 2.554 39

* Significant at the 5% level, ** Significant at the 1% level.

the diagonal elements of
s1s(ba) = o5.diag(X’yXa)™",

and o is estimated from the residual sum of squares, RSS4, for subset A in
the usual way, i.e.
0'124 = RSSA/(TL 7p)7

where p is the number of variables, including the constant, in subset A.

The quantities shown in Table 5.14 are the averages of all the standardized
differences between sample and population regression coefficients for the se-
lected variables except the constant in the model. Thus for the first entry, the
numbers of regression coefficients used for the 10 replicates were 6, 3, 4, 4, 5,
10, 7, 4, 7 and 4.

We notice first that the averages in Table 5.14 are positive. The overall
average of the bias estimates in the table is 0.57 of a standard error. As each
subset selected would have contained a number of 'dominant’ variables for
which the bias would have been very small, a substantial proportion of the
biases for other variables were well in excess of one standard error.

Table 5.15 contains a simple analysis of variance of the average estimated
biases, with only main effects fitted and the interactions used to estimate the
residual variance. The only effects that are significant (other than the constant
in the model) are those related to o and k. The average estimated bias for
large « is 0.47 of a standard error, while that for small « is 0.67 of a standard
error. With small «, some of the X-predictors are highly correlated so that
there is considerable competition amongst the predictors for selection. The
average estimated biases are 0.43, 0.76, 0.57, 0.62 and 0.47 standard errors
for the five values of k.

Another important feature of the simulation results in Table 5.14 is that
most of the standard deviations are substantially less than 1.

The low variance of the biased LS regression coefficients is the basic expla-
nation for the relatively good MSEP’s in the columuns labelled (b) in Table
5.11 compared with the M SEP’s for unbiased LS regression coeflicients in
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the columns labelled (c). If we refer back to formula (5.4), we see that an
important part of the MSEP is

V(ba) + (sel.bias)(sel.bias),

which is the second moment matrix of the regression coefficients. In the stan-
dardized units used for Table 5.14, for unbiased LS regression coefficients from
an independent data set, the diagonal elements of b4 are all equal to 1.0, while
the selection bias is zero. Thus the second moments for unbiased LS regression
coefficients are all equal to 1.0. Using the estimated biases in Table 5.14 and
their sample standard deviations, only 6 of the 40 estimated second moments
exceed 1.0, while many are less than 0.5. This means that, in terms of the
mean squared error of prediction, using LS estimates from an independent
data set will usually yield worse predictions than those obtained by using the
biased LS estimates from the model selection data set.

Thus, subset selection is very much like ridge regression or James and Stein/
Sclove regression in trading bias in the parameter estimates for a reduced
variance. However, the regression coefficients from subset selection are biased
in the direction of being too large, while those from the shrinkage estimators
are too small.

How well do we do if we use a subset selection procedure and then apply
some form of shrinkage to the subset of selected variables? Table 5.16 shows
the M SEP’s for shrinkage using the Sclove (1968) estimator and for ridge re-
gression using the Lawless and Wang (1976) shrinkage parameter. The Sclove
shrinkage always reduces the M SEP by a few percent, but ridge regression
can be disastrous.

As explained in section 3.9, ridge regression largely ignores the correla-
tion between the dependent variable and the eigenvectors associated with the
smaller principal components. In the simulations performed here, there was
no attempt to associate the dependent variable with the larger principal com-
ponents. Thus, these simulations have generated some of the the kind of data
on which Fearn (1983) warned that ridge regression performs badly. The cases
with small values of o had many small eigenvalues, and the performance of
ridge regression in these cases was particularly poor. Such cases are probably
more typical of the physical sciences where the predictor variables may be
similar quantities measured at different times or locations, or the variables
may be constructed by taking polynomials, logarithms, cross-products, etc.,
of a small set of original variables.

5.3 Cross-validation and the PRESS statistic

The PRESS (prediction sum of squares) statistic is a cross-validation statistic
suggested by Allen (1974) for model selection. Cross-validation means that a
small part of the data, often only one case, is set aside and then predicted
from the rest of the data. This is done repeatedly, setting aside a different
part of the data and predicting it from the remainder.
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Table 5.16 MSEP using LS regression coefficients compared with those for shrunken
estimates for the selected subset using the Sclove estimator and the Lawless-Wang
ridge estimator

k n @ Large ~ Small v
LS Sclove Ridge LS Sclove Ridge

10 20 0.75 1.004 098 0.956 0924 0.901 0.878

40 1.011  1.005 1.030 0.925 0.917  0.903

20 045 0.828 0.816 1.150 0.954 0.941  2.206

40 0.943 0938 2,510 0.834 0.831  0.857

20 40 0.80 0906 0.875 0.947 0.742 0.723  0.679
80 0.965 0954 1.026 0.942 0936 0.941

40 0.55 0.754  0.729 772 0844  0.826 12.4

80 0.900  0.892 172 0.865 0.854 22.1

30 60 085 0905 0.873 0.869 0.833 0.799  0.879
120 0.901 0.894 0932 0.899 0.892 0.901

60 0.70 0.781  0.759 20.7  0.852 0.833 15.2

120 0.902  0.901 29.0 0.910 0.903 17.4

40 80 090 0.891 0.869 0.885 0.822 0.800 0.775
160 0.921 0914 0917 0.892 0.884 0.881

80 0.75 0936 0.915 56.9  0.805 0.782 75.3

160 0.942 0.938 54.3  0.896  0.889 38.1

50 100 0.95 1.033 1.003 0.983 0.826 0.813 0.811
200 0.978 0971 0980 0.909 0.903 0.901

100 0.80 0.991 0.967 57.9  0.883  0.856 26.8

200 0.995 0.986 46.3  0.891 0.885 29.8

In calculating the PRESS statistic for a given set of p predictors, each
observation, y;, in turn, of the dependent variable is predicted from the other
(n —1) cases using least-squares regression. If §;, denotes the predicted value
for y;, then the PRESS statistic for a particular subset of p predictors is
defined as

n

PRESS, = Y (yi— fip)*. (5.29)

=1

In calculating (5.29), a different set of regression coefficients is calculated
for each case, but the subset of predictor variables remains the same.

The idea of performing n multiple regressions for every subset in which
we are interested can be very daunting. Fortunately, there is a mathematical
result that can reduce the amount of computation substantially. We use the
well-known formula for a rank one update of the inverse of a nonsingular
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matrix A:
(Adzx’)™t = A=Y — A7 z(1 + =’A 'x) '’A™1, (5.30)

where x is a vector of new ‘data’. In our case, the matrix A is X I’JX,,7 where
Xy is that part of X containing the p predictors of interest. However, we want
to remove x, not add it. There is a corresponding formula for downdating;:

(A—zx')™' = A= + A 'z(1 — 2’A " 1z) lx’A"L. (5.31)

Neither (5.30) nor (5.31) should ever be used for computational purposes,
though the update formula is often used in Kalman filter calculations. If the
matrix A is ill-conditioned, the accuracy of the calculations can be very poor,
particularly for the downdating. Updating or downdating the Cholesky factor-
ization of A is far more accurate. Unless A~ is required after every update,
rather than quantities derived using it, updating or downdating the Cholesky
factorization will usually be faster and more accurate.

If b;p, is the vector of LS regression coefficients based upon the (n—1) cases
excluding the i*", then

Jip = xibip
= wl(A -zl (Xy — aly:)

l

= (A7 + AT lwd] AT (X y — aly),

where the scalar d; =1 — xz[A™'x;
If by, denotes the vector of LS regression coefficients when all the observa-
tions are used, i.e.

b, = A_lX;y,
then we find that
Yi — Qz‘p = (yz - m,libp)/di
= ei/di, (532)

where e; is the LS residual using all the observations.
The d;’s can easily be calculated from the Cholesky factorization. Thus, if

A = X' = R’Rp
where R, is upper triangular, then
di = 1 - R~ (=R~
= 1 — zlz,

where 2z, = z,R™*.
Finally, from (5.29) and (5.32) we derive

PRESS, = Zn:(ei /di)?. (5.33)

=1
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Table 5.17 Estimated MSEP’s for the best-fitting subsets of each size for the
STEAM data set

No. of predictors 0 1 2 3 4
Estimated MSEP 2765 0.861 0.462 0.418 0.428

No. of predictors 5 6 7 8 9
Estimated MSEP 0448 0.416 0.448 0.492 0.555

The d;’s above are the diagonal elements of (I — V'), where V is the pro-
jection operator, sometimes also known as the ‘hat’ matrix:

V = Xp(X] Xp) ' X,

It was shown in (5.6) that the sum of the diagonal elements of this matrix
equals p. Hence, the average value of the d;’s is (1 — p/n). If n > p, then

PRESS, = ief/(lfp/n)2
= R_SSp/(lfp/n)?

Hence,

TL2

(n—p)*

After dividing by the sample size, n, this is very similar to formula (5.26)
for the (false) estimated M SEP, so that we can expect that minimizing the
PRESS statistic with respect to p will often pick the same size of subset as
minimizing the estimated M SEP.

Notice that here the residual, e;, is divided by d;. The quantity e;/(sv/d;)
is variously known as a ‘standardized’ or ‘studentized’ residual, where s is the
estimate of the residual standard deviation.

Using the PRES'S statistic is not using true cross-validation as we do not
repeat the same procedure on each of the sets of (n — 1) observations as was
applied to the full set of n observations. That is we do not repeat the subset
selection procedure each time a different observation is left out. If we do this,
then the selected subsets will not always be the same as those selected using
the full data set. To illustrate this, let us look at the STEAM and POLLUTE
data sets again.

The STEAM data set contained k = 9 predictors and n = 25 cases. Table
5.17 shows the estimated M SEP’s for the best-fitting subsets of each size.
The number of predictors shown in this table excludes the constant which was
fitted in all subsets.

Notice that the best-fitting subset of 3 predictors (variables numbered 4,
5, 7) gave almost the same estimated M SEP as the best-fitting subset of 6
variables (numbers 1, 3, 5, 7, 8, 9).

PRESS, ~ RSS,
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Table 5.18 Subsets chosen from the STEAM data set leaving out one case at a time
and minimizing the estimated MSEP

Selected subset Frequency
(variable nos.)

1 3 5 7 8 9 5
4 5 7 18
1 2 5 7 1
4 5 7 8 1

Table 5.19 Estimated MSEP’s for best-fitting subsets of each size for the POLLUTE
data set

No. of pred. 0 1 2 3 4 5 6 7
Est’d MSEP 3934 2385 1844 1577 1373 1332 1295 1298

No. of pred. 8 9 10 11 12 13 14 15
Est’d MSEP 1327 1332 1359 1409 1465 1530 1599 1673

Omitting one observation at a time and repeating the exercise of finding
the best-fitting subset, followed by applying the stopping rule of minimizing
the estimated M SEP, gave the frequencies of selection shown in Table 5.18.

The value of the PRESS statistic for this data set was 11.09, for the best
subset of 6 variables. The cross-validation sum of squares, using true leave-one-
out cross-validation, was 16.41. Dividing by n to give the average squared pre-
diction error gives 0.444 for PRESS, which is close to the estimated M SEP
of 0.416, but much smaller than the value of 0.656 for true cross-validation.

Repeating the exercise with the POLLUTE data set (k = 15, n = 60), the
estimated M SEP’s were as in Table 5.19, using all the data set.

Leaving out one case at a time and then minimizing the estimated M SEP
selected the subsets shown in Table 5.20. The value of the PRESS statistic
for the best-fitting subset of 6 variables (plus a constant) was 79,490 com-
pared with a value of 116,673 for the true cross-validation sum of squares of
prediction errors. If we divide 79,490 by the number of cases (60), we obtain
1325, which is close to the minimum estimated M SEP using all of the data.

Simulation studies by Breiman and Spector (1992) also showed that the
use of the PRE S S-statistic, which they called partial cross-validation, results
in extremely misleading estimates of the M SEP compared with full cross-
validation, that is, with selecting the subsets afresh each time that a case is
omitted.

If the n observations are independent samples from the same population,
then the i'" observation is independent of the other (n — 1) that were used
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Table 5.20 Subsets chosen from the POLLUTE data set leaving out one case at a
time and minimizing the estimated M SEP

Selected subset Frequency
(variable nos.)

1 2 3 6 9 14 46
1 2 3 5 6 9 U4 8
1 2 6 9 14 1
1 3 8 9 10 14 1
1 2 3 8 9 10 14 1
1 2 3 5 6 9 12 13 1
1 2 3 6 8 9 12 13 1
1 2 3 4 5 6 9 12 13 1

to predict its value. Hence, (y; — §ip)? is an unbiased estimate of the squared
error for the ith case. Therefore, the true cross-validation sum of squares,
divided by the sample size, gives an unbiased estimate of the M SEP for our
procedure based upon (n — 1) cases. We can expect that the true MSEP for
n cases will be very slightly smaller than this.

Notice that consecutive values of (y; — :p)?, though unbiased, will be cor-
related with each other.

A forward validation procedure for predicting each y;, using only the previ-
ous cases, has been proposed by Hjorth (1982). This attempts to allow for the
change in sample size, and the span in the X-variables by using generalized
cross-validation.

So far in this brief section, only ‘one out at a time’ cross-validation has
been considered. For a review of the statistical literature on this subject, see
Stone (1978). Efron (1982), Efron and Tibshirani (1993), and Hjorth (1994)
provide books completely devoted to this subject, or with major sections on
cross-validation.

Leaving out one case at a time, subset selection usually picks the same sub-
sets as when the full data set is used. It seems sensible to leave out somewhat
more, perhaps 10% or 20%. We want to omit a sufficient number of cases so
that different subsets will quite often be selected. What fraction should be
left out? If we leave out a large number of cases, say 50%, then the biases in
the regression coefficients and estimated residual variance due to the selec-
tion process may be very different from those for the full data set. Simulation
results by Breiman and Spector (1992) suggest that about 20% is a sensible
fraction. Given that we have n cases, one way to do this is as follows:

e Generate a random ordering of the integers 1, 2, ..., n.
e Fori= 1:5,

e leave out those cases identified by the i fifth of the numbers in the random
ordering.
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Table 5.21 Most-frequently selected subsets using ‘leave out 20%’ cross-validation on
the POLLUTE data set, using the Efroymson stepwise procedure

Model variables  Frequency MSEP

selected
26914 648 1325
2569 901 1548
269 332 1613
126914 412 1683
1236914 163 1759
246914 381 1762
12914 2648 1768
123914 171 1851

Table 5.22 Cross-validation leaving out 20% applied to the POLLUTE data set, using
the Efroymson stepwise procedure to select subsets. Means and standard deviations
of regression coefficients from 10,000 replicates

Var. Subset (1,2,9,14) Different subset All cases
Frequency = 2648 Frequency = 7352 Frequency = 10,000
Mean  Std. devn Mean  Std. devn Mean Std. devn
X(1) 1.95 0.25 2.15 0.33 2.10 0.32
X(2) -1.93 0.28 -1.67 0.41 ~1.74 0.40
X(9)  4.05 0.40 4.04 0.45 4.04 0.44
X(14) 0.340 0.031 0.330 0.028 0.332 0.029

e Perform the chosen subset selection procedure, identify a best subset, es-
timate the regression coefficients for this model, and fit it to the omitted
cases.

This process can be repeated many times. Notice that in this way, each case
is left out of the construction sample in exactly 20% of runs.

Leaving out 20% cross-validation was applied to the POLLUTE data set,
using the Efroymson stepwise procedure to pick the subset each time. As n
= 60 for this data set, 12 cases were left out each time. The usual default
value of 4.0 was used for F-to-enter and F-to-drop. Using 10,000 replications,
that is, 2000 blocks of 5, 153 different models were selected! All except one
of these models included variable X (9). Table 5.21 shows the selected subsets
with the smallest MSEPs estimated by cross-validation. The subset (1, 2, 9,
14), which was chosen the most often, is that which the Efroymson algorithm
selects using the full data set. Notice that replacing variable X (1) with X (6)
gives a substantially smaller MSEP. As the residual variance estimate fitting
all variables to the full data set is 1220, the MSEP of 1325 is remarkably
small.
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Table 5.22 shows the means and standard deviations of the regression co-
efficients for the subset (1, 2, 9, 14), both for the replicates in which that
subset was selected and for the remainder. The regression coefficients for vari-
ables X (1), X(2) and X (14) are significantly different. In the case of X (14)
in which the difference ‘looks small’, the standard error of the the difference
of the regression coefficients is

\/ 0.03067)2 N 0.02792)2
2648 7352

so that the difference 0.3397 — 0.3297 is about 15 standard errors. This il-
lustrates that if the same data are used to select a model and to estimate
the regression coefficients using ordinary least squares, then those regression
coeflicients will be biased.

= 0.00068,

Cross-validation can give us an estimate of the true prediction errors from
the subset selection process that we have chosen to use, though it is really an
estimate of the prediction errors for sample size = 0.8n if we leave out 20%. If
we have some method for shrinking regression coefficients, such as the garrote
or the lasso discussed earlier, then for each subset of 80% of the data, we can
use a range of values of some parameter describing the amount of shrinkage
and find its optimum value. This idea will be explored in more detail in the
next chapter.

Thall et al. (1992) give another example of the application of cross-validation
in variable selection. They divide the data set into K equal or nearly equal
subsets Vi, Va, ..., Vi (‘V’ for verification) and their complementary subsets
Ey, Ea, ..., Ex (‘E’ for evaluation). They then run backward elimination
using a ‘significance’ level « to delete variables. For each «, they find the
cross-validation sum of squares of prediction errors, using least-squares regres-
sion coefficients, and hence find the value of a which minimizes the prediction
errors. However, they do nothing to shrink the regression coefficients of the
selected variables.

An important theoretical paper on cross-validation is that of Shao (1993).
Shao shows that the number of cases left out for validation, n,,, should increase
as the sample size, n, increases so that n,/n — 1 as n — oo. In particular, he
argues that if this is not the case, then the selected models will be too large;
they will include all of the variables that should be included, but also a finite
number for which the true regression coefficients are zero.

Shao shows that using leaving one-at-a-time cross-validation does not con-
verge upon the correct model as the sample size tends to infinity. It will include
too many variables, assuming that there are some variables for which the true
regression coefficients are zero.

Shao divides the set of models into two groups. Assuming that some, but not
all, the true regression coefficients are zero, his category I contains all models
that exclude at least one variable with a nonzero regression coefficient. His
category II contains all models that include all of the variables with nonzero
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regression coefficients, though all but one of its models contains some variables
with zero regression coefficients.

Recalling from Chapter 2 that we can expect least squares projections to
be proportional to /n provided their expected values are nonzero, nearly all
stopping rules (F-to-enter, Mallows’ C),, the RIC, the AIC, etc.) will lead to
models in his category II as n becomes large enough. That is, they will err in
the direction of including too many variables, rather than too few.

Using the rule n,/n — 1 as n — 0o, Shao shows that cross-validation will
converge upon the correct model provided that the models compared include
the correct model.

Shao uses n. = n” ", where n. is the size of the construction set. In his
paper, the simulation study has sample size n = 40, which gives n. = 15.9, say
16. The idea of using less than half the data for model construction, and the
majority for validation conflicts with usual practice. A rule n. = n%° would
probably be more acceptable to most practitioners.

Shao also introduced what he called the Balanced Incomplete CV (n,) de-
sign, or BICV. This is an experimental design for cross-validation runs, in
which not only is each case i left out of the construction sample exactly the
same number of times, but each pair (i, j) is left out exactly the same number
of times. This is certainly a desirable feature of the design of cross-validation
runs to reduce variability.

Altman and Leger (1997) have extended Shao’s results slightly, looking at
estimators which are not necessarily differentiable.

Cross-validation has been applied to robust regression by Ronchetti et al.
(1997). They use Shao’s rule for deciding the sizes of model construction and
validation subsets of the data. The regression coefficients are calculated using
M-estimators, that is, by using a kind of weighted least-squares method. If
the absolute value of the residual, e; = y; — x.b, is less than 1.3456, where b
is the current vector of estimated regression coefficients and & is the current
estimate of the residual standard deviation, then full weight is given to this
case; otherwise, its residual is taken to be 1.3456 with the sign of the actual
residual. A robust estimate of & is used.

0.75

5.4 Bootstrapping

According to Efron and Tibshirani (1995, page 5), the phrase to pull oneself
up by one’s own bootstraps comes from the 18th century adventures of Baron
Munchausen, written by Rudolph Raspe. In one adventure, the baron fell into
a deep lake and was in danger of drowning when he realized the brilliant idea
of pulling himself to the surface using his own bootstraps!

In data analysis, it is used as follows. Suppose we have a sample of say
100 cases. We have carried out some kind of statistical analysis on the full
sample and estimated some statistic 6. For instance, at the start of Chapter
5 of Hjorth (1994), the median is used as the example. We then treat the
sample as the complete population, and sample with replacement from that
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population. That is, we take another sample of size 100 with the first case
chosen to be equally likely to be any one of the original 100; the second case
is also equally likely to be any of the original 100 and could be the same one
chosen for the first sample, etc. Thus some of the original 100 will be chosen
2, 3 or 4 times, while others will be left out. The statistic 6 is then calculated
for this sample. The exercise is then repeated many times, and an empirical
distribution is found for the statistic.

An attractive feature of the bootstrap is that no assumptions about the
distribution of the random variable(s) has been made; any inferences are made
entirely on the data in the sample.

The bootstrap is closely related to cross-validation. The probability that
any particular case will be left out is (1 — 1/n)™, which is approximately
e~! = 0.3679. Thus, about 36-37% of cases are left out. This is more than is
typically left out in cross-validation. The probability that any case is included
r times is the binomial probability:

pr = "Cr(1/n)"(1—1/n)""",

which is closely approximated by the Poisson probability:
o1
Pr = —'
7l
Thus, for moderately large n, pg = 0.3679, p1 = 0.3679, po = 0.1839, p3 =
0.0613, p4 = 0.0153, and it is rare that any case occurs 5 or more times.
How can the idea be applied to regression subset selection? There are two

different methods:

1. Bootstrapping residuals. In this method, the full model is fitted to the data
and the vector, e, of least-squares residuals is calculated. These residuals
are then studentized (standardized) using

* €

€ =

V(1 —di)
where the d; are the diagonal elements of the ‘hat’ matrix, X (X'X)~1X".
The original X matrix is used, but corresponding to each case, X;, the

Y-value is the fitted value of ¥ from the full model plus one of the e;’s
sampled with replacement.

2. Bootstrapping the (X;, y;)-pairs. The (X, y)-pairs are sampled with replace-
ment. This can be seen as the equivalent of the case of random predictors,
whereas bootstrapping can be viewed as equivalent to the case of fixed
predictors.

Let us take the POLLUTE data set again and use the Efroymson step-
wise procedure with F-to-enter = 4.0, and F-to delete = 4.0. We have taken
10,000 bootstrap samples of size 60 from the data set and performed step-
wise regression on each sample. The stepwise procedure picks the subset (1,
2, 9, 14) using the full data set. For each bootstrap replicate, the regression
coefficients were calculated for this subset, whether or not it was the selected
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Table 5.23 Bootstrap of standardized residuals applied to the POLLUTE data set,
using the Efroymson stepwise procedure to select subsets. Means and standard devi-
ations of regression coefficients from 10,000 replicates

Var. Subset (1,2,9,14) Different subset All cases
Frequency = 954 Frequency = 9046 Frequency = 10,000
Mean  Std. devn Mean  Std. devn Mean Std. devn
X(1) 2.19 0.48 2.03 0.54 2.05 0.53
X(2) -1.89 0.43 -1.77 0.54 -1.78 0.53
X(9) 4.06 0.62 4.08 0.69 4.08 0.68
X(14) 0.348 0.070 0.328 0.079 0.330 0.078

subset. The ordinary least-squares regression coefficients for the chosen subset
using the full data set are:

X(1) X2 Xx(9 x4
2.06 -1.77 4.08 0.331

Table 5.23 shows the regression coefficients when boostrapping from boot-
strapping the residuals. We see that the subset selected from the full data set
was only chosen in about 9.5% of the bootstrap replications.

Notice that the average regression coefficients over all 10,000 replicates are
very close to the least-squares coeflicents for these variables using the original
data, which is as they should be. However, the regression coefficients when
subset (1, 2, 9, 14) was selected were significantly larger than those when
other subsets were selected, except for variable X (9). In the absence of any
better method for estimating regression coefficients when the same data are
used for model selection and for estimating the regression coefficients (see the
next chapter), this suggests that we should use as our regression coefficients
for model (1, 2, 9, 14):

(1) X2 X9 x4

1.92 -1.66 4.06 0.313

The weakness of this method is that the selection process has already picked
the subset which fits best for the full data set. If the sample size, n, is only
a little greater than the number of available predictors, k, then the fitted
values, X B, will also be biased away from the true but unknown values X/
in a direction which favours the model that has been selected. This bias is
partially but not completely overcome by adding the bootstrap residuals to
the fitted values. If n > k, then there is far more smoothing of the fitted
values, which should be closer to the true X3, and the bias will be very
small. Unfortunately, we have no theory to quantify this bias.

Table 5.24 shows the regression coefficients when boostrapping (X, y)-pairs
is used. We see that the subset selected from the full data set was only chosen
in about 8.5% of the bootstrap replications.

Notice that the averages of the regression coefficients in the next to last
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Table 5.24 Bootstrap of (X,y)-pairs applied to the POLLUTE data set, using the
Efroymson stepwise procedure to select subsets. Means and standard deviations of
regression coefficients from 10,000 replicates

Var. Subset (1,2,9,14) Different subset All cases
Frequency = 855 Frequency = 9145 Frequency = 10,000
Mean  Std. devn Mean Std. devn Mean Std. devn
X(1) 1.89 0.43 2.18 0.58 2.16 0.57
X(2) -2.02 0.46 -1.70 0.68 -1.72 0.67
X(9) 4.02 0.63 4.00 0.79 4.00 0.77
X(14) 0.336 0.051 0.336 0.057 0.336 0.057

column are significantly different from the ordinary least-squares coefficients
for the full data set. There is no reason why the mean values should converge
to the OLS values for the full data set. One of the dangers when bootstrap-
ping pairs is that the some of bootstrap samples may be rank deficient. For
instance, if we have, say 40 predictors but only 60 cases, the average rank of
the bootstrap sample will be about 63% (100% - 37%) of 60, or about 38.

From this we see that the average values of the regression coefficients are
significantly different in samples in which the variables are selected from those
samples in which they are not selected, for variables X(1) and X(2), but not
for X(9) or X(14).

For a detailed description of bootstrap methods, the reader is referred to
Efron and Tibshirani (1993). For details of its application to subset selection
in regression, see Hjorth (1994). For the asymptotic properties of bootstrap
estimators see Shao (1996, 1997).

5.5 Likelihood and information-based stopping rules

We have so far looked at obtaining the best predictions. An alternative family
of criteria are those based upon likelihood or information measures.

Let us suppose that the likelihood of a particular value y of the Y-variable is
flylz, ), where x is a vector of given values of the predictor variables and 0 is
a vector of parameter values. For instance, if Y is normally distributed about
the regression line X8 = Bg + 31 X1 + B2 X2 + ... with standard deviation o,
then the likelihood is

e—(y—n)?/20°
V2ro?

where the mean (1) = Bo + 81 X1 + B2X2 + .... In this case, the vector
of parameter values consists of the regression coefficients and one additional
parameter which is the standard deviation.

Likelihoods can similarly be derived for other distributions, such as a gamma
distribution or even a discrete distribution such as the Poisson distribution.

f(y|$7 0) =
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The likelihood for a sample of n independent observations is simply the
product of the likelihoods for each individual observation.

Maximizing the likelihood (ML), or in practice maximizing its logarithm,
is an important method of estimation. It frequently leads to usable estimates
in difficult situations, for instance in the case of truncated data where values
of a variable greater than a certain size cannot be observed. The maximum
likelihood estimates of parameters are often biased, and this must be checked
in every case. For instance, in the case of the normal distribution, the ML-
estimate of the sample variance (02) is equal to the sum of squares of residuals
divided by the sample size (n). An unbiased estimate can be obtained by
dividing by (n — 1) instead. Taking the square root gives an estimate of the
standard deviation, but this is biased using either n or (n — 1) as the divisor;
if (n — 1.5) is used as the divisor, the estimate of the standard deviation is
approximately unbiased.

Let us look at how maximum likelihood can be used for model selection.
Suppose that we have models M; for j = 1,2,...,J to choose from. Let
f(y| X, 0, M;) be the likelihood for a sample of n values, y1,¥y2, -..,Yn given
the n x k matrix of values of k predictor variables, a vector of parameters
0 and the model M;. The model may be nonlinear in the parameters, and
for the moment, the distribution of the Y-values may be any distribution. In
most cases, the number of parameters in 8 will vary from model to model.
The function f may be a discrete or continuous function of X; it will usually
be continuous in @ and will be a discrete function of the model number, j.

We could try to find the model M; and the vector of parameter values
0 that maximizes this likelihood. In many cases, this picks one of the most
complex model, with a large number of parameters. Let us look, for instance,
at the case in which the Y are normally distributed and the models are all
linear but in different subsets of the k predictors. The likelihood in this case

1S
n

[T@ro?) " Peap{—(y: = Y Biwa)*/(207).}

i=1 leM;
In practice, it is almost always the natural logarithm, L, of the likelihood
which is maximized. This is

L = — (n/2)ln(270?) — RSS;/(207),
where RS'S; is the residual sum of squares for model M;. This is maximized
by taking
0']2- = RSSJ/H,

where the usual least-squares regression coefficients are used in calculating
the residual sum of squares (RSS;). Hence, the maximum value of the log-
likelihood, L;, for model Mj is

Lj = —(n/2)In(2102) — (n/2), (5.34)

Over all models, L is maximized by choosing that model which has the small-
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est residual variance estimate, 032-. If the models are those selected by forward
selection, the residual variance estimate decreases each time a new variable

is added until the reductiop in the residual sum of squares from adding an-
other variable is less than 032-. Thus, for forward selection and linear, normally
distributed models, maximizing the likelihood is equivalent to using an F-to-
enter value of 1.0 instead of more traditional values in the region of 4.0.

Suppose that we have 100 predictors, of which 20 have no predictive value
(though we do not know this). The projections for these 20 variables will
be normally distributed with zero mean and standard deviation equal to the
residual standard deviation, o. From tables of the normal distribution, we
can expect about 31.7% of them to be either greater than o or less than —o.
Hence, about 6 or 7 of the 20 useless predictors will probably be included in
the model selected by maximum likelihood. At the same time, a few of the
remaining 80 predictors may be rejected.

As the sample size, n, increases, the projections of the ‘real’ predictors
increase proportionally to 1/n, so that eventually all such variables will be
included, but the proportion of ‘false’ variables included will remain at about
31.7% unless we add a penalty function to the likelihood. (The figure 31.7%
is for forward selection; if an exhaustive search procedure is used, and the
predictors are correlated, the figure is likely to be much larger.)

Akaike (1973, 1977) suggested that a penalty of p should be deducted from
the log-likelihood, where p; is the number of parameters estimated in model
M;. Akaike’s Information Criterion (AIC) is minus twice the log-likelihood,
and because of the change of sign, it is minimized rather than maximized. It
is

AIC(j) = —2(L; — pj). (5.35)

The AIC has been widely used as a stopping rule in the field of time series
analysis in much the same way that Mallows’ C}, is used as the practical
solution to exactly the same mathematical problem in selecting subsets of
regression variables.

Using (5.34), the AIC can be rewritten as

AIC(j) = nln(2767) + n + 2p;

= constant + nln(&?) + 2p;.

Some authors divide this expression by n, and the author has seen the expo-
nential of this expression named as the AIC.

Several modifications of the AIC have been proposed (e.g. Risannen (1978),
Schwarz (1978), and Hannan and Quinn (1979)). These all have the form
—2(Lj —p.f(n)), where f(n) is some slowly increasing function of the sample
size, n, such as Inn or In(Inn).

The Schwarz criterion, often known as the Bayesian Information Criterion
(BIC), is to maximize

BIC() = L; — (1/2)p;In(n), (5.36)

© 2002 by Chapman & Hall/CRC



LIKELIHOOD AND INFORMATION-BASED STOPPING RULES 157

Risannen’s criterion is to maximize

pj 2
RC(j) = nL; + Zln (01-2889];2]) + (pj+1)In(n+2) + ..., (5.37)
; 1
where the 0; are the parameters in the model. This criterion was derived for
fitting autoregressive, moving average models, and the final term above was
2In(r 4+ 1)(s + 1), where r and s were the orders of the autoregressive and
moving average parts of the model, and p; = r + s.

Hannan and Quinn (1979) consider the case of selecting time series models
in which the number of parameters in the model, k£ in our notation, increases
with sample size. For this situation, they derive the criterion of maximizing

HQ®j) = nIn(6%) + 2p;cln(lnn) (5.38)

J

for some ¢ > 1, though in their simulations they use the value ¢ = 1. The
justification for the double logarithm comes from pages 292-294 of Hannan
(1970). Note that this is in Chapter V of Hannan’s book, not Chapter VI as
stated in the Hannan and Quinn paper.

Asymptotic comparisons of some of these criteria have been made by Stone
(1977, 1979), who also showed the asymptotic equivalence of cross-validation
and the AIC. These asymptotic results give no indication of the behaviour
for finite sample sizes, and contain no discussion of the bias in parameter
estimates that result from model selection.

The AIC has often been used as the stopping rule for selecting ARIMA
models, where selection is not only between models with different numbers of
parameters but also between many models of the same size. In this situation,
there is competition bias, and this does not appear to have been considered
in the time series literature. The BIC and the Hannan-Quinn criterion have
better asymptotic properties. If there are variables that should be omitted,
and hopefully there are, or why should we be looking at subset selection, then
with the AIC the expected number of such variables included does not tend
to zero as the sample size increases.

Hurvich and Tsai (1989) looked at the small-sample properties of the like-
lihood function and, based upon the expected values of estimators of param-
eters, derived the following modified AIC:

2p(p+1)
(n—p-1)
Compared with the AIC, this gives a sharper cut-off, that is, it tends to select
smaller subsets when the number of predictors, p, is large compared with the
sample size, n. For large n, it behaves in a similar way to the AIC. This
adjustment to the AIC is based upon small sample properties of the estimates
assuming that the models have been chosen a priori. It does not allow for the
bias in selecting the most extreme subset of each size, which is the basis of
the RIC criterion described earlier in this chapter. Simulation results in the
paper by Hurvich and Tsai show its superior performance, compared with a

AIC, = AIC + (5.39)
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variety of other criteria, at selecting the correct model size with small sample
sizes and small numbers of predictors.

The AIC, and the various modifications of it, can be applied in situations in
which normality is not assumed, in which case the maximum likelihood fitting
procedure may not be equivalent to least-squares fitting. Ronchetti (1985) has
proposed a variation on the AIC using ideas from robust regression.

Burnham and Anderson (1998) use the Kullback-Liebler distance (or infor-
mation difference/loss). Let f(y|@,X) be the true but unknown probability
density for the values of a Y-variable, given the matrix, X of values of the
predictors, and a set of parameters 8. Kullback and Leibler (1951), and later
Kullback (1959), define the K-L distance between the true model f and an
approximation to it, g, as

1thg) = [ (%) dy

Notice that this ‘distance’ or ‘information loss’ is directional; it is not symmet-
ric. As the logarithm of a ratio is equal to the difference of the two separate
logarithms, this can be rewritten as

I(f,g9) = /f(y) In(f(y))dy — /g(y) In(g(y))dy.

When comparing many models with f, the first term on the right-hand side
above remains constant, so that we can write

I(f.g) = constant — / o(v) n(g(v))dy.

Burnham and Anderson show how the K-L distance can be used to derive the
AIC criterion for model selection, and various variations on it.

5.5.1 Minimum description length (MDL)

While likelihood theory has developed in the field of statistics, there have been
parallel and similar developments in the field of information theory. There has
been some ‘cross-fertilization’, for instance, in the papers by Rissanen (1987)
and by Wallace and Freeman (1987), read to the Royal Statistical Society
together with the published discussion that follows those papers in the printed
version. This is a useful source of references to previous literature in this field.
See also the more recent review paper by Hansen and Yu (2001).
Rissanen derives a new stopping criterion, which is to minimize

n 1
§1nRSSp + §1n | X;Xp |

over all prospective models and over all sizes p, where X, is the n x p ma-
trix of values of the predictors in the current model. The determinant is most
easily calculated from the Cholesky factorization X X, = R R,. As the
determinant of a product of two matrices equals the product of the two sep-
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arate determinants, we can simplify the above expression for computational
purposes to

ngssp + In|R,|, (5.40)

where the determinant of a triangular matrix is simply the product of its
diagonal elements. We note that, provided that X ;Xp is of full rank, we can
expect the second term above to increase as Inn, as n increases. It will also
increase with the number of variables p.

Bryant and Cordero-Brana (2000) have derived alternative stopping criteria
based upon the MDL. They define the MDL for a class, M, of models such
as the class of all linear subsets of variables, as

MDL(Y | M,g) = —Inf(Y|8) — Ing(B),

where Y is the data, f is the (normal) probability density, 3 is the vector
of regression coeflicients, and g is the length of message required to ‘encode’
the optimum values of the regression coefficients. Thus, the term involving g
is a penalty for adding a large number of parameters (variables). They con-
sider some examples involving discrete distributions before looking at subset
selection in regression.

For the case of linear models with a normally distributed Y-variable, they
first standardize the least-squares regression coefficients, ,3 Let

(XIX)1/2B

ovn
where they define the square root of X’ X as any matrix A such that A’A =
X’ X. This definition is quite often used in the engineering literature, whereas
in mathematical literature, the square root is defined as any matrix satisfying
AA = X’X, that is, A is multiplied by itself, not by its transpose. This engi-
neering definition of a matrix square root enables the Cholesky factorization,

R'R = X’X, to be used as a square root, where R is an upper triangular
matrix. Using the Cholesky factorization shows, we have then that

. RpB
T 5

and RB = t, which is the vector of least-squares projections.
The Bryant and Cordero-Brana criterion is to minimize the quantity

MDL = (n/2)In(6*) — InT((n—p)/2) + pln(Ro//7)
+ InIn(Gmaz/Tmin)? + G(n), (5.41)
where
G(n) = g nT_Lllnn + Inw

and where the argument R is the number of standard deviations of range of
the standardized regression coefficients over which their MDL is integrated,
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and opmin < 0 < Omaz for all the models considered. The last two terms in
(5.41) are thus constant over the models considered.

The stopping rule that Bryant and Cordero-Brana derive is equivalent to
including a variable in the chosen model if its least-squares regression coeffi-
cient, Bj divided by the usual a priori estimate of its standard error is greater

than
L((n—p+1)/2)Ro]*"
(”p)ﬂ r((n—p)/zwo} B 1}' G4

They give tables for Ry = 10, 20 and 50, which show that that the criterion
is only weakly dependent upon this strange parameter. They also give the
approximation to (5.42)

VIn(n) — 1.838 + 2In(Ry)

for p > 10,n < 1000 and Ry < 500. Notice that the number of variables, p,
does not appear in this approximation. Thus, the cut-off for the projections
increases as the square root of Inn. If we square this to apply it to sums of
squares, then the cut-off increases as Inn, which is the same as the Schwarz
criterion.

Using a range of +5 standard deviations (Ry = 10), and a sample size
n = 50, with & = 10 predictors, the value of the cut-off (5.42) is 2.35 standard
deviations. For a sample size n = 200, this increases to 2.79 standard devi-
ations. Squaring the numbers of standard deviations in the tables of Bryant
and Cordero-Brana shows that their criterion is usually equivalent to using
F-to-enter values between about 3 and 10, depending upon the values of n, p
and Ro.

Appendix A
Approximate equivalence of some stopping rules

In section 5.2.3, a generalized form of Mallows’ C),

o) = 5% 0 ary), (A1)

6—2

was introduced. There are many different stopping rules in use, and most of
them can be shown to yield a similar stopping point to minimizing C), (M) for
some value of M, usually a value close to 2.0, which is that for Mallows’ C,,.

A.1 F-to-enter

If Cp(M) is a minimum at p = m, then Cy41(M) > C,, (M), where C,, (M)
and Cy,41(M) are for the best-fitting subsets of m and (m + 1) variables that
have been found. Substitution from (A.1) and a little rearrangement shows
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that
RSS,, — RSSm+1

52
G
The left-hand side of (A.2) is approximately the F-to-enter statistic. The
difference is that in C,(M), 62 is defined as
RSS,
n—k’
that is, it is the residual variance estimate with all the available predictors in
the model, whereas the denominator of the F-to-enter statistic is
RSSm+1
n—m-—1

< M. (A.2)

These quantities will often be very similar provided that n > k. Hence, at
the minimum of C, (M), the F-to-enter statistic will usually be less than M.

If the F-to-enter statistic is used as the stopping rule when progressively
increasing subset sizes, stopping as soon as it falls below M, then we can stop
earlier than if we use the rule of minimizing C,(M). Unless the X-predictors
are orthogonal, the quantity Cp,(M) may have several local minima, and the
F-to-enter stopping rule tends to stop at the first. If k£ is small, say of the
order of 10-20, then stopping when the F-to-enter first drops below M will
usually find the minimum of C,(M), but for larger k, it will often pick a
smaller subset.

A.2 Adjusted R? or Fisher’s A-statistic

The adjusted R2-statistic (adjusted for degrees of freedom) is usually defined

as 1
-1 - (1 - R)Y2Z A.
A, R (A3)

where

R2 = 1 — (RSS,/RSS)).
This is an appropriate definition when a constant is being fitted. When no
constant is being fitted, R127 is often re-defined as

R} =1 — (RSS,/RSS)

where RS'Sy means just the total sum of squares of the values of the Y-variable
without subtraction of the mean. In this case, it is appropriate to replace the
(n—1) in (A.3) with n.

Maximizing the adjusted RZ-statistic can be shown to be identical to min-
imizing the quantity

2 _ RSS, 7
P (n-p)

with respect to p, whichever of the two definitions for A, is used. This quantity,
ie. 512,, is the residual mean square for the p-variable subset.
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A little rearrangement shows that at the minimum of sg we have

RSSpm — RSSmyr  _ 1
RSSpmi1/(n—m—1) — 7

that is, the F-to-enter statistic has a value not greater than 1. Hence, max-

imizing the adjusted R?-statistic is approximately equivalent to minimizing
Cp(M) with M = 1.

A.3 Akaike’s information criterion (AIC)

The AIC is to minimize —2(L, — p), where L, is the log-likelihood of a model
with p parameters.

In the linear regression situation, the crude log-likelihood, neglecting the
issue of model selection, is

1 n p
L, ~(n/2)W(2moy) — 55> (v~ Bjaig)’
D=1 j=1

= —(n/2) 111(27702) - RSSP/(20'2).
As the maximum likelihood estimate for 0127 is

62 = RSS,/n,

P
where the division is by n, not the more usual (n — p), we have that
L, —p.f(n) = constant — (n/2)In(RSS,) — p.f(n).

Changing signs and taking exponentials we see that minimizing these modified
AIC’s is equivalent to minimizing

RSSy.exp[(2p/n) f(n)].

At the minimum, with respect to p, we have that
RSS,,.exp[(2m/n)f(n)] < RSSpmi1.exp[((2m + 2)/n)f(n)]
or that
RSSy, < RSSpt1.exp[2f(n)/n].
A little rearrangement then gives the F-to-enter statistic at the minimum,

RSS,, — RSSpmi1
RSSy+1/(n—m—1)

Provided that (2/n)f(n) is small, the right-hand side above is approximately

2<1 - m+1)f(n).

n

< (n—m—1)(e®™MfM _ 1),

Thus using the AIC in its original form, i.e. with f(n) = 1, is equivalent to
minimizing Cp, (M) with M a little less than 2.

© 2002 by Chapman & Hall/CRC



AKAIKE’S INFORMATION CRITERION (AIC) 163

If the estimate used for &g is

G, = RSSp/(n—p),
then maximizing (L, — p.f(n)) is equivalent to minimizing
RSSy.exp[(2p/n)f(n) — In(n—p) — p/n].

Continuing as before, we find that at the minimum the F-to-enter statistic
for the AIC is not greater than a quantity approximated by

1
2(1— m+ )
n

Thus, minimizing the AIC tends to select slightly larger subsets than mini-
mizing Mallows’ C,,.
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CHAPTER 6

Estimation of regression coeflicients

6.1 Selection bias

The paper by Zhang (1992) starts with the statement:

Standard statistical inferences are often carried out based on a model that is

determined by a data-driven selection criterion. Such procedures, however, are

both logically unsound and practically misleading.
This is a forceful way of stating the problem of overfitting that occurs in all
model building processes, and for which we have no general solution. For an
extensive discussion of the inferential problems associated with data-driven
model building, see the paper by Chatfield (1995) and the discussion which
follows it. The reader may, however, be disappointed by the lack of solutions
presented there. The reader may be similarly disappointed by this chapter.

In this chapter, we look at some of the ways of estimating regression coef-
ficients for a subset of variables when the data to be used for estimation are
the same as those that were used to select the model. Most of these methods
are based upon the biased least-squares regression coefficients, and require an
estimate of the selection bias or depend upon properties of the selection bias.
Such methods will be discussed in section 5.3, while selection bias in a very
simple case will be discussed in section 5.2.

The term ‘selection bias’ was introduced in Chapter 1 but was not precisely
defined at that stage. If the true relationship between Y and the predictor
variables is

Y = Xafa + XpfBp + ¢

where X = (X4, Xp) is a subdivision of the complete set of variables into
two subsets A and B, and where the residuals have zero expected value, then
the unconditional expected value of the vector, b4, of least-squares regression
coefficients for subset A is

E(ba) = Ba + (X, Xa) ' X", XBPBE. (6.1)

The second term on the right-hand side of (6.1) is what we have called the
omission bias. Expression (6.1) is valid when the subset A has been cho-
sen independently of the data. The definition of selection bias is then as the
difference between the expected values when the data satisfy the conditions
necessary for the selection of the subset A, and the unconditional expected
values, that is,

selection bias = FE(ba | Subset A selected) — E(ba).

165
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The extent of the bias is therefore dependent upon the selection procedure
(e.g. forward selection, sequential replacement, exhaustive search, etc.), and
is also a function of the stopping rule. It can usually be anticipated that the
more extensive the search for the chosen model, the more extreme the data
values must be to satisfy the conditions and hence, the greater the selection
bias. Thus, in an exhaustive search, the subset is compared with all other
subsets so that larger biases can be expected than for forward selection in
which a much smaller number of comparisons is made.

An early paper on selection bias is that of Lane and Dietrich (1976). They
carried out simulation studies using only 6 independent predictors, all of which
had nonzero real regression coefficients, and found that for their smallest
sample size (n=20), two of the six sample regression coefficients averaged
about double their true values in the cases in which those variables were
selected.

There is a large literature on the subject of pretest estimation, though in
most cases studied only one or two tests are applied in selecting the model
as contrasted with the large number usually carried out in subset selection.
For the relatively small number (usually only two) of alternatives considered,
explicit expressions can be derived for the biases in the regression coeflicients,
and hence the effect of these biases on prediction errors can be derived. There
is almost no consideration of alternative estimates of regression coefficients
other than ridge regression and the James-Stein/ Sclove estimators. Useful
references on this topic are the surveys by Bancroft and Han (1977) and
Wallace (1977), and the book by Judge and Bock (1978).

Though much of this chapter is concerned with understanding and trying
to reduce bias, it should not be construed that bias elimination is a necessary
or even a desirable objective. We have already discussed some biased estima-
tors such as ridge estimators. Biased estimators are a standard part of the
statistician’s toolkit. How many readers use unbiased estimates of standard
deviations? (N.B. The usual estimator s = {3 (z — 7)2/(n — 1)} is biased,
though most of the bias can be removed by using (n — 1.5) instead of the
(n —1)). That (n — 1) is used to give an unbiased estimate of the variance.

It is important that we are aware of biases and have some idea of their
magnitude. This is particularly true in the case of the selection of subsets of
regression variables when the biases can be substantial when there are many
subsets that are close competitors for selection.

6.2 Choice between two variables

To illustrate the bias resulting from selection, let us consider a simple exam-
ple in which only two predictor variables, X; and X5, are available and it
has been decided a priori to select only one of them, the one that gives the
smaller residual sum of squares when fitted to a set of data. For this case, it is
feasible to derive mathematically the properties of the least-squares (or other)
estimate of the regression coefficient for the selected variable, the residual sum
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Frequency

30

N

3.0

Figure 6.1 Histogram of values of b1 from 200 sets of artificial data. The outer
histogram is for all data sets, the inner one is for those sets for which variable X1
gave the smaller RSS. The thin vertical line is at the expected value of b .

of squares, and other quantities of interest. However, before doing that, we
present some simulation results.

The following example is constructed so that the expected residual sum
of squares is the same, whichever of the two variables is selected. For added
simplicity, the fitted models do not include a constant. Let us define

X1 = 74
Xo = =37y + 425
Y = 7y 4+ 27y + Zs,

where Z1, Z5 and Z3 are independently sampled from the standard normal
distribution. If we take a sample of n independent observations and fit the
two alternative models,

Y = 7 X; + residual

Y = ~Xs + residual,
by least squares, then the expected values of the sample regression coefficients,

b1 and by, are 1.0 and 0.2 respectively, and the expected RSS is 5(n — 1) for
both models. Note, that the expected RSS with both variables in the model
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Frequency ;
20 - % _%
0 - L

RSS

Figure 6.2 Histograms of values of the RSS from 200 artificial data sets. The outer
histogram is of all values (two per data set), while the inner one is for the model
that gave the smaller RSS for each data set. The thin vertical line is at the expected
value of the RSS.

is (n — 2), so that if a similar case arose in practice, both variables would
probably be included in the selected model. The simulation could have been
modified to give a much larger RSS with both variables in the model simply
by increasing the variance of the residual variation, Zs.

Using samples of size n = 12, 200 sets of artificial data were generated. The
solid histogram shown in Figure 6.1 is that of the 200 sample values of b;.
These values averaged 0.991, which is close to the expected value; the average
of the corresponding values of ba was 0.204. The inner, shaded histogram
shown in Figure 6.1 is that of the values of by when variable X was selected. As
can be seen, variable X; was usually selected when b, was above its expected
value, but rarely selected when it was below. The corresponding histograms
for by, which are not shown, look very similar. The average values of b; and
by for the data sets in which their corresponding variables were selected were
1.288 and 0.285. Variable X; was selected 99 times out of the 200 data sets.

Figure 6.2 shows the histograms of RSS’s. The solid histogram is that for
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all 400 RSS’s; that is, it includes two RSS’s for each data set, one for each
model. The inner, shaded histogram is that of RSS’s for the selected models.
The thin vertical line is at the expected value of the RSS (=55). The sample
average of all the RSS’s was 55.3, while the average for the selected models
was 45.7.

Thus, for one highly artificial example, we have found the estimated regres-
sion coefficients of selected variables to be biased on the high side and the RSS
to be too small. In practice, we often have many more variables or subsets
of variables competing for selection, and in such cases, the biases are often
far greater than here. When an exhaustive search has shown, say several hun-
dred subsets of five, out of say twenty variables, which fit a set of data about
equally well, perhaps so that Spj¢tvoll’s test finds no significant differences
between them at the 5% level, then some of the regression coefficients for the
best-fitting subset will probably be of the order of three standard errors from
their expected values if they are estimated from the same data as were used
to select that subset.

Let us now derive more general results for the two-variable case. Let us
suppose that the true model is

Y = 61 X1 + B2Xo + € (62)

where the residuals, €, have zero mean and variance o2. Later, we will also need
to make assumptions about the shape of the distribution of the residuals. The
least-squares estimate, b1, of the regression coefficient for the simple regression
of Y upon X; is then

— ’ /7
by = xiy/xix,

= (ﬁlm’lml + 5233/1332 + 33/16)/33/1331a

and hence,
E(b) = p1 + foxiza/xi21
= T
Similarly,
E(bQ) = ﬂg =+ ﬁlm;ml/m'zccz
= 72

Note that these are the expected values over all samples; no selection has
been considered so far. The difference between v; and (1, and similarly that
between o and (s, is what we referred to earlier as the omission bias.

Now variable X is selected when it gives the smaller RSS, or equivalently,
when it gives the larger regression sum of squares. That is, X is selected
when

xix1b] > xhaabs. (6.3)

If we let f(b1, ba) denote the joint probability density of by and be, then the

© 2002 by Chapman & Hall/CRC



170 REGRESSION COEFFICIENTS

expected value of b; when variable X is selected is

[ [ b1 f(b1,b2) dby dbs
E(by | X; selected) = =& ’
ol ) fRff(b17b2) dby dby

where the region R in the (b1, b2)-space is that in which condition (6.3) is
satisfied. The denominator of the right-hand side of (6.4) is the probability
that variable X; is selected. The region R can be reexpressed as that in which
|b1] > C|ba|, where C' = (w;mz/m’lml)%. As the boundaries of this region are
straight lines, it is relatively straightforward to evaluate (6.4) numerically for
any assumed distribution of b; and by, given the sample values of m’lml and
x4x2. Similarly, by replacing the by in the numerator of the right-hand side
of (6.4) with b}, we can calculate the " moment of b; when X is selected.

As by and by are both linear in the residuals, €, it is feasible to calculate
f(b1, ba) for any distribution of the residuals. However, if the distribution of
the residuals departs drastically from the normal, we should be using some
other method of fitting regressions than least squares, though in some cases,
e.g. if the observations have a Poisson distribution or a gamma distribution
with constant shape parameter, the maximum likelihood estimators of the
regression coefficients are weighted least-squares estimators. If the residuals
have a distribution which is close to normal then, by the Central Limit The-
orem, we can expect the distribution of b; and bs to be closer to normal,
particularly if the sample size is large. The results which follow are for the
normal distribution.

Given the values of X; and X5, the covariance matrix of by, by is

(6.4)

(@) x wo(z)x1) H(whee) !

VvV = o2 - _ -
xhwo(z)x1) H(whee) ! (xhao) ™t

It will simplify the mathematical expressions if we scale X; and X5 so that
xx1 = xhxe = 1, that is, if we replace X; with

*

x; = :c,/(:c;:c,)%

and replace b; with

bi = bi(ahw)?.

We will assume that such a scaling has been carried out and drop the use of
the asterisks (*). The covariance matrix of the scaled b’s is then

V = o2 { Lo } ,
p 1
where p = xjx2. The joint probability density of by and by is then

cap{—(b=7)'V "1 (b~ )}

Fbrba) = 2ro2(1 — p2)%
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where b’ = (b1,02), v’ = (71,72), and
1 1 —p
vl = — — .
o?(1 = p?) [ — 1 }
The argument of the exponential is
—{(br =m)* = 2p(b1 — 1) (b2 —22) + (b2 —72)*}/{20°(1 — p*)}

= — {1 —p02)]* + (1= p*)(b2 —2)*}/{20%(1 - p*)},
where p(ba) = v1 + p(ba — v2). Hence, we need to evaluate integrals of the
form

I, = /Oo exp[— (b2 —72)* /207
" o (2m02)%
by eap{—[br — p(b2)]2/[202(1 — p?
L I YL P
R(bs) {2702(1 — p?)}2
where the region of integration, R(bs), for the inner integral is by > |ba| and

by < —|b2|. The inner integral can be evaluated easily for low moments, r,
giving for r =0,

forr=1

(1= p?)%[p(22) — d(21)] + p(b2)[@(21) + 1 — (22)];

for r =2,

a(1— p?) 3 {[lba] + u(b2)]d(22) + [lbo] — pu(b2))eb(z1)}
+ [12(b2) + 02 (1 — pA)][@(21) + 1 — @(22))],

where ¢ and ® are the probability density and distribution function of the
standard normal distribution, and

2 = [lbe] — p(b2)]/[0%(1 - p?)]E

22 = (oo — p(b2))/[0*(1— pP))%.
Numerical integration can then be used to determine I,.. Unfortunately, none
of the derivatives of the kernel of (6.5) is continuous at bs = 0, so that Hermite
integration cannot be used. However the kernel is well behaved on each side of
bs = 0 so that integration in two parts presents no problems. This can be done
using half-Hermite integration for which tables of the weights and ordinates
have been given by Steen et al. (1969), and Kahaner et al. (1982).

Table 6.1 contains some values of the mean and standard deviation of b;
when variable X7 is selected. In this table, the expected value of b; over all
cases, i.e. whether or not variable X is selected, is held at 1.0. To apply the
table when the expected value of b1, i.e. 1, is not equal to 1.0, the X-variables
should be scaled as described earlier, and the Y-variable should be scaled by

1

dividing by 71 (xjx1)2. The residual standard deviation after fitting both
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Table 6.1 Values of the expected wvalue, E(bi|sel.), and standard deviation, std.
devn.(b1|sel.), of b1 when variable X1 is selected, with v1 = 1.0

c=203 oc=205
p v2  E(bi|sel.) Std.devn.(bi|sel.) E(bi|sel.) Std.devn.(bi|sel.)

-0.6 0.0 1.02 0.28 1.11 0.43
0.5 1.08 0.25 1.21 0.39
1.0 1.21 0.21 1.36 0.35
1.5 1.39 0.18 1.53 0.32
2.0 1.60 0.16 1.72 0.30
0.0 0.0 1.01 0.29 1.10 0.45
0.5 1.05 0.28 1.15 0.44
1.0 1.17 0.25 1.28 0.42
1.5 1.35 0.23 1.46 0.40
2.0 1.57 0.22 1.66 0.38
+0.6 0.0 1.02 0.28 1.11 0.43
0.5 1.01 0.29 1.09 0.46
1.0 1.11 0.28 1.17 0.48
1.5 1.30 0.27 1.34 0.51
2.0 1.53 0.27 1.52 0.58

variables, o, should be divided by the same quantity, 2 should be multiplied
1 1

by (x4x2/x 21)2 /71, and p = xjx2 /(2] T12522)2. Thus, for the simulation

at the start of this section, we had

v1 =10, 2 =0.2, 2iz; =12, 252y = 300, iz = -3, 0 = 1.

After scaling, and using asterisks as before to denote the scaled values, we
have

v =1.0, v5 =1.0, p=—.05, 0" =1/V12 = 0.289.

This is close to the entry in the table for p = 0, ¢ = 0.3, for which the expected
value of b; is 1.17 when X; is selected. However, the average value in our
simulations was 1.288, which is significantly larger than 1.17. The reason for
the apparent discrepancy is that the theory above is for given values of X3
and X5, whereas X7 and X5 were random variables in our simulation, taking
different values in each artificial data set. As a check, the simulations were
repeated with fixed values of X; and X3 such that zjz; = 12, ]z = 0,
:c'za:2 = 300 and o = 1. The average value of b; for the 106 cases out of 200
in which variable X; was selected was 1.202.

Figure 6.3 is intended to give a geometric interpretation of selection bias.
The ellipses are for two different cases, and are ellipses of constant probability
density in (b1, b2) such that most pairs of values of (by, bs) are contained
within them. For this figure, it is assumed that X; and X5 have both been
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Figure 6.3 A figure to illustrate the size and direction of selection bias.

scaled to unit length so that the regions in which X; and Xs are selected are
bounded by lines at 45 degrees to the axes. Thus X is selected in regions to
the left and right of the origin, and Xs is selected if (b1, b2) is in the top or
bottom regions.

Ellipse A represents a case in which b is positive and b5 is usually positive.
The thin horizontal and vertical lines running from the centroid of the ellipse
are at the unconditional expected values of b; and bs. When X5 is selected,
(b1, b2) is in the small sliver to the top left of the ellipse or just above it. Most
of the sliver is above the expected value of by, so that bs is biased substantially
in those rare cases in which it is selected. As the few cases in which X7 is not
selected give values of by less than its expected value, by is biased slightly on
the high side when X, is selected.

Ellipse B represents a case in which the principal axis of the ellipse is
perpendicular to the nearest selection boundary. In this case, far more of the
ellipse is on the ‘wrong’ side of the boundary and the biases in both b; and
ba, when their corresponding variables are selected, are relatively large.

In both cases, A and B, the standard deviation of b; and bs, when their
variables are selected, are less than the unconditional standard deviations.
This applies until the ellipses containing most of the joint distribution include
the origin.
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Table 6.2 Coefficients in the rational polynomial (6.6) for three values of p

Parameter p=-06 p=0 p=+0.6

p1 0.71 0.56 0.36
P2 0.43 0.40 0.34
P3 0.090 0.094  0.103
Pa 0.0067  0.0075 0.0097
Ps 0.15 0.14 0.11
Pe 0.015 0.019  0.029

Both ellipses shown here have p > 0; for p < 0 the directions of the major
and minor axes of the ellipse are reversed. As p approaches +1.0, the ellipses
become longer and narrower; for p = 0, the ellipses are circles. It can be seen
that when v, and 5 have the same signs and are well away from the origin, the
biases are smallest when p > 0 and largest when p < 0. The case p = 0, that
is, when the predictor variables are orthogonal, gives an intermediate amount
of bias. The popular belief that orthogonality gives protection against selection
bias is fallacious; highly correlated variables will often give more protection.

The above derivations have been of the properties of the regression coef-
ficients. A similar exercise can be carried out using the joint distribution of
the RSS’s for the two variables, to find the distribution of the minimum RSS.
This is somewhat simpler as both RSS’s must be positive or zero, and the
boundary is simply the straight line at which the two RSS’s are equal.

In the two-variable case, it is possible to construct a function that approx-
imates the selection bias, and then to use that function to eliminate much
of the bias. From Table 6.1, it is obvious that the most important term in
the function is that which measures the degree of competition between the
variables. For ¢ sufficiently small that only one boundary crossing needs to
be considered, the bias in by is well approximated by a rational polynomial of
the form

2

p1 + pex + psz? + paxd

E(b1|X; selected) = 1 + o
(ba] X ) 1 + psz + pe?

; (6.6)
where z = (y2 — 1)/0, and the coefficients p; are slowly changing functions
of p. Using extensive tabulations, from which Table 6.1 was extracted, the
(least-squares) fitted values of the parameters were as shown in Table 6.2 for
three values of p, and for = > 0.

The discussion above applies to the case in which one and only one of the
two predictors is selected. In a practical situation, both predictors or neither
may be selected. This increases the number of alternative models to four. The
regions of the (by, by)-space in which each model is selected are then more
complex than those shown in Figure 6.3. This problem has been considered
in detail by Sprevak (1976).
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6.3 Selection bias in the general case and its reduction

The type of approach used in the previous section is not easily extended. In the
general case, there are many boundaries between the regions in which different
variables or subsets of variables are selected, so that numerical integration
rapidly ceases to be feasible. Also, the selection bias is a function of the
selection method which has been used, and of the stopping rule.

If the predictor variables are orthogonal, as, for instance, when the data
are from a designed experiment or when the user has constructed orthogonal
variables from which to select, then we can easily derive upper limits for the
selection bias. If we scale all the predictor variables to have unit length, then
the worst case is when all of the regression coefficients have the same expected
value (or strictly that the absolute values of the expected values are the same).
If all of the regression coefficients have expected value equal to 43 with sample
standard deviation equal to o (¢ < 3), then if we pick just one variable, that
with the largest regression coefficient in absolute value, the expected value of
the absolute value of its regression coefficient is 8 + &0, where & is the
first-order statistic for a random sample of k values from the standard normal
distribution, where k is the number of variables available for selection. If we
pick the three variables which give the best fit to a set of data, then the bias
in the absolute values of the regression coefficients will have expected value
equal to (& + & +£3)/3, where & is the i** order statistic. Thus, if we have
say 25 available predictor variables, the bias in the regression coefficient of a
single selected variable will be about 1.97 standard deviations.

The order-statistic argument gives only a rough guide to the likely size
of the selection bias, though it does give an upper limit when the predictor
variables are orthogonal. The selection bias can be higher than the order-
statistic limit for correlated variables. In the author’s experience, selection
biases up to about three standard deviations are fairly common in real-life
problems, particularly when an exhaustive search has been used to select the
chosen subset of variables. In Chapter 6 we will see that the selection bias
term is extremely important in estimating the magnitude of prediction errors,
and in deciding upon a stopping rule.

To illustrate the extent of selection bias in practice, let us use the STEAM
and POLLUTE data sets. We do not know the true population regression
coeflicients. What we can do is to split the data into two parts. The first part
can be used to select a subset and to estimate LS regression coefficients for
that subset. The second part can then be used as an independent data set to
give unbiased estimates for the same subset al.ready selected.

The data sets were divided as nearly as possible into two equal parts. In
the case of the STEAM data, which had 25 observations, 13 were used in the
first part and 12 in the second. The two data sets were each split randomly
into two parts, with the exercise repeated 100 times. An arbitrary decision was
made to look at subsets of exactly three predictors plus a constant. Exhaustive
searches were carried out to find the best-fitting subsets.
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Table 6.3 Subsets of 8 variables which gave best fits to random halves of the STEAM
and POLLUTE data sets

STEAM POLLUTE
Subset Freq. Subset Freq.

4 5 7 24 1 9 14 26
5 7 8 13 2 6 9 13
1 5 7 9 2 4 9 8

1 7 8 9 1 8 9 7
5 6 7 8 2 9 14 7
5 7 9 8 6 9 11 7

1 6 7 4 2 8 9 3
7 8 9 3 6 9 14 3

1 2 7 2 9 10 14 3

1 3 7 2 1 8 11 2

1 4 7 2 3 9 14 2

1 6 9 2 7 8 9 2

1 7 9 2 9 12 13 2
2 7 8 2

Plus 10 others selected once Plus 15 others selected once

Table 6.4 Results for the first split of the STEAM data

First half of data Second half

Regn. coeff. Approx. s.e. Regn. coeff.
Constant 3.34 1.96 1.99
Variable 4 0.19 0.05 0.60
Variable 5 0.48 0.27 —0.03
Variable 7 —0.080 0.011 —0.082

Table 6.3 shows the different subsets that were selected for the two data
sets. We note that variable number 7 (average temperature) was selected 94
times out of 100 for the STEAM data, while variable number 9 (% nonwhite
in the population) was selected 91 times out of 100 for the POLLUTE data.
These two will be considered ‘dominant’ variables.

For the first splitting of the STEAM data, the regression coefficients were
as shown in Table 6.4.

The approximate standard errors shown above are the usual LS estimates
applicable when the model has been chosen independently of the data.

Ignoring the constant in the model, which was not subject to selection,
the regression coefficient for variable 4 has increased by about 8 standard
errors from the data that selected it to the independent data, the regression

© 2002 by Chapman & Hall/CRC



SELECTION BIAS IN THE GENERAL CASE AND ITS REDUCTION 177

Table 6.5 Frequency of shift of regression coefficients from the data used to select
the model to independent data

Shift (z) ~ STEAM POLLUTE

in std. errors data data
< -5 10 9
-5 to -4 19 7
-4 to -3 29 22
-3 to -2 46 44
-2 to -1 59 71
-1to O 43 58
0to1l 33 37
1to 2 15 30
2to 3 9 13
3to4 4 6
4tob 15 2
> 5 18 1
Average shift -0.71 -0.90

coefficient for variable 5 has almost vanished, while that for variable 7 has
remained steady.

The scale for each regression coefficient is different, so to combine the in-
formation on the shift of different regression coefficients from one half of the
data to the other, the quantities

zi = u.sign(bu)
514
were formed, where by;, bg; are the LS regression coefficients for variable
number ¢ for each of the halves of the data, and sy; is the estimated standard
error of the i*" regression coefficient calculated from the first half. Thus z; is
the shift, in standard errors, from the first half to the second half. The sign
of z; is positive if by; has the same sign as by; and is larger in magnitude, and
negative if the regression coefficient shrank or changed sign.

Table 6.5 shows the frequency of shifts of the regression coefficients, that
is, of the z;’s, for the two data sets. In the majority of cases, the unbiased
regression coefficients were smaller, with an average shift of just under one
standard error.

Let us separate out the two ‘dominant’ variables. The average shift for
variable 7 for the STEAM data was —0.08 of a standard error, while that for
variable 9 for the POLLUTE data was +0.04 of a standard error. Thus, in
this case there appears to be very little overall average bias for the dominant
variables, but an average bias of just over one standard error for the other
variables.
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Table 6.6 Frequency of ratios of residual variance estimates for the data used for
selection and for independent data

Variance @STEAM POLLUTE

ratio data data
0.0 to 0.1 3 0
0.1 to 0.2 9 1
0.2 to 0.3 7 7
0.3 to 0.4 11 6
0.4 to 0.5 11 11
0.5 to 0.6 8 21
0.6 to 0.7 10 15
0.7 to 0.8 7 7
0.8 to 0.9 3 6
0.9 to 1.0 5 9
1.0to 1.1 5 6
1.1 to 1.2 2 7
1.2 to 1.3 4 2
1.3to 14 3 1

> 1.4 12 1

Table 6.6 shows a histogram of the ratio s7/s%, where s?, s3 are the usual

residual variance estimates for the two halves of the data for the subset of
three variables which best fitted the first half of the data. We see that the
average ratio was 0.76 for the STEAM data and 0.69 for the POLLUTE
data. If s2, s3 had been independent estimates of the same variance, and the
regression residuals have a normal distribution, then the expected value of this
variance ratio is v/(ve — 2), where v5 is the number of degrees of freedom
of s3. These numbers of degrees of freedom are 12 — 4 = 8 and 25 — 4 = 21
for the STEAM and POLLUTE data sets, respectively. Thus, the expected
values of s7/s% are 1.33 and 1.11 for unbiased estimates of s?. This gives a
rough estimate of the extent of overfitting that has occurred.

In the last chapter, we looked at the use of bootstrapping residuals to
estimate the bias due to selection. We now look at some other alternatives.

6.3.1 Monte Carlo estimation of bias in forward selection

The simplest selection rule is forward selection; let us see if we can estimate
selection biases in this case. Suppose that we have selected the first (p — 1)
variables and are considering which variable to add next. At this stage, the
(p — 1) selected variables will be in the first (p — 1) rows of the triangular
factorization. Let 7, be the it" projection of Y, that is the i*" element in the
vector Q’y. Now if the true relationship between Y and the complete set of
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Table 6.7 Least-squares projections for the STEAM data for a particular ordering
of the predictors

Variable Const. 7 1 5 4 9 2 3 6 8
Projn. 47.12  6.75 3.05 1.12 -0.94 0.59 -0.56 0.46 0.42 -0.94

predictor variables is
Y = X0 + ¢

where the residuals, €, are independently sampled from the normal distribution
with zero mean and standard deviation o, then

Qy = BB+ Qe
= RB + nsay,

which means that the projections, r;,, are normally distributed about their
expected values, given by the appropriate element in R3, with standard de-
viation o.

The reduction in RSS from adding next, the variable in row p, is rf)y. Hence
the variable in row p is more likely to be selected next if its deviation from
its expected value, 7, is large, say greater than o, and has the same sign as
R3. We can then use a Monte Carlo type of method to estimate the bias in
the projections when the corresponding variable is selected. The following is
an algorithm for doing this.

1. Rotate the next selected variable into row p if it is not already there.

2. Move the original projection, rp,, toward zero by a first guess of the bias,
e.g. by 6, where ¢ is an estimate of the residual standard deviation with
all of the predictor variables in the model.

3. Generate pseudorandom normal vectors, 7;, with zero mean and standard
deviation o, and add these to the projections r;, for rows p, ..., k. Find
whether the variable in row p is still selected with these adjusted projec-
tions.

4. Repeat step 3 many times and average the values of n, for those cases
in which the variable in row p is selected. Take this average as the new
estimate of the bias in 7,,. Repeat steps 2 to 4 until the estimate of the
bias stabilizes.

The above technique was applied to the STEAM and POLLUTE data sets
used in earlier chapters. It was not appropriate to apply it to either the
CLOUDS or DETROIT data sets as the first had no estimate of the resid-
ual standard deviation, and the DETROIT data set has only one degree of
freedom for its residual.

For the STEAM data, the first five variables selected in forward selection
are those numbered 7, 1, 5, 4 and 9 in that order. With these variables in that
order, the projections in vector Q’y are as in Table 6.7.
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Table 6.8 Estimating the bias in the projection for variable 1 for the STEAM data

Iteration Starting bias  Times out of 200 New bias

estimate variable 1 selected estimate
1 0.57 72 0.37
2 0.37 87 0.20
3 0.20 105 0.12
4 0.12 103 0.20

Table 6.9 Estimating the bias in the projection for variable 5 for the STEAM data

Iteration Starting bias  Times out of 200 New bias

estimate variable 5 selected estimate
1 0.57 50 0.64
2 0.64 33 0.81
3 0.81 23 0.81

The sample estimate of the residual standard deviation is 0.57 with 15
degrees of freedom. Comparing the projections with this residual standard
deviation suggests that we are only justified in including two or possibly three
variables, plus the constant, in our model. Applying the above algorithm to
the selection of the first variable, that is, variable number 7, after subtracting
6 = 0.57 from the projection in row 2, the variable was selected 200 times
out of 200. The estimate of bias obtained by strictly applying the method
above was the sum of 200 pseudorandom normal deviates with zero mean
and standard deviation 6 , and this turned out to be +0.03 with the random
number generator used. Clearly, there was no competition for selection in this
case, and the bias in the projection is zero for all practical purposes.

There was more competition for the next position. Consecutive iterations
are shown in Table 6.8. Using 0.20 as the bias estimate reduces the projection
from 3.05 to 2.85.

For the third variable (row 4), the competition was greater. In this case the
iterations gave the output shown in Table 6.9.

Using 0.81 as the bias estimate reduces the projection for variable 5 from
1.12 to 0.31.

Using the adjusted projections and back-substitution, the fitted 3-variable
regression line changes from

Y = 857 — 0.0758X7 + 0.488X; + 0.108Xs5

to
Y = 948 — 0.0784X; + 0.637X; + 0.029X5,

and the residual sum of squares for this model increases from 7.68 to 10.40.
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Table 6.10 Estimates of bias for the POLLUTE data

Variable Original Times variable selected Bias Adjusted
number  projection in last iteration estimate projection
Const. 7284.0

9 307.6 176 11.1 296.5

6 —184.0 31 -41.1 -142.9
2 -132.1 28 -40.8 -91.3

Notice that reducing the absolute size of the projections does not necessarily
reduce the sizes of all the regression coefficients. It always reduces the size of
the coefficient of the last variable selected, but not necessarily the sizes of the
others.

For the POLLUTE data set, the residual standard deviation estimate is
34.9 with 44 degrees of freedom with all the variables in the model. The bias
estimates again appeared to converge very rapidly. The results obtained are
shown in Table 6.10.

Using these projections, the fitted three-variable regression line changes
from

Y

1208.1 + 5.03X9 — 23.8X5 — 1.96X2

to
Y = 1138.7 + 4.65X9 — 189X — 1.35X5

and the residual sum of squares increases from 82389 to 111642.

This simple “intuitive” method appears to produce good point estimates
of regression coeflicients, but has a number of shortcomings. First, when the
first variable is selected, its sample projection may be appreciably larger in
absolute value than its expected value. The method allows for that bias and
for the fact that the variable may have been selected because some of the
other projections deviated substantially from their expected values. However,
any bias in these other projections was forgotten when we proceeded to select
the next variable. This can easily be accommodated by estimating the biases
of all the projections at each iteration instead of estimating only the bias for
the projection of the selected variable. In most cases, this will make very little
difference.

Another objection to the method is that it provides only point estimates
without confidence limits or approximate standard errors.

Implicit in the method just described is the notion that if there is apparently
competition amongst variables for selection, then the variable selected must
have a sample projection that is above its expected value. Alternatively, the
sample projection may have been smaller than its expected value so that a
variable that was a clear superior to others appeared closer than it should.
In this case, the above method reduces the projection even further and so
introduces a bias that would not otherwise have arisen.
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The above method will not be developed further, though similar methods
can be developed for other selection procedures, and it is possible at great com-
putational expense to obtain confidence limits. In the next section, a method
based upon conditional likelihood will be described, but before proceeding to
that, let us look briefly at other alternative ways of tackling the selection bias
problem.

6.3.2 Shrinkage methods

Figure 6.1 suggests that some kind of shrinkage should be applied. Two
kinds of shrinkage have become popular; these are ridge regression and simple
shrinkage of all the regression coefficients by the same factor.

The simplest form of shrinkage estimator is that suggested by James and
Stein (1961). Let T;, i = 1, 2, ..., k, be unbiased estimators of quantities pu;,
each having the same variance o2. The T; are assumed to be uncorrelated.
Consider the shrunken estimators

TF = (1 - o, 0<a<; (6.7)

K2

that is, each estimate is shrunk toward zero by the same relative amount.
The new estimates will be biased but have lower variances than the T;’s.
Suppose we trade off the bias against the reduced variance by minimizing a
loss function, which is the expected squared error

k
loss = EY (TF — w)?
=1

= (bias)? 4 variance

k
= a2Zuf + k(1 — )%
i=1

Then
k
d(loss) 9 9
o - QQ;ui - 2k(1 — a)o=.
Setting this equal to zero gives
ko?
0= =—5———.
2pi A+ ko

Unfortunately, this involves the unknown p;’s. Now Y 77 is an unbiased esti-
mator of (3 u? + ko?), and substituting this into (6.7) gives the estimator:-

ko?
T = |1 - == | T;.
= (- 5)

Our derivation above assumed that o was not a random variable, yet we have
now replaced it with a function of the T;’s, thus invalidating the derivation.
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If we allow for the variance of «, it can be shown (see James and Stein (1961)
for more details) that the estimator

gives a smaller squared error for all k¥ > 2. This is the James-Stein estimator.

In practice, o2 must be estimated. If the usual estimate
k
s = > (i — T)*/(k-1)
i=1

is used, where T is the sample mean of the T}’s, then Stein (1962) shows that
the o2 in the above estimators should be replaced with s?(k — 1)/(k + 1).

Lindley (pages 285-287 of Stein (1962)) suggested shrinkage toward the
mean, rather than shrinkage toward zero. His estimator is

— 32 _
T =T + (1—%)(@—:0.

The James-Stein estimator has been controversial. The following is a quote
from Efron and Morris (1973):

The James-Stein estimator seems to do the impossible. The estimator of each p;
is made to depend not only on T; but on the other T}, whose distributions seem-
ingly are unrelated to u;, and the result is an improvement over the maximum
likelihood estimator no matter what the values of p1, p2, ..., pg. Thus we have
the ‘speed of light’ rhetorical question, ‘Do you mean that if I want to estimate
tea consumption in Taiwan I will do better to estimate simultaneously the speed
of light and the weight of hogs in Montana?’

Of course, the other T;’s (the speed of light and weight of hogs), are used
to estimate the shrinkage factor «, and a critical assumption is that all the
T;’s have the same variance. It seems improbable that these three disparate
estimates would have the same variance, even after appropriate scaling say by
measuring the speed of light in knots and the weight of hogs in carats.

James-Stein shrinkage cannot be applied directly to regression coefficients
as they do not in general have the same variance and are usually correlated.
However, the least-squares (LS) projections, from which we calculate the re-
gression coefficients, do have these properties.

Let ¢; and 7; denote the LS-projections and their expected values, and let
R denote the upper-triangular Cholesky factor of the design matrix X. Then
as

Rb = t
RB = T

where b and B are the LS-estimates of the regression coefficients and their
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expected values, then the loss function

k

dti—m)? = (t-7)(t-7)

: — (b-BYR'R(b-B)
— (b BYX'X(b— ).

This is the sum of squares of the elements of X (b— 3). As the elements of Xb
and X 3 are the LS-fitted and expected values, respectively, of the dependent
variable, the sum is the sum of squares of differences between the fitted and
expected values. Minimizing this sum is a reasonable objective function in
many situations.

The factor « is then
(k — 2)o?

SE
The sum of squares of the LS-projections in the denominator is the regression
sum of squares (regn. S.S.). Furthermore, if all the ¢;’s are reduced by the
same factor, so are the regression coefficients derived from them, so that our
new estimates, b}, of the regression coefficients are

2
b = <1 - M) b;.
regn.S.S.
This estimator is due to Sclove (1968). Normally, o2 will be replaced with an
estimate s?v/(v + 2), where s? is the usual residual variance estimate and v
is its number of degrees of freedom.

Notice though, that we have derived the amount of shrinkage to apply to
unbiased LS-regression coefficients. No allowance has been made for the bias
introduced by selection. In most cases, the amount of shrinkage using James-
Stein estimates will be much less than is needed to overcome selection bias.
For instance, for the STEAM data, k = 9 (excluding the constant), s? = 0.325,
and the regression sum of squares = 58.9. Using s? for 2 gives b} = 0.96b;,
i.e. the regression coefficients are shrunk by only 4%.

Ridge regression has been described in section 3.9. Much of the vast lit-
erature on ridge regression has focussed upon mean squared errors of the
regression coefficients, i.e.

MSE(B) = E(B-B)(B-8).

where ,5' is an estimate of the vector of regression coefficients, 3. In most cases
in practice, the mean squared errors of prediction are likely to be of more inter-
est. Lawless and Wang (1976) have particularly emphasized this distinction,
and have shown that while ridge regression can produce huge reductions in
the MSE(B) when the X’X-matrix is ill-conditioned, it produces far less
reduction in the M SE(X B), that is, in the mean squared error of prediction,
and sometimes produces a small increase.

o =
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Very little attention has been paid to the ridge trace idea of Hoel and Ken-
nard (1970b) for variable selection, possibly because of its subjective nature.
An explicit rule for deletion of variables has subsequently been given by Hoerl
et al. (1986). They suggest using a modified t-statistic,

t = Bi/si
where the estimates of the regression coefficients are given by
B = (X'X 4+ dI)"'X'y

after first shifting and scaling each X-predictor to have zero sample mean and
unit sample standard deviation, and where the s;’s are the square roots of the
diagonal elements of

G2(X'X + d) ' X'X(X'X + dI)L

In their simulations, a range of significance levels was used, but those re-
ported in their paper were for a nominal 20% level. These simulations showed
that this ridge selection procedure gave good performance in terms of both
MSE(B) and MSE(X ) when the Lawless and Wang (1976) value for d was

used, i.e.
residual mean square

d =

regression mean square’
where the mean squares are evaluated using all the available predictors. The
ridge regression estimator performed well with this value of d in any case
without subset selection. When some of the true (3;’s were zero, a moderate
improvement was achieved using selection. In the case of the STEAM data,
the value of d = 0.325/58.9 = 0.0055. That is, the diagonal elements of X’X
are incremented by about half of 1%.

Both ridge regression and James-Stein shrinkage require a knowledge of the
size of the selection bias to make the best choice of the amount of shrinkage
to apply. As each method has only one parameter controlling the amount of
shrinkage, it cannot be controlled to eliminate or reduce the bias simultane-
ously in all parameters. We believe that the method of conditional likelihood
to be described in section 5.4 is a more satisfactory method of achieving this.

6.3.3 Using the jackknife

A popular method of bias reduction is the so-called jackknife (Quenouille
(1956), Gray and Schucany (1972), Miller (1974)). Suppose that T}, is a statis-
tic based upon a sample of n observations, and that

b
E(T,) = 6 + % + 4 o(n7?),

where 6 is a parameter or vector of parameters that we want to estimate.

Then,
b

E{nT, — (n—1)T,—1} = 6 — Py

+ o(n™?),
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that is, the terms of order n~! in the bias are eliminated, while those of order
n~? are reversed in sign and increased very slightly in magnitude.

The jackknife could be applied to the estimation of regression coefficients
or the RSS for a model. Suppose that T, is the least-squares estimate of
the regression coefficients for a subset of variables selected using a particular
procedure and n observations. As the bias is due to the fact that the regression
coeflicient is being estimated conditional upon a certain subset being selected,
T,—1 obtained from (n — 1) observations out of the n must be subject to the
same condition. A sample of (n—1) observations can be obtained in n different
ways by deleting one of the n observations. Consider all n such samples and
apply the same selection procedure to each. This may be quite feasible if the
procedure is forward selection, sequential replacement, or one of the other
“cheap” procedures, but will involve very substantial computational effort if
the procedure is an exhaustive search. Suppose that in m out of the n cases the
subset of interest is selected, then we can use the m estimates of T,,_1 for these
cases in the jackknife and average the results. In limited experiments by the
author, the value of m has usually been close to or equal to n and rarely less
than n/2, though there appears to be no reason why m must be greater than
zero. These experiments suggested that the jackknife may be fairly successful
at removing bias, but the variance of the jackknife estimates was very large.
There seems to be no reason for expecting selection bias to reduce roughly as
n~1, so that that part of the bias that is removed may be fairly small. Unless
the term in n~! accounts for most of the bias, the increased variance in the
resulting estimates is too high a price to pay.

The order-statistic argument used earlier in this section leads us to an-
ticipate that selection bias may be roughly proportional to n~% when the
predictor variables are orthogonal and are all equally good choices. Also, sub-
stitution in (6.6) gives the leading term in the bias as proportional to n-z.
To eliminate this type of bias, the jackknife statistic should be modified to

n3T, — (n—1)3T,4] / [n* — (n—1)7]. (6.9)
If we write the jackknife estimator as

(fnTn - fn—lTn—l)/(fn - fn—l)»

where we have suggested that f,, = y/n is a suitable choice, then the estimator
can be rewritten as

fnfl
T, + A (T, Th-1).

Thus, the initial estimate T;, is moved away from 7;,_1 by a substantial multi-
ple of the difference between them. The use of a Taylor series expansion shows
that the square root jackknife adjusts the biased estimate by about twice as
much as the choice f,, = n.

Freedman, Navidi and Peters (1988) have applied the jackknife to subset
selection in regression, but not as described above. All n sets of data, each
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Table 6.11 Model selection with two sets of data; hypothetical data

Rank Selection data Regn. coeff. data

Best 3,7, 14 3, 10, 11
2nd 3,7, 11 3, 10, 14
3rd 3,4, 8 3,7, 11
4th 3,4, 7 3,7, 10
5th 3,8, 11 3,11, 14

with one case deleted, were used with the regression coefficients set to zero
if a variable was not selected. They did not use the square root version of
the jackknife. These authors, and Dijkstra and Veldkamp (1988) in the same
volume of conference proceedings, have also used the ‘bootstrap’ technique
with very little success. Platt (1982) had previously also advocated the use of
the bootstrap after model selection.

6.3.4 Independent data sets

Selection bias can be completely eliminated by using independent data sets
for the selection of the model and for estimating the regression coefficients.
It is rarely sensible to recommend this method in practice as it is inefficient
in not using the information from the selection set of data in estimating the
regression coefficients. In some cases, only the selected variables will have been
measured for the second data set, though in other cases measurements of all
variables will be available. If all of the variables have been measured for the
second data set, then it is tempting to see if our selected subset is one of the
best-fitting subsets of its size. Suppose that it is not; what do we do now? We
may well find something like the following for the best-fitting subsets of three
variables.

We notice that the best-fitting subset of three variables for the selection set
of data does not appear among the best five for the set of data to be used
for estimating the regression coefficients; let us suppose that it occurs much
further down the list. We notice that the second-best subset from the first data
set occurs quite high up on the other list. It looks like a good choice. This is a
crude way of looking for the best-fitting subset for the combined data set, so
why don’t we do the search properly for the combined data set? But then we
are back with the problem of selection bias if we use least-squares estimates
of the regression coefficients for the best-fitting subset! Fortunately though,
the selection bias should be a little smaller because of the larger sample size.

Roecker (1991) reports on a simulation study to investigate whether it is
better to use separate subsets of the data for model selection and estimation.
Generating 32 artificial sets of data for which the true models were known,
and using half of the data for model selection and half for estimating the

© 2002 by Chapman & Hall/CRC



188 REGRESSION COEFFICIENTS

regression coefficients, she found that in all cases, the predictions were inferior
to those in which all of the data were used for both selection and estimation.
Using ordinary least-squares estimates of the regression coefficients, the mean
squared errors ranged from 2% larger to 140% larger with 50/50 splitting.

6.4 Conditional likelihood estimation

A method that can usually be used to obtain parameter estimates, providing
that we are prepared to make distributional assumptions, is maximum likeli-
hood. We want to estimate parameters for a subset of variables after we have
found that these variables give a better fit to a set of data than some other
subsets. Taking the values of the X-variables as given, if we assume that the
values of Y are normally distributed about expected values given by X3,
where for the moment X contains all of the predictor variables, with the same
variance o2, and that the deviations of the Y’s from X3 are independent,
then the unconditional likelihood for a sample of n observations is

H i — D Biwij)/o},

where ¢ is the standard normal probability density, that is ¢(z) = e~ 37 / Vor.

Now given that a specific subset has been selected by some procedure (e.g.
forward selection, sequential replacement, exhaustive search, etc.), many vec-
tors of y-vectors are impossible as they would not lead to the selection of that
subset. The conditional likelihood is then proportional to the above likelihood
for acceptable y-vectors and zero elsewhere. Hence, the likelihood of the sam-
ple values of Y, given X and that a certain selection procedure has selected
a subset of variables, S, is

[T Ay — 3 Bjziz)/o}
[ ... [(the above density) dy; ... dy,

in a region R of the Y-space in which the procedure used selects subset S.
The multidimensional integration is also over this region, and the value of the
integral is the a priori probability that S is selected given X. Substituting for
¢, the logarithm of the conditional likelihood (LCL) over region R is then

log, (conditional likelihood) = —(n/2)log,(2w0?)

n 2
-3 (yz - Zﬂj%‘) /(20°)
i=1
—log,(Prob. S is selected).  (6.10)

The difficulty in using this conditional likelihood is clearly in evaluating
the probability of selection of subset S, which is a function of the parameters
B and o. In simple cases, such as when there are only two X-variables or in
forward selection when the X-variables are orthogonal, the probability that
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subset S is selected can be evaluated explicitly. In general, we need to evaluate
the probability that the regression sum of squares for subset S is larger than
those of others with which it was compared in the selection procedure. These
regression sums of squares are quadratic forms in the y;’s so that the region
in the Y-space in which one of them exceeds another is quite complex.

The probability of selection, to be denoted by P, can be estimated by Monte
Carlo methods in a manner similar to that used in section 5.3. The expected
values of the projections, Q’y, are given by R3. By adding vectors n to RG3,
where the elements 7; of  are sampled from the N (0, 02) distribution, random
vectors of projections can be obtained. These can be subjected to the selection
procedure that found subset S. The proportion of times in which subset S is
selected then gives an estimate of P for the vector B used. This is a feasible
method if one of the “cheap” methods discussed in Chapter 3, such as forward
selection, but it is not as practical in conjunction with an exhaustive search.
An alternative method that it is feasible to use with an exhaustive search
procedure is to consider only those subsets of variables found to be closely
competitive with subset S. If, say the best 10 or 20 subsets of each size that
were found during the search for subset S were recorded, then these can be
used. In the Monte Carlo simulations, the regression sum of squares for subset
S can then be compared with these other 9 or 19 subsets. The probability
that subset S fits better than these other subsets can then be used as an
approximation to the required probability of selection.

Many ways of maximizing (6.10) are possible. For instance, a simplex method
such as the Nelder and Mead (1965) algorithm could be used. Alternatively,
the logarithm of P could be approximated by a quadratic form in 3 by eval-
uating it at k(k + 1)/2 points and fitting a quadratic surface. Either of these
methods requires a fairly large number of estimates of P and so requires a
very substantial amount of computation.

We can write (6.10) as

LCL = const. — (RSSk + Z(S?)/(202) — log, P(9), (6.11)
J

where § = R3 — Q’y, and P(d) = the probability of selection for given 4.
That is, & is the difference between the expected values of the projections
and the sample values. We now maximize the LCL with respect to these
deviations, 8, rather than with respect to 3. An alternative way of thinking
of this method is as a transformation from the original X-variables to a set
of orthogonal Q-variables. The regression coefficients with respect to which
we are maximizing the LCL are the elements of R3, which are the regression
coefficients of Y upon the columns of the Q-matrix.
Differentiating (6.11) we obtain

d(LCL)
do;
By equating the left-hand side of (6.12) to zero, we obtain the following iter-

dP/ds;

= — §;0% —
]U P

(6.12)
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Figure 6.4 Maximum likelihood estimation for the case of two orthogonal predictors
when only one predictor is to be chosen.

ative method for obtaining the r-th estimate, (5J(-T), from the preceding one

50— 2 dP/dd,
J p
where the right-hand side is evaluated at 5§T_1). The least-squares solution,
which corresponds to §; = 0, can be used as a starting point.
This method seems attractive until it is applied. Let us look at the simple
case in which we have to choose between two orthogonal predictors, X; and
Xo. If we rewrite equation (6.11) in terms of the least-squares projections then

we have
2

LCL = const. — Z(tjij)2/(2O'2) — log, P,
j=1
where the constant, const., has changed, and the t;’s are the least-squares
projections. If |t1] > |[t2], variable X; is chosen. As the t¢;’s are normally
distributed with means equal to 7; and standard deviation equal to o, the
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probability, P, of selection is
o0 t _
P = / (LT Prob(—[t] < ts < |t1])dts.
oo o

This can easily be evaluated numerically and the maximum likelihood esti-
mates of 7y and 7o determined. Figure 6.4 shows the solutions for the case o
= 1, to = 5 and a range of values of t; > t5. We see that if ¢; is at least one
standard deviation larger than ¢o, then the estimate of 7 is a little less than
t1, while the estimate of 75 is a little larger than ¢5. However, when ¢; is only
slightly larger than to, 71 is shrunk to far below ¢1, while 75 is increased way
above both t; and ts.

In most practical situations, when t2 = 5 standard deviations, and t; is
larger (or ¢; < —5), both variables would be accepted. Similar curves were
generated for smaller values of 2, and these show similar behaviour, but they
are a little more complex because there is an appreciable probability of X3
being accepted when ¢; has the opposite sign to 7.

With more competing variables, the behaviour is even more extreme. The
amount by which the estimate of 7 is moved away from ¢; is also very sensitive
to the distribution of the least-squares projections when the ¢;’s are close
together.

6.5 Estimation of population means

It will be apparent by now that very little progress has been made on esti-

mating regression coefficients after subset selection.

e We know that when there are competing models that fit almost as well as
one another, the least-squares estimates of the regression coefficients for
the best-fitting model are liable to be too large. If we think in terms of the
least-squares projections rather than regression coefficients, then if there
are ‘dominant’ variables, which are in all the competing models, and they
are placed first in order, then there is little or no bias in their projections
along the direction of the dependent variable, but the projections for the
other variables are liable to be perhaps one or more standard deviations
too large.

e We also know from the work of Stein, Sclove and Copas, that if our objective
is prediction, then the regression coefficients should be shrunk even if there
are no competing models or there has been no model selection. Breiman’s
garrote gives us an improved form of shrinkage that gives minimum squared
cross-validation prediction errors, and simultaneously does the subset se-
lection for us. However, it does not correct for selection bias. If by chance
the complete random sample of data collected favours model M; slightly
over its close competitors Ms, Ms, etc., then it will usually do so also if
different samples of, say 80%, of the data are used for model selection and
the corresponding remaining 20%’s are used for cross-validation. The bias
is present in the complete data set; cross-validation cannot remove it.
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Figure 6.5 A set of hypothetical positions of population and sample means.

Can anything be done about the bias due to selecting the model that fits
the best to a sample? Some progress has been made with a similar but simpler
problem.

Suppose that we have k populations and want to find the population with
the largest mean. We take samples from each of the populations and choose
that population for which the sample mean was the largest. Now we want
to estimate the population mean for the chosen population. Notice that this
is not the same problem as that of estimating the largest population mean.
We may have chosen the wrong population, but having chosen one of the
populations, it is the mean of this population which we want to estimate.

Interest in this problem may have originated with agricultural trials to
determine, say the best yielding variety of potato, to grow in a particular
environment. If there are say 20 varieties from which to choose, then the 20
varieties are grown and then the one with the largest sample yield is chosen.
In practice, the experimentation is much more sophisticated. Perhaps after
the first year, the 10 best-yielding varieties will be grown in the second year,
then some of those will be eliminated for a third year. There is a consider-
able literature on the design of such experiments to maximize the chances
of selecting the best variety. There is much less literature on the problem of
estimating the yield for the variety that is finally selected.

Figure 6.5 illustrates the case in which we have samples from six different
populations. By chance, the sample mean for population (1) is a little below its
population mean, while the sample means for populations (2) and (3) came
out above their population means and both exceeded the sample mean for
population (1). In this case, we choose population (2) and want to estimate
its population mean. In practice, we only have the lower half of Figure 6.5.
It could be that the sample mean of population (2) is below its population
mean, and that if we took another sample, then the mean from population
might be much larger than any of the other sample means.

Miller (1996, 1997) shows that maximum likelihood performs badly in this
case. Numerical solutions for the maximum likelihood estimator are presented
for the case of just three populations. These show that as the sample means get
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closer, the estimate of the mean of the selected population rapidly decreases,
as we found earlier.

There is some literature on the similar problem of estimating the largest
population mean, which is of course a different problem. In some of this lit-
erature, maximum likelihood is used, but the maximum likelihood estimates
of the population means are restricted to have the same order as the sample
means.

Let us use square brackets to denote the populations when their sample
means have been ordered, so that [1] denotes that population with the largest
sample mean, [2] denotes the population with the second largest population
mean, etc. We want to estimate the population mean, pp;;. Let us denote the
ordered sample means as x[i], T[a], -, T[]

The bias in using z|;; as the estimate of its population mean is greatest
when all of the population means are identical. If we know that the population
means are identical, then the average of the sample means is the maximum
likelihood estimate of the common population mean. Hence it seems sensible
to find an estimator that is a weighted average of those means that are close
together but gives much less weight if there is a ‘big’ gap in the sample means.

If the k population means are identical, and the sample means all have
the same standard error, then the expected value of z[1; is equal to the first-
order statistic from a sample of size k. This will be in the upper tail of the
distribution of the means in the vicinity of the point in which the fraction in
the tail is about 1/(k + 1). This can be looked upon as an upper limit to the
amount of correction to apply to z[1j to use it as an estimate of the population
mean.

Cohen & Sackrowitz (1982) suggested estimators of the form

k
ﬂ[l] = Zwi,kxm, (6.13)
i=1

where the weights w; 1, which are functions of the spacing of the sample means,
have the following properties:

Lo wip >0
The sum of the weights, Zle wik =1
Wik = Wit k

Wik = Wit1 g if T = Ty

CU o

As any gap between two sample means increases, the weight for the sample
mean after the gap tends to zero. If the gap is after the m-th sample mean,
then w; , tends to w; ,, for i =1, ..., m.
Cohen & Sackrowitz devised a family of weighting functions that satisfied the
above criteria, and compared them.

Note, in the case k = 2, Cohen & Sackrowitz state that Stein showed in
the discussion at a meeting in 1964, that x[;) is the minimax estimator of
1), that is, over all possible pairs of population means, the maximum mean
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squared error of x(;j, which occurs when pp; = pjg), is equalled or exceeded
by all other estimators.

Various estimators have been suggested by a number of authors; see for
instance Dahiya(1974), Vellaisamy (1992), Venter (1988), DuPreez & Venter
(1989), and Venter & Steel (1991). In this last paper, the authors compared
several estimators including the following:

Y wilzp) — )

Any = ) — : (6.14)
(1 (1] 1+ Zf:z w;
where, with w; =1,
ti = a(ep —2@)(@p-1 — 27)
S Wi—1 if t; <4
Wi = wi—1/(v/t; — 1) otherwise.

Here it is assumed that the sample means have been standardized so that
they all have standard error = 1. Using simulation, they found values of a for
a range of £ to minimize the maximum mean squared error.

Cohen & Sackrowitz (1989) have derived an interesting two-stage estimator
that is unbiased. An obvious two-stage procedure that yields an unbiased
estimate is to use one sample to select the population, and then to estimate
the mean from an independent sample from that population. While this gives
an unbiased estimate, it does not use the information from the first sample.
Let xpy) and xpy be the largest two sample means (with the same standard
errors = 1.0) from the first sampling, and let y be the sample mean from
an independent sample from population number [1], which also has the same
standard error as the means from the first sampling. Cohen & Sackrowitz

show that
(V2(2/2 = 1))

(V2(2/2 = zp3))’
where z = z[1] +y, is a uniform minimum variance conditionally unbiased es-
timator (UMVCUE) of py). The proof of this result requires that the sample
means have normal distributions with the same variance, though the popula-
tion means may have any values. They also note that for other one-parameter
cases with other distributions, the UMVCUE depends only upon z[;; and x|,
and the independent value y, and not upon the other z(;)’s. Cohen & Sack-
rowitz comment ‘We regard this as a negative result since we feel we would
not recommend an estimator that did not use all the observations’.

The form of equation (6.15) is very appealing. If one population mean is
very much larger than the others, so that the ‘right’ population is almost
certain to be selected, then both ;) and y will be larger than x5 and so
the correction term will have ®(..) close to one and hence be small. On the
other hand, when the population means are very close together (relative to
their standard errors), y is likely to be much smaller than either x(;; or z[y
so that the argument of ¢ and ® in the correction term will be negative. The

2/2 — (1/@)2 (6.15)
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ratio, (1 — ®(z))/¢(x) for positive z, is known as Mills’ ratio. This ratio is
often used in computational algorithms for the area in the tail of the normal
distribution. For large z, it equals approximately 1/z — 1/2% + 3/x°. Using
just the first term in Mills’ ratio, the estimator (6.15) tends to [y as the
argument of ® tends to —oo, which is as y tends to —oo. Thus, in the case
in which all of the populations have the same mean, this method will give an
estimate of that common mean that is close to the second-order statistic. We
would expect this to be almost as bad as picking the first-order statistic.

A crude heuristic explanation of why the estimator (6.15) ‘works’ is that the
independent observation y is helping us discriminate between the two cases:

e z[y is from the population with the largest mean, and it may be below its
population mean, in which case we do not want to shrink it to estimate the
population mean.

e Several population means are very close, and population [1] has been chosen
only because its sample mean came out to be well above its population
mean, in which case we would like to shrink it to estimate the population
mean.

Figure 6.15 shows the mean squared errors and biases of three estimators of
the mean of the population with the smallest sample mean. The sample means
are from 10 populations with evenly spaced population means. Each sample
mean has standard error = 1. The estimator [1] is the sample mean of the
selected population. We see that it is by far the worst of the three estimators
both in terms of mean squared error and bias. The second estimator, labelled
[av.] is the average of the sample mean, x;j, and the mean, y, of an inde-
pendent sample from the selected population. The third estimator, labelled
[C&S], is from equation (6.15) above. We see that in terms of mean squared
error, there is very little to choose, between the second and third estimators,
though the Cohen & Sackrowitz estimator is unbiased.

Cohen & Sackrowitz also give the corresponding estimate when the sample
x;’s have the gamma distribution, I'(v,6;), where v is the shape parameter
common to all of the z;’s, but the scale parameters, 6;, differ. In this case, the
estimator is

Ip2,) (1 — z(9/2)

[2/(v+1)] 1 — (zp/2)"
where z = xp) +y, Y is distributed as I'(1,6;), and Ig(2,) denotes the in-
complete beta function with parameters (2,v). Note that in this case, the
distribution of the independent sample Y has the same scale parameter as
x[1] but shape parameter = 1.

(6.16)

6.6 Estimating least-squares projections

How can we apply the methods of the last section to estimating least-squares
projections after selecting the model which is best in some sense?
The least-squares projections are approximately normally distributed. They
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Figure 6.6 Mean squared errors and biases for 3 estimators of the selected mean.
[1] denotes the largest sample mean, x[y), [av] denotes the average (xp) +y)/2, and
[CES] denotes the estimator (6.15) for which the bias is zero. The spacing is that of
the equally spaced population means.

are projections upon a set of orthogonal directions, and they all have the same
variance, equal to the residual variance. However, when we were looking at
estimating the mean for a population, we had a scalar value, the sample mean,
to work with. In the regression situation, we have a vector of projections for
our subset of variables.

Let us look at a numeric example. Consider the POLLUTION data again.
The three best-fitting subsets of three variables plus a constant were (2, 6, 9),
(1, 9, 14), (6, 9, 14) and (2, 9, 14), with residual sums of squares of 82389,
83335, 85242, 88543 and 88920, respectively. With all of the variables in the
model, the residual variance estimate is 1220 with 44 degrees of freedom. The
standard deviation of the residuals, and hence of the projections, is therefore
about 35.

Table 6.12 shows the least-squares projections for six of the variables, or-
dered so that variables 9 and 6, which featured most frequently in the best-
fitting subsets, are at the start. We see that all of the projections except
that for variable number 11 are large compared with the residual standard
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Table 6.12 Projections for the pollution data and minimum changes so that other
subsets of 3 variables + intercept fit as well as subset (2, 6, 9) (Blanks indicate that
changes to the projection effect both subsets equally)

Variable Projctn. Changes to favour subset
(2,6,9) (1,9,14) (6,9, 14) (2,9,14) (6,9, 11)

Constant 7284.0

9 307.6

6 -184.0 +0.6 +11.1

2 -132.1 +0.9 +6.0 -2.8 +13.8
14 100.7 +1.2 +6.3 +13.5 +9.7

1 87.3 +1.3 -2.9
11 -12.8 —22.7

deviation. The last three columns of Table 6.12 show the smallest changes
to the projections, such that the second, third and fourth-best subsets give
the same regression sums of squares as the best subset. We see that these
changes are small compared with the residual standard deviation. If we had
used Spjotvoll’s test, we would have found that none of these subsets, or sev-
eral more, fit significantly worse than subset (2, 6, 9). Details of the derivation
of the changes shown in this table are given in the appendix to this chapter.

Note that most of the projections in the best subset are reduced in magni-
tude while most of the variables competing to be in the best subset have their
projections increased.

A weighted average of the changes to the projections seems an attractive
way to reduce the selection bias. One method suggested in Miller (1996, 1997)
was to use weights:

eap(—a) (67 /(va?)),

where the §;’s are the changes in the projections from the best subset, and
v is the number of projections changed. Much more work needs to be done
on this. Perhaps the v should be omitted. A small amount of simulation has
been done by the author and this has suggested that the value of a should be
approximately 1 without the v, or larger with it.

An alternative set of weights are the posterior probabilities from using
Bayesian methods. For additional discussion see the next chapter.

Appendix A
Changing projections to equate sums of squares

Suppose we have two subsets containing p; and py variables, respectively.
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There may be some variables that are in both models. In this appendix, we
derive the smallest changes to the least squares projections so that the regres-
sion sums of squares for the two models are equal. We actually generalize this
to allow for a penalty term when the numbers of variables in the two models
are different.

Let t' = (t1, t2, ..., tp) be a vector of projections such that the first p; are
those of the variables in the first of two models, and they contain projections
for the variables in the second model. The regression sum of squares for model
Lis 3502, 87

Let us apply planar rotations to change the order of the variables so that
the first po become those for the variables in the second model. Let A =
{aij, i =1, ..., p; 5 =1, ..., p} be the product of these planar rotations.
The regression sum of squares for model 2 is the sum of squares of the first
po elements of At.

We want to find the smallest changes, J;, to the projections such that

P pz P
S ti+6:)7 =D ai(t; +5;))* + P, (A1)
i=1 i=1 j=1
where P is some penalty applied if the two models have different numbers of
variables.
Suppose our objective function to be minimized is

p
S=> 67 (A.2)
=1

Then, we have a quadratic objective function to minimize subject to a quadratic
constraint. In general, such problems can be quite difficult to solve, but the
simple form of the objective function makes this problem fairly simple, and
the small sizes of the elements of A ensures very rapid convergence.

Set D equal to the difference between the left-hand and right-hand sides of
(A.1). Let us eliminate one of the d’s, say 1. That is, for any given values of

d2, ..., Op, 01 is chosen so that D = 0. Then differentiating D we have, for
i1,
dD
@,
’ oD 9D dé

a6, 90, ds;
Differentiating (A.2) and setting it equal to zero, we need then to solve

ds

@, ~

= 26; + 261(d61/d§1),
Hence, from the derivative of (A.1),:
dD/0é;

61; = 51.%’
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that is, the d;’s should be proportional to the first derivatives, 0D/d4;.
Using a linear approximation, at each iteration we set

~D =" A%§.0D/35;,
where AJ; is the change in ¢;. Setting Ad; = ¢.0D/d4;, and solving for the

constant ¢, we arrive at
0D /95;

Ad; = fD.W.
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CHAPTER 7

Bayesian subset selection

7.1 Bayesian introduction

A large number of papers on the use of Bayesian methods to select models
appeared in the 1990s. There were a few such papers prior to 1990, but the only
one to attract much attention was probably that of Mitchell and Beauchamp
(1988), though there was also discussion by Lindley of the paper by Miller
(1984).

In classical or frequentist statistics, we specify a probability model for a
random variable Y as p(y|0), where 0 is a parameter or vector of parameters,
and p is a probability, if Y is a discrete variable, or a probability density if Y is
a continuous variable. p(y|#) is then the likelihood of the value y for variable Y
as a function of the parameter(s) 6. If we have a sample of independent values
of Y then we multiply these probabilities or probability densities together to
obtain the likelihood for the sample. One way of estimating 6 is to maximize
the likelihood, or usually its logarithm, as a function of 6. Confidence limits
can then be placed on the value of @ by finding those values for which the
vector of values of Y, y, is reasonably plausible.

If we are prepared to specify a prior probability, p(@) for 8, the joint prob-
ability of y and 6 is

p(y.0) = p(y|6).p(0).
Bayes’ rule then reverses the roles of variables and parameters to give a pos-
terior probability for the parameter(s) given the observed data

p(6,y)
p(y)
p(0)-p(y|6)
Coply)

p(Oly) =

where
p(y) = /p(yle).p(e).de

(or > p(y|0) if 0 is discrete).

A good introductory text to Bayesian methods is that by Gelman et al.
(1995).

The brief description above was of the use of Bayesian methods when
only one model is being considered. Let us suppose that we have K mod-
els, M1, Mo, ..., Mg. In subset selection, when we have k variables and are
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prepared to consider any combination of those variables, K = 2*; this is often
a very large number.
Suppose that for model M}, the variable Y has density

p;(YX,8;),

where X consists of the values of the predictors in model Mj; for simplicity,
it has not been given a subscript. At this stage, we are considering any kinds
of models, not restricting our attention to linear models. In the linear models
situation, with a normal distribution for the residuals, the form of p;(y| X, 8;)
would be

p;i(y|X,0;) = (271'0 "/26:Ep Z ,8':131 /cr)
i=1

where 0']2- is the residual variance and B;. is the vector of regression coefficients

for the j** model, x; is the vector of values of the predictor variables for the
ith case, and the vector of parameters, 8; comprises both 3; and sz; n is the
sample size.

Let p(M;) be the prior probability for model Mj, then its posterior proba-
bility is

p;(y|X)-p(M;)
Yo iyl X).p(M;)

p(Mjly, X) = ; (7.1)

where

pi(ylX) = /pj(leaej)pj(aj) do;. (7.2)

Thus, we must also specify a prior distribution for each 8;, and then perform
the multivariate integration over ;.

From (7.1) and (7.2), we see that p(M;|y, X) can be small for a ‘good’
model if p;(0;) is badly chosen, e.g. if it is centered at the ‘wrong’ place or
if it is given a very wide spread, so that very little weight is given in the
integration in the region of the 3;-space where the residual sum of squares is
small.

The ratio of p;(y|X) to the sum of the posterior probabilities for all of
the models is known as the Bayes factor for model M, though some authors
prefer to restrict the use of this term to the ratio of two posterior probabilities
where it is the Bayes factor for one model relative to another.

Clearly, the posterior probabilities are strongly influenced by the two com-
ponents of the prior probabilities, that is the prior for the model and the
prior for the parameters in that model. Much of the work on the application
of Bayes methods to model selection has been devoted to trying to reduce this
influence and/or trying to find ‘fair’ priors.
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7.2 ‘Spike and slab’ prior

Mitchell and Beauchamp (1988) used ‘spike and slab’ priors for the selection
of a linear model. For each variable, the prior probability that its regression
coefficient was zero (the spike) was specified as

P’I’Ob(ﬂl = 0) = th,

while the slab, or density for nonzero values was spread uniformly between
—fi and +f;. Hence, the density for nonzero values of §; was (1 — hyo)/(2f)
for some ‘large’ positive f.

Obvious problems are starting to appear. How large is ‘large’? Should we use
the same value of f; for all variables? In any real problem, we usually expect
the regression coeflicients to be of different orders of magnitude. Perhaps f;
for the various X-variables should be proportional to the reciprocal of the
range (or some other measure of spread) of its corresponding X -variable. We
shall leave such questions for the moment.

The other component of the specification of priors by Mitchell and Beau-
champ was that the logarithm of the standard deviation of residuals, o, should
be uniformly distributed over the range — In(og) to + In(oy).

This specification of priors is not the same as the two-part specification
described at the end of the last section. We can easily derive the corresponding
prior for model M;. It is simply

p(M;) = H (1= huo) H o,
leM; leM;

where [ € M; denotes a variable in model M;, and | € M; denotes an omitted
variable.

With this specification of priors, the probability density of y given the
model, M, the regression coefficients, 3;, and o is

exp(—(RSS; + (85 — By) X} X;(85 — B5))/(20%))

)

(271‘02)”/2

(7.3)
where Bj is the vector of least-squares estimates of the regression coefficients,
and RSS; is the residual sum of squares for model M;.

If we now multiply (7.3) by p(B;|M;, o), which is just J;c,,, (2f,)~ 1, and
then integrate with respect to 3;, we obtain

exp(—RSS;/(20%))
(ILiear, (2£1))-(2mo?) (n=p)/2| X2 X 5|1/2

p(y|Mj,ﬁj,0) =

p(ylM;,0) = (7.4)
where p is the number of variables in model M. This integral is only approx-
imate as it has treated each integration from —f; to +f; as if it were from
—0o0 to +o0.

Now we multiply by p(c|M;), which is proportional to 1/, and integrate
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over ¢ obtaining

N\ (1/2)L((n —p)/2)
P 2In(o0)-(ITrens, (2fl))~7f("7p)/2-|X§Xj|1/2-RSSJ('n_p)/2

(7.5)

This integral is also approximate; it is the integral for ¢ between 0 and oo
instead of from 1/0¢ to og.

Now we multiply (7.5) by p(M;) to obtain p(y, M;). Summing over all the
models gives p(y). Then

ply, M;)
p(y)
9- e, (270 fi/ (1 = hug)].w =0/

= — : (7.6)
| X! X;|1/2.RSS\" P/

p(M;ly)

where g is a normalizing constant.

The above derivation is essentially that in Mitchell and Beauchamp’s pa-
per, apart from some changes in notation to match more closely that in the
remainder of this book. It is clear that the posterior probabilities given by
(7.6) are very dependent upon the choice of f; and hyo for each variable.

If Mitchell and Beauchamp had used orthogonal projections instead of re-
gression coefficients, the derivation would have been much simpler. Also, there
is a very simple and natural answer to the problem of scaling. In fact, they
probably used some kind of Cholesky factorization/orthogonalization in going
from (7.3) to (7.4) above, though the details of the integration are not given
in the paper.

Let us rewrite (7.3) as

exp(—(RSS; + Zf:l(Tij - tij)2)/(202)) (27m2)n/2

)

p(y|M;, Bj,0) =

(7.7)
where the ¢;;’s are the least-squares projections for the p variables in model
M;, and the 7;;’s are their expected values. Thus, in the notation of previous
chapters, R;3; = 7, RjB; = tj where R; is the Cholesky factorization of
X ;XJ

Recalling that the projections all have the same variance, o
set the prior for the spike as

Prob.(m; =0) = hy,

2. we can then

where hq is the same for all predictors. Similarly, we can specify the prior for
the slab as uniform over a range (— f, f), where f is the same for all predictors.
In practice, we could look at the largest sample value of any projection for
any model and add, say 4o, onto its absolute value.

Equation (7.4) is then replaced by

exp(—RSS;/(20%))

p(y|M], 0) = (2](-)1).(271_0_2)(71_1))/2 ’

(7.8)
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while equations (7.6) and (7.7) become

(1/2)L((n —p)/2)

M. = 7.
p(yl J) 2ln(o_o).(2f)p.ﬂ_(n—p)/2_RSSJ(_an)/2 ( 9)
, _ ply, My)

_ g.2hof /(1 — ho)]"P.a(nR)/2 .
- RSSP/2 ' (7.10)
J

If we now take logarithms of (7.10) and rearrange terms, then we find
— n—p 2
Inp(M,;ly) = const. + —5 [Inm[2ho f/(1 — ho)]* — In(RSS;)],

which emphasizes the influence of hg, and to a lesser extent, f, upon the choice
of size of model. Notice that the posterior probability increases while the
residual sum of squares RSS;, decreases, provided the decrease is sufficiently
large to exceed any change due to an increase in the number of variables, p,
in the model.

7.3 Normal prior for regression coefficients

To overcome the dependence of the posterior probabilities on f, the half-range
of the uniform prior for the regression coefficients, 3 or equivalently for the
projections, 7, many authors now use a normal prior which of course has an
infinite range.

For the 7;’s, let us assume the prior

p(ri) = N(0,00);

that is, that each 7; is normally distributed with that normal distribution
centered at zero and with variance o2. As the relationship between the re-
gression coefficients and the expected values of the projections is R3 = T or
B = R~ 17, we have that

E(BB) = ER'vT'RT)
= R! U%I R T
= oa(X'X)" L.

It is in the latter form above that it is most often used in the literature.

One user of this prior was Atkinson (1978), who described it as the outcome
of a fictitious experiment, and related the ratio o2 /o2 to the ratio of the sample
sizes for the false experiment and the actual one. The value of 03 is usually
taken as much larger than o?; for instance, Smith and Kohn (1996) use a ratio
of 100 but state that it does not make much difference for any ratio in the
range 10-100.

Instead of assuming a uniform prior for log o over a finite range, an inverse
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gamma distribution is sometimes assumed for o. For instance, it may be as-
sumed that v\/o? has a chi-squared distribution with v degrees of freedom.
Thus, 1/ is the expected value of 1/02.

These priors, that is, the normal prior for the projections (or equivalently
for the regression coefficients), and the inverse gamma for the distribution of
02 have been used by several authors including Garthwaite and Dickey (1992),
and Clyde et al. (1996).

Using these priors instead of those of Mitchell and Beauchamp yields the
probability density for y if M; is the correct model as

I ((n +v)/2) \w)"/2

p(y|M;) =
t2.
ij

SN + v

w2
'(v/2)mm/2 <RSSj + )

where C' = 0 /0?. The posterior probability for model M; is then
p(y|M;)p(M;)
p(M;ly) = :
’ > p(y|M;)p(M;)
We still need a prior for M;. If we assume a binomial model with indepen-
dent probability w that each variable is in the model, then

p(M;) = wP(l—w)*?,

where p is the number of variables in model M;. Note that other authors,
such as Fernandez et al. (2001a) have given each of the 2¥ models equal prior

probability.
Then,
Inp(M;ly) = const. + plnw + (k—p)ln(l —w)
viny (res, 4 20 4 (7.11)
n ittt .

A similar expression to (7.11) has been obtained by Fernandez et al (2001a),
though they do not use orthogonal projections and hence the Bayes factors
look much more ‘messy’. For instance, our regression sum of squares, Zt?j,
becomes y’ X (XX ;)" X}y, and the residual sum of squares, RSS}, is de-
noted as ¢’y minus the above expression.

Chipman et al. (2001), and others, use the same priors but then look at
fixing 0. For cases in which there is a moderate number of degrees of freedom
for the estimate of the residual variance, this is quite reasonable and simplifies
the mathematics substantially. This is equivalent to letting the number of
degrees of freedom, v, tend to infinity and setting A = o2. If we omit the
integration over the distribution of o2 then we obtain

e [— (RSSj + %3) /<2a2>]
(C +1)p/2.(2r02)n/2

p(yle’ 02) =
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Table 7.1 Bayes factors (B.F.) for the top 10 models selected using three values of
w, and C' = 50, for the POLLUTE data

w = 0.25 w = 0.5 w = 0.75
Model vars. B.F. Model vars. B.F. Model vars. B.F.
12914 16.49% 12914 3.02% 1236914 0.42%
26914 4.75% 126914 2.60% 12356914 0.42%
126914 4,73% 1236914 1.89% 12368914 0.34%

123914 3.13% 123914 1.72% 123456914 0.26%
128914 219% 128914 1.20% 12345691213 0.25%
1291014 1.95% 1291014 1.07% 123568914 0.24%
2569 1.90% 1256914 0.93% 1236891213 0.23%

269 1.73% 26914 0.87% 12378914 0.21%
246914 1.43% 246914 0.78% 1235691213 0.21%
127914 1.29% 1268914 0.72% 1256914 0.21%
and hence,
Inp(M,|y,0®) = const. + plogw + (k—p)log(l —w) —
2t P
RSS, L | /(20%) = Slog(C+1). (7.12
( i+ 20 f2o) — Diosc 1), (712

As the residual sum of squares for any model, RSS;, plus the regression

sum of squares, » tfj, equals the total sum of squares, y’y, which is the same
for all models, (7.12) can be simplified to

Inp(M,|y,0?) = const. + plogw + (k—p)log(l —w) —
c 2 p

where the y’y has been absorbed into the constant term.

Chipman et al. then show that using different parameterizations of these
priors can be chosen to give the Mallows’ C,,, AIC and BIC stopping rules.
There were other earlier derivations, see, for instance, Chow (1981).

Clearly, by the appropriate choice of parameters in the priors, particularly
the choice of w, almost any size of subset can be forced to have the largest
posterior probabilities. For any size of subset though, the residual sum of
squares fixes the relative ordering of models of that size.

One way of overcoming this problem which has been sometimes been sug-
gested (e.g. Berger and Pericchi (1996)) is to use part of the data as a training
sample to give prior distributions. The posterior probabilities are then based
upon the remainder of the data. In the linear regression situation with k£ pre-
dictors plus a constant, the number of samples in the training sample would
have to be at least (k + 1), plus a few more samples to give a crude estimate
of 02. This seems to be a promising direction for research. Obviously work
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Table 7.2 Bayes factors (B.F.) for the top 10 models selected using three values of
C, and w = 0.25, for the POLLUTE data

C=5 C =10 C =50
Model vars. B.F. Model vars. B.F. Model vars. B.F.
12914 3.53% 12914 6.12% 12914 16.49%
126914 2.25% 126914 3.31% 269 14 4.75%
123914 1.58% 123914 2.26% 126914 4.73%
1236914 1.24% 26914 1.93% 123914 3.13%
26914 1.23% 128914 1.62% 128914 2.19%
128914 1.17% 1236914 1.53% 12910 14 1.95%
12910 14 1.06% 1291014 1.46% 2569 1.80%
246914 0.81% 246914 1.09% 269 1.73%

127914 0.74% 127914 0.99% 246914 1.43%
124914 0.71% 124914 0.94% 127914 1.29%

needs to be done to decide how large the training sample should be, and to
decide whether its size should be fixed or should be proportional to the total
sample size. Then, should repeated sample sizes be used and the posterior
probabilities averaged in some way?

To illustrate the use of the methods of this section, let us look at the POL-
LUTE data. Posterior probabilities were calculated for all 2'° models, using
(7.12) for w = 0.25, 0.5 and 0.75, and C' = 5, 10 and 50. Table 7.1 shows
the 10 largest Bayes factors out of 32768 for w = 0.25, 0.5 and 0.75. These
factors were scaled to sum to 100% over all 32768 models. For w = 0.25, the
preferred models contain about 4-5 variables, while for w = 0.5 they contain
about 5-6 variables, and for w = 0.75 they contain 6-8 variables. Thus, there
is a moderate influence of the prior probabilities for the size of the model, on
the posterior probabilities. Comparison with findings for this data set in pre-
vious chapters shows that most of these models have been seen before, though
it appears that only about 3 or 4 variables had much predictive value. Using
w = 0.25, the subset of variables numbered 1, 2, 9 and 14 looks strikingly
superior to the others.

Table 7.2 shows the posterior probabilities for the three values of C and for
w = 0.25.

If we choose to give equal probability to each model rather to each variable,
equation (7.13) is easily modified simply by leaving out the terms involving
w, giving

2 ¢ 2 p
Inp(Mjly,0%) = const. — ——RSS;/(20%) — Zlog(C +1), (7.14)
Cc+1 2
Table (7.3) shows the 10 models giving the highest posterior probabilities for
three values of C using (7.14). The models chosen each have between 4 and 7
variables.
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Table 7.3 Bayes factors (B.F.) for the top 10 models selected using three values of
C' when equal prior probabilities are given to each possible model, for the POLLUTE
data

C=5 C =10 C =50
Model vars. B.F. Model vars. B.F. Model vars. B.F.
1236914 0.39% 1236914 0.78% 12914 3.02%
12356914 0.33% 126914 0.56% 126914 2.60%
12368914 0.28% 12356914 0.52% 1236914 1.89%
126914 023% 12368914 0.44% 123914 1.72%
1256914 021% 1256914 0.40% 128914 1.20%
123456914 0.19% 123914 0.38% 1291014 1.07%
12378914 0.19% 12914 0.34% 1256914 0.93%
123568914 0.18% 1268914 0.32% 26914 0.87%
1268914 0.17% 1238914 0.31% 246914 0.78%

1236891213 017% 12691415 0.29% 1268914 0.72%

For the POLLUTE data, we evaluated all possible subsets. For data sets
with larger numbers of predictors, this is not feasible. Chapter 3 discusses var-
ious alternative algorithms. Two further methods have been introduced in the
context of Bayesian methods, namely Markov Chain Monte Carlo model com-
position (MC?), and Gibbs sampling, or stochastic search variable selection
(SSVS).

MC3 was introduced into Bayesian subset selection by Madigan and York
(1995) and used since then in Raftery et al. (1997), Hoeting et al. (1997),
Fernandez et al. (2001a) and by others. The algorithm starts with a random
subset of the variables. A Bayes factor, apart from the scaling factor, is calcu-
lated for it. The Markov chain has 3 possible states from the current model.
One is to add a variable, another is to delete a variable, and the third is to
remain in the same state. In the computer program of Fernandez et al., a
random integer between 0 and k is chosen. If it is zero, then the chain stays
with the same model. Otherwise, if the random integer is j, then the status
of the variable with that number is reversed. That is, the variable is added
to the subset if it was not in it, or it is removed if it was in it. The Bayes
factor is evaluated for the new model. If it exceeds the Bayes factor for the
previous model, it is accepted; otherwise, a random decision is made to either
accept the new model or stay with the old one. The algorithm is run for a
prespecified number of steps and can then be restarted from a new random
start.

This method is an extension on the Efroymson stepwise regression algo-
rithm. It will usually find any subset which the Efroymson algorithm will
find, but the stochastic nature of the algorithm means that it may sometimes
find better-fitting subsets. It could of course be extended to exchange two
or more variables at a time, and this would give it a better chance of find-
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ing the subsets which fit well in fields such as meteorology and near-infrared
spectroscopy.

The Gibbs sampling method as applied to Bayesian sampling is described
in George and McCulloch (1993), and Diebolt and Robert (1994). The latter
paper is not an application to subset selection but to the estimation of missing
values.

A recent paper by Han and Carlin (2001) reviews eight different ways of
doing Monte Carlo sampling to estimate posterior probabilities.

Both MC? and Gibbs sampling are very inefficient algorithms for attempting
to find the best subsets. Some authors have reported that certain models
have been ‘visited’ thousands of times in their searches. While it is difficult to
limit the number of times that different models are tried, an efficient search
algorithm should be able to keep the number of revisits down to, say single
digit numbers. Some authors have even suggested that the number of visits
to each model should be used to derive the posterior probabilities for the
models. The numeric algorithms used in many of the papers on Bayesian model
selection could be substantially improved both in accuracy (using orthogonal
reduction methods as opposed to normal equation methods), and in respect
to the search algorithms used. The papers by Smith and Kohn (1996), and
Kohn et al. (2001) are notable exceptions to this statement.

The paper by Fernandez et al. (2001b), which applies the methods of Fer-
nandez et al. (2001a) to the analysis of gross domestic product for different
countries using 41 predictors, ran for nearly 3 hours on a fast computer (fast
in 2001!). They state (footnote on page 567) that the ‘largest computational
burden lies in the evaluation of the marginal likelihood of each model’. As
they use linear models with normally distributed residuals, the evaluation of
the likelihood essentially means evaluating the residual sum of squares (RSS)
for each model. As they only add or delete one variable at a time, it requires
very little computation to calculate this from the RSS for the previous model,
if orthogonal reduction methods are being used.

The George and McCulloch paper uses a different prior for the regression
coefficients than most others. Instead of a finite prior probability of a zero
value (the OUT variables), and a wide normal distribution for the nonzero
coefficients (the IN variables), they are assumed to have been sampled from
one of two normal distributions, one with a widespread, corresponding to the
nonzero coeflicients of other authors, and the other distribution having a very
narrow spread. Both distributions are centered at zero. The algorithm starts
with all of the variables in the model. The initial estimates of the regression
coefficients are the least-squares estimates, and the residual variance is used
as the first estimate of the variance, o2, for the least-squares projections;
though they actually use the equivalent of this applied to the small regression
coeflicients. The ratio of the variance for the large regression coefficients and
the small coefficients is fixed. They actually use a range of ratios, 10, 100,
1000, 10000 and 100000.

The iterative cycle then is as follows for iteration j:

© 2002 by Chapman & Hall/CRC



MODEL AVERAGING 211

1. Sample B; from f(B;|y,oj-1,M;_1), the latest posterior probability for
each G;.

2. Sample o, from f(o;|y, B35, M;_1), the latest posterior distribution for o.

3. For each variable, sample v = 0 (out) or 1 (in) for each variable, taking
the variables in a random order, from the posterior probability that the
variable is from the IN or OUT set of variables. This posterior probability
is calculated from its current regression coefficient. If it is large compared
with its standard error based upon o, then the probability is high that it
is from the IN set of variables.

Full details are given in the paper. This algorithm effectively starts with some-
thing like the final subset from a stepwise regression algorithm, and then only
visits a fairly small number of subsets close to the subset at the end of the
first iteration. However, it can add or drop more than one variable at each
iteration, so it is more likely to find good subsets in fields such as meteorology
and near-infrared spectroscopy where differences between predictor variables
need to be found.

With both of these search procedures, the evaluation of Bayes factors is
limited to those subsets visited. Thus, whereas Table 7.1 is based upon all
32768 subsets, the equivalent table using one of these search procedures might
relate to, say a few hundred subsets, and the posterior probabilities would be
much larger. Thus, for instance, in Table 12 of Fernandez et al. (2001a), the
posterior probabilities range from 3.61% to 2.02% for the top 8 models for the
analysis of a set of crime data.

7.4 Model averaging

If we use some combination of the priors used in the previous section then we
end up, not with a single regression equation, but with a mixture of a large
number of regressions. It is usually not practical to use all of the possible
models, and the number is truncated at some point. For instance, if we look
at only the first 10 models list in Table 7.1 using w = 0.25, then if the models
in the table are numbered from 1 to 10, we take as our final equation:

Y = 0.418 x Regression equation for M;
4+0.120 x Regression equation for My
4+0.120 x Regression equation for M3z
+...
+0.033 x Regression equation for Mg
where the fractions 0.418, 0.120, 0.120, ..., 0.033 are in the same ratios as the
posterior probabilities for the models, and sum to 1.0.
The regression coefficients in general will be different in each of these equa-

tions and will be slightly smaller than the least squares coefficients for the
same models because the prior distribution for the B’s (or equivalently for
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Table 7.4 Least-squares projections for the POLLUTE data for a specified ordering
of the variables

Variable Projection

9 307.6
14 156.5
2 —143.7
1 139.2
6 —67.2
3 —64.0
4 8.6
5 -55.6
7 —-16.9
8 30.2
10 -14.1
11 2.1
12 -11.3
13 46.5
15 3.2

the expected least squares projections, the 7’s) tends to shrink them slightly.
Recalling that

p(y|Bj,0,M;) = const.exp (— 502 TP

2
RSS; + > (7 — tij)z) .exp (—Z%) )
where C' = say 100. If we collect together only those terms in the exponent
which involve 7;;, we find that we have

C+1 c ?
Yo i mt ) |
C C+1

that is, compared with the least-squares estimates, the distribution of 7;; is
centered about CLHtij rather than ¢;;, but the variance is reduced from o2
to CL_HUQ. The values for the 3’s are simply obtained by solving R;3; = 75,
where R; is the Cholesky factorization of X J’X j, and the elements of 3; will
be shrunk from the least-squares values by the same factor.

Notice that our resulting equation, or mixture of equations, in this case uses
variables 1 to 10 and 14, that is it uses 11 of the 15 available predictors. In
some situations, this will defeat the purpose of subset selection, if the objective
were to reduce the cost of measuring all of the variables in the future.

However, by not focussing upon the single best-fitting model, or the one
with the highest posterior probability, but by averaging over a number of
models, we substantially reduce the bias in the regression coeflicients.

Let us look at the models in Table 7.3 for C' = 50, that is, on the right-

1
202
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Table 7.5 Least-squares projections for the POLLUTE data for three more specified
orderings of the variables

Model 8 Model 9

Variable Projn. Variable Projn. | Variable Projn.
9 307.6 9 307.6 9 307.6

14 156.5 14 156.5 14 156.5

2 —143.7 2 -143.7 2 —143.7

6 -127.6 1 63.6 1 92.1

4 46.4 (6) -110.7 (6) -94.3

1 74.1 others 0.0 (4) 59.5
others 0.0

hand side of the table. All of the models contain the variables numbered 2,
9 and 14, and all except models 8 and 9 also contain variable number 1. Let
us reorder the variables so that these ones come first, followed by numbers
6 and 3, which also feature frequently. The least-squares projections for this
ordering (omitting the projection for the constant) are as shown in Table 7.4.
The residual variance with all of the variables in the model is 1220.0 for this
data set. The square root of this value is just under 35, and this is the standard
deviation of the projections. We see that the first four projections are much
larger than this in magnitude, while the remainder are of this magnitude or
smaller.

Now let us reorder the variables again in an order suitable for estimating
the parameters for models 8 and 9. The left-hand pair of columns in Table 7.5
shows such an ordering. To fit model 8, we put the projections for variable
number 4 and all subsequent variables equal to zero; to fit model 9, we put
the projections for model 1 and all following variables equal to zero. If we do
this, and then reorder so that variables numbered 9, 14, 2 and 1 come first
(after the constant), then the resulting projections are those shown in the
second and third pairs of columns in Table 7.5. Note that the projection for
variable number 1 is not zero because it was not orthogonal to either variable
4 or variable 6. The solution of RB = t with the appropriate ordering of
the Cholesky factor R will give B1 = 0 with either of these two columns of
projections used for t.

Using the projections for variables 9, 14, 2 and 1 from Table 7.5, the poste-
rior density for 77, that is, the expected value for the projection for variable 1
after including a constant and variables 9, 14 and 2 in the model, is as shown
in Figure 7.1, based upon only the 10 models with highest posterior probabil-
ity. Both the mean and variance have been reduced by the factor C/(C + 1)
= 50/51, or a reduction of about 2%, as discussed earlier. The means of the
normal densities shown in this figure are at 62.3 (model 8), 90.3 (model 9)
and 136.5 for the other models. The heights are scaled by the posterior prob-
abilities for the 10 models, with models 1 to 7 and 10 combined.
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Models 1-7 & 10

Posterior density

Model
Y

Model
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T T T T T
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9

Least-squares projection (T,)

Figure 7.1 Posterior density for the projection for variable Xy for the POLLUTE
data.

In Figure 7.1, the variance for the estimate of 7 is much smaller for models
8 and 9, which do not contain variable X7, than for the other models. To
obtain the projections in Table 7.5 for model 8, the projections for variables
X1 and X4 in column 2 (and all following variables) were changed to zero
exactly. That is, deterministic values with zero variance were used for these
projections instead of stochastic ones with variance equal to 1220. For model
9, only the value of the projection variable X;, not that for variable X4, was
changed to zero.

The overall mean of the mixture of these distributions is 129.7, compared
with the least-squares projection of 139.2 for this variable (see Table 7.4). This
drop of 9.5 is about 0.27 of a standard deviation. The 10 models used above
had total posterior probability of just under 15%. In practice, it would be
sensible to use far more than this, and it can be anticipated that the reduction
in the estimated projections would have been larger, with some reductions also
for variables 9, 14 and 2 which were in all of the first 10 models, which would
not have been in all of, say the first 1,000.

We have thus a computational method for estimating the projections, and
hence the regression coefficients, for just one model. But can there be any
justification for its use? This is analogous to the question of whether it is
valid to use the models selected in earlier chapters using the Efroymson step-
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wise procedure, or some other search procedure with a stopping rule such as
Mallows’ C}, or the AIC. In the next section, this question is discussed with
particular reference to its use with Bayesian methods.

7.5 Picking the best model

Can we just use the model giving the highest posterior probability? There has
been very little discussion of this approach in the Bayesian literature until
now. It was discussed by Dennis Lindley and me privately after the meeting
at which Miller (1984) was presented, but that discussion did not appear in
the printed proceedings of the meeting. More recently, Draper (1995) has dis-
cussed the idea. He expresses a model in two parts (.59,6), where S denotes
‘structure’, and 6 denotes the parameters within that structure. ‘Structure’
in general will include not only the inclusion or exclusion of variables, but
also other common components of data analysis such as families of trans-
formations (e.g. to transform a nonlinear model to a linear one, or to make
residuals approximately normally distributed), a model for outliers, modelling
correlation or nonconstant variances, etc. He uses the notation S* to denote
the ‘best-choice’ model out of those examined. He refers to a number of au-
thors who have emphasized the ‘degree of overconfidence’ generated by basing
inferences and predictions on the same data set on which the search for struc-
ture occurred’. He makes particular reference to the paper by Adams (1990),
who reported on a large computer simulation, which compared the effects of
various decisions on transformations, variable selection, and outlier rejection,
on the validity of inferences and the degree of overfitting which resulted.

Let j* be the number of our ‘best’ model. In the argument which follows, it
does not matter what criterion we used to arrive at our choice of this model,
provided that some objective and reproducible method was used. Thus, model
M, may be the one which gave the largest posterior probability out of those
examined, or it may have been selected using Mallows’ C,,, or the AIC, BIC,
RIC, Efroymson’s stepwise regression, etc.

We will use the notation M; > M; to indicate that model M; is a better
model than model M; using whatever criterion and search method we have
used to choose our ‘best’ model.

We want to find a posterior distribution for Bj., given that model Mj.
came out best. Conceptually, this is not difficult. Distributions of extremes
are not that difficult to find as is evident from the huge amount of work which
was done in this area since the 1930s, culminating in a set of 3 asymptotic
distributions that are often associated with the name of Gumbel, see e.g.
Gumbel (1958).

We want to be able to say

p(ﬁj*,y,Mj* > other Mle,Mj*)

p(y, Mj. > other M;|o, M)
(7.15)

p(Bjxly, M. > other Mj, 0, M;,) =
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We will simplify this slightly by treating ¢ as known. It can easily be re-
introduced if desired, and then the expressions integrated with respect to the
prior distribution assumed for o.

The numerator of (7.15) can be written as

= p(y|Bjx, Mj. > other Mj, Mj,).
p(Bj«|Mj. > other M;, M;.).p(M;. > other M;|M;,)

exp ( RSS; + Z(T,-j—tij)Q)

202

(2ma2)n/2

7'.2,
exp (— %U’;)
x (2nCo2)r/2
x [ Prob-(M;. > M;), (7.16)

JF#J*

where p is the number of variables, including the intercept, in model M. The
denominator of (7.15) is obtained then by integrating with respect to 3.

Apart from the middle term in (7.16), this is exactly the same as the like-
lihood equation derived in Chapter 6. The last term is the one which utilizes
the criterion used to choose the best model. For some criterion, it will require
numerical integration, or perhaps estimation using Monte Carlo methods. In
most cases in practice, it will only be feasible to evaluate the final term in
(7.16) for a small number of the most important alternative models.
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CHAPTER 8

Conclusions and some
recommendations

Let us conclude by posing a number of questions and examining how far they
can be answered.

Question 1.
How can we test whether there is any relationship between the
predictors and the predictand?

This is a frequent question in the social and biological sciences. Data have
been collected, on say 20 or 50 predictors, and this may have been augmented
with constructed variables such as reciprocals, logarithms, squares, and inter-
actions of the original variables. An automatic computer package may have
selected 5 or 10 of these predictors, and has probably output an R? value for
the selected subset. Could we have done as well if the predictors had been
replaced with random numbers or columns from the telephone directory?

If the package used the Efroymson stepwise algorithm, sometimes simply
called stepwise regression, then Table 4.4 or formula (4.1) can be used to test
whether the value of R? could reasonably have arisen by chance if there is no
real relationship between the Y-variable and any of the X-variables. Clearly,
the more exhaustive the search procedure used, the higher the R? value that
can be achieved. References are given in section 4.1 to tables for other search
algorithms, though there is scope for the extension of these tables. Some of
these tables allow for nonorthogonality of the predictors, others do not. In fact,
the degree of correlation among the predictors does not make much difference
to the distribution of R2.

Alternatively, if the number of observations exceeds the number of available
predictors, the Spj¢tvoll test described in section 4.2 can be used to test
whether the selected subset fits significantly better than just a constant.

Question 2.
Does one subset fit significantly better than another?

If the number of observations exceeds the number of available predictors,
then the Spjgtvoll test described in section 4.2 provides a satisfactory answer
to this question. An attractive feature of the Spj¢tvoll test is that it does not
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require the assumption that either model is the true model. The test is that
one model fits better than another over the range of the X-variables in the
available data. It is possible to modify the test to apply for extrapolated X'’s,
though this has not been described in detail here.

The Spjgtvoll test is fairly conservative, that is, it tends to say that subsets
do not differ significantly unless one is strikingly better than the other.

In the case in which the number of available predictors equals or exceeds
the number of observations, there is no general test available or possible. The
situation is akin to that in the analysis of designed experiments when there
is no replication. If the experimenter is prepared to take the gamble that
high-order interactions can be used as a measure of the residual variation,
then an analysis can proceed. Similarly, if the researcher gambles on some
variables having no effect, or he thinks that he has a reasonable estimate of
residual variation from other data sources, then some kind of risky analysis
can proceed. Of course, if the judgment that certain variables have no effect
is taken after a preliminary analysis of the data, the resulting estimate of
residual variance is likely to be artificially small.

Question 3.
How do we find subsets that fit well?

Many automatic procedures have been described in Chapter 3. Exhaustive
search, using a branch-and-bound algorithm, for the best-fitting subsets of all
sizes is typically feasible if we have not more than approximately 25 available
predictors. It is often sensible to try one of the cheap methods first, perhaps
sequential replacement. This will usually show up the ’dominant’ variables
and give an idea of the likely size of the final subset. At this stage, it is often
wise to use some of the standard regression diagnostic tools (see e.g. Belsley
et al. (1980), Gunst and Mason (1980) or Cook and Weisberg (1982)). These
could show up a nonlinear relationship with one of the dominant variables, or
outliers that may be errors in the data, or very influential observations.

If the cheap method has shown that there is very little reduction in the
residual sum of squares between fitting, say 8 variables, and fitting all of
them, then an exhaustive search can be restricted to subsets of 8 or fewer
variables. Such a search may be feasible when it is not feasible to search for
the best-fitting subsets of all sizes.

As a rough rule, the feasible number of subsets that can be searched is of the
order of 107. There are 22° = 3.3 x 107 possible subsets out of 25 predictors,
including the empty subset and the complete set of 25, so that this is close to
the limit of feasibility for subsets of all sizes. If we have 50 available predictors,
then an exhaustive search for best-fitting subsets of all sizes will usually not
be feasible, but it will be feasible to search for the best-fitting subset of 6 or
fewer variables.

If an exhaustive search is not feasible, then a sequential procedure that
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adds or removes two variables at a time will sometimes find much better-
fitting subsets than one-at-a-time algorithms.

Question 4.
How many variables should be included in the final subset, assuming
that it is required for prediction?

Before that question can be answered, we need to know what method is to
be used to estimate the regression coefficients. If ordinary least squares, or one
of the robust alternatives, is to be used with no attempt to correct for selection
bias, then using all the available predictors will often yield predictions with a
smaller M SEP than any subset.

If the conditional maximum likelihood method of section 6.4, or some other
method, is used to partially adjust for selection bias, then minimizing the
(falsely) estimated M SEP given by (5.26) is often a reasonable stopping rule
with random predictors, while minimizing Mallows’ C), is the equivalent for
fixed predictors. However, it is always possible to construct examples using
fixed orthogonal predictors for which any given stopping rule will perform
badly. This follows directly from Mallows (1973). In most practical cases, the
stopping rule is not critical, provided that there is a correction for selection
bias in the regression coefficients. The use of Mallows’ Cp, even when the
predictors are random, or of Akaike’s Information Criterion, or an F-to-enter
of just under 2.0, or of minimizing the PRESS statistic, can all be expected
to give about the same result as using the true M SEP, for up to about 20-30
predictors. For larger numbers of predictors, the Risk Inflation Factor (RIC)
should be considered. In choosing a subset of variables, we risk both including
variables which have no predictive power, and of leaving out variables which
should be included. The RIC makes it progressively more difficult for variables
to be included as the number of available predictors is increased.

It is often instructive to add a few extra predictors generated using a random
number generator, as was done in chapter 4, to discover when any of these
are selected.

If the cost of measuring the variables is an important consideration then
a stopping rule that selects a smaller subset should be used such as using a
higher F-to-enter. At the moment, there are no accurate formulae for the true
M SEP after subset selection, using either least squares regression coeflicients,
or bias-corrected coefficients.

Notice that for the purpose of prediction, we are looking at F-to-enter’s
of the order of 1.5 to 2.0. If the Spj¢tvoll test is being used for hypothesis
testing, a test at the 5% level may be equivalent to using an F-to-enter of 8
to 15, depending upon the numbers of predictors and observations, and the
structure of the sample correlations among the predictors.

All of the above assumes that future predictions will be for X-variables that
span the same space as those used for the model selection and calibration.
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It is extremely hazardous to extrapolate beyond this region. The emphasis
throughout this monograph has been upon finding models that fit and describe
relationships within the space of the X-predictors. Unless there is established
theory to justify a particular form of model, there is no reason to believe it
will fit well outside of the calibration region.

Question 5.
How should we estimate regression coefficients?

A conditional maximum likelihood method was described in section 5.4, and
also in Chapter 7. It requires simulation, is very slow, neglects the bias due to
the stopping rule, and appears to overcorrect for the bias. However, the cost
of the computer time is now usually very small compared with the cost of the
data collection, and to the value that can be attached to the predictions in
some cases. A simple alternative, which has not been investigated here, is the
jackknife suggested near the end of section 5.3, using the square root of the
sample size.

The ‘off-the-peg’ alternatives, such as James-Stein/Sclove shrinkage and
ridge regression are not designed to reduce selection bias. They are intended
primarily to reduce the variance of the regression coefficients at the expense of
adding a small amount of bias. The variance of least-squares regression coeffi-
cients of best-fitting subsets are often very much smaller than those for models
chosen independently of the data, so that subset selection has already done
what these shrinkage estimators are designed to do. The simulation results in
Table 5.16 show that the use of Sclove shrinkage of the regression coefficients
of the selected variables always give a small improvement in M SEP over the
use of least-squares estimates, while the use of ridge regression can sometimes
give a larger improvement and can sometimes be disastrous.

If you use ordinary least squares, or any other method which does not allow
for selection bias, such as one of the robust regression methods, then you
must expect some of the estimated regression coeflicients to be too large. It is
a very useful exercise to do some simulations. Generate 100 data sets, using the
same values of the X-variables, and the same number of cases. Then use your
estimated regression coefficients, with zeroes for excluded variables. Calculate
the fitted Y-values, then add noise. Repeat the subset selection procedure
and the estimation method that you used on each of the 100 artificial data
sets. You will probably find that subsets other than the original one will be
selected in most cases. Look at the estimated regression coefficients for the
original subset for each replicate, whether or not the subset was the selected
one for that replicate. You will usually find that the estimated regression
coefficients will have shrunk, sometimes quite considerably.

This method is very similar to the method of bootstrapping standardized
residuals suggested in Chapter 5.

© 2002 by Chapman & Hall/CRC



CONCLUSIONS 221

Question 6.
Can the use of subset regression techniques for prediction be justi-
fied?

There are many practical situations in which the cost of measuring the
X-predictors is a major consideration. If there is no cost associated with ob-
taining future X-predictors, then the use of ridge regression using the Lawless-
Wang ridge parameter, or the Sclove estimator, will often be preferable alter-
natives to subset selection. They have the important advantage that their
properties are known. If cost of measurement of the X-predictors is a consid-
eration, then the loss due to poor predictions should be traded off against it
in deciding how many predictors to use. True cross-validation, as described in
section 5.3, can be used to obtain a realistic estimate of the M SEP provided
that no extrapolation outside of the space of the X-predictors is required.

Question 7.
What alternatives are there to subset selection?

In many cases, for example, in the social or biological sciences, relationships
between variables are monotonic and a simple linear regression (perhaps after
using a transformation such as taking logarithms) is an adequate empirical
approximation. In the physical sciences, the shape of the regression curve
must often be approximated with more precision. One way to do this is by
augmenting the predictor variables with polynomial or cross-product terms.
This often gives rise to situations in which the cheap ’one-at-a-time’ selection
procedures pick poor subsets, while an exhaustive search procedure is not
feasible. One alternative for this situation is to use projection pursuit (see
e.g. Huber (1985), Friedman (1987)). There is often some prior knowledge
of the system being modelled in the physical sciences that enables perhaps
partial differential equations to be formulated, which partially describe the
system and leave only part of it to be modelled empirically. This will often be
preferable to the use of black-box techniques.

Bayesian Model Averaging (BMA) is an important alternative that has
emerged in the last few years. This uses a weighted average of all of the
models considered, where the weight given to each model is the posterior
prior for that model. Note that the weights are given to the models, not to
the individual variables. Thus, the final model includes all of the predictors,
though usually some of them are given so little weight that they are effectively
excluded.
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